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ABSTRACT The increasing computational demands of Deep Reinforcement Learning (DRL) models,
particularly for embedded systems in autonomous vehicles and drones, present significant challenges
owing to their extensive neural network complexities. Previous DRL compression strategies predominantly
focused on unstructured pruning, effective for reducing model size but requiring specialized hardware for
computational acceleration. Conversely, DRL models with structured pruning applied can be accelerated
on standard hardware, though they typically encounter performance issues at higher pruning rates due to
structural constraints. In response to these challenges, this paper introduces an advanced structured pruning
methodology, combined with scaled policy constraints (SPC) for DRL models. Our approach overcomes the
performance limitations of conventional structured pruning, achieving high pruning rates while maintaining
robust model performance. Enhanced performance restoration after pruning is achieved by fine-tuning
with SPC and applying structural regularization, thus ensuring efficient decision-making with a minimal
computational burden. Extensive evaluations on the D4RL benchmark and in a drone control simulation
environment confirm the effectiveness of our method. Our approach maintains performance integrity even at
high pruning rates, with less than a 2% decrease in normalized score at 90% pruning in D4RL and preserving
cumulative reward at 87% pruning in drone control simulation. Significantly, our approach also enables
considerable computational acceleration on standard hardware. We implemented our method on the NVIDIA
Jetson Xavier NX board and achieved a 2.5-fold speed-up on devices with NVIDIA Volta GPUs and over
double the speed-up on those with NVIDIA Carmel ARMv8.2 CPUs. These outcomes highlight our method’s
suitability for real-time, resource-constrained applications, demonstrating its practicality and efficiency.

INDEX TERMS Deep reinforcement learning, offline reinforcement learning, model compression,
structured pruning, fine-tuning, robotics, autonomous driving, drone control, D4RL.

I. INTRODUCTION Learning (DRL), which employs neural networks, enhances

Reinforcement learning (RL), a fundamental branch of
machine learning, teaches agents to optimize long-term
outcomes in complex environments. Deep Reinforcement
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decision-making in large, high-dimensional spaces. Its
effectiveness in real-world applications, such as autonomous
vehicles and drones [12], [27], [33]. However, the
substantial computational requirements of large-scale
neural network-based DRL models pose a significant
challenge, especially in embedded systems like vehicles
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and drones, where weight and cost considerations limit
practicality.

DRL traditionally thrives in online learning paradigms,
where agents refine their policies through environment
interaction [6], [7], [19], [23], [31], [32]. However, this
approach is limited in scenarios such as autonomous
vehicle training, advanced robotics, and medical applica-
tions, where data collection poses safety or cost concerns.
Offline reinforcement learning counters this by allowing
agents to learn from pre-collected datasets, thus avoiding
additional environment interactions. However, it encounters
the challenge of distribution shift [14], as static datasets
might not capture real-world complexities. Techniques like
weighted behavior cloning [28], [37] have been developed
to mitigate this, enabling effective learning without real-time
data. Yet, improving inference efficiency remains a separate
and significant challenge.

This study focuses on optimizing DRL models to balance
performance with reduced size, enhancing inference for
low-latency tasks in computation-limited environments like
autonomous driving and robotic control. Previous DRL
model compression mainly used unstructured pruning [1],
[21], which decreases memory but requires advanced hard-
ware for computational speed due to sparse weights [2],
[38]. In contrast, structured pruning [9], [16], [20], [25],
[26], [40] eliminates entire neurons or filters, fitting standard
hardware and avoiding the need for specialized hardware,
though it may lead to greater performance reduction at higher
pruning levels. Our paper introduces structured pruning to
DRL models. While higher compression rates may initially
lower performance, our novel fine-tuning techniques aim
to recover it. We refine the weighted behavior cloning
method [28], [37], weighting actions by importance, to main-
tain robust performance in heavily pruned models. Addition-
ally, we apply structural regularization to support pruning,
with theoretical support for its effectiveness in enhancing
performance.

We evaluated our method’s efficacy across various pruning
ratios using the D4RL benchmark [4] and a Drone Control
Simulation. The results demonstrate strong performance,
with less than 2% reduction in cumulative reward at 90%
pruning on D4RL [4], and no decline in performance at 87%
pruning in the Drone Control Simulation.

This method represents a substantial progress in develop-
ing efficient DRL models for latency-sensitive applications
and environments with limited computational resources.
By integrating structural pruning with reinforcement learn-
ing, we offer a novel, streamlined solution for DRL models,
enabling fast and effective decision-making in intricate
scenarios.

Il. RELATED WORK

A. RL METHODS

Reinforcement learning, part of the machine learning spec-
trum, trains agents to optimize sequential decision-making
for maximal rewards across various settings. Stemming from
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the 1950s’ Markov decision processes (MDPs) [29], it offers
a mathematical framework for decision-making in uncertain
environments. The REINFORCE algorithm [41] established
the foundation for policy gradient methods, leading to DRL,
which combines deep neural networks with reinforcement
learning to solve complex MDPs more effectively [29],
particularly post-2012 deep learning advancements.

Significant advances in DRL include models like
DQN(Deep Q-Network) [24], which introduced experience
replay and fixed target networks for improved stability.
DDPG(Deep Deterministic Policy Gradient) [19], evolving
from DQN [24], targets continuous action spaces and com-
bines policy and value-based strategies with a deterministic
policy and a critic network. However, DDPG [19] faced
overestimation bias. TD3 [6], building on DDPG’s structure,
introduced twin critic networks for better value estimation
and delayed policy updates for more stable learning. These
improvements have significantly enhanced reinforcement
learning in continuous action spaces, expanding its real-world
applicability.

Initially, DRL utilized online-learning methods [6], [7],
[19], [23], [31], [32], where agents learn and adapt through
continuous environmental interaction. This approach, though
effective, can be expensive and risky, particularly in situations
like autonomous vehicle training or advanced robotics, where
real-world interaction is hazardous. It is also data-inefficient,
often necessitating fresh data for each learning iteration and
underutilizing existing data.

To overcome these challenges, offline-learning methods
have emerged in DRL [15], [28], [37], [42]. These meth-
ods focus on learning from pre-collected datasets of past
interactions, eliminating the need for new, real-time data
collection. This strategy not only reduces risks and costs but
also leverages previously gathered data effectively. Offline
RL allows for policy development and refinement without
additional environmental interactions, enhancing the learning
process’s efficiency and safety for certain applications.

1) ONLINE REINFORCEMENT LEARNING

Online RL features two primary strategies, each with
a distinct approach to experience collection and policy
adaptation:

o On-policy methods: These methods [23], [31], [32]
rely on the current policy for experience gathering,
continuously updating this policy based on the acquired
environmental data to enhance its effectiveness.

o Off-policy methods: In contrast, off-policy meth-
ods [6], [7], [19] utilize two separate policies: one
for learning and another for experience collection.
This allows for efficient reuse of previously gathered
experiences and periodically includes new data to
improve and expand the learning dataset.

However, a common challenge in online RL is the ongo-
ing need for data collection, which can be particularly
problematic when acquiring data in potentially hazardous
environments.
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2) OFFLINE REINFORCEMENT LEARNING
Offline RL trains policies using previously collected data,
such as past agent interactions, simulation records, or human
expert decisions. This approach is beneficial when data
collection is expensive or online interactions are challenging,
like in autonomous driving or healthcare.

However, it encounters the distribution shift challenge [14],
where the training data may not accurately reflect real-world
scenarios, leading to potentially less effective policies [30].
Initial solutions [15], [42] included behavior cloning con-
straints to align the learned policy with the behavior policy,
but these struggled to create policies surpassing the original
experiences. Recent advances [28], [37] have introduced
weighted behavior cloning to address distribution shift [14].
This technique applies weights to the behavior cloning
loss term based on their estimated advantage, encouraging
replication of superior action-state pairs and potentially
improving policy performance beyond the pre-collected data.
There has been no prior works applying this weighted
behavior cloning approach specifically for structural pruning
in the DRL domain, and we are the first to apply it for accurate
guide for offline reinforcement learning.

In our work, we focus on efficiently lightweighting DRL
models by fine-tuning a pruned model using an offline RL
approach, and propose an enhanced weight-based behavior
cloning method that synergizes effectively with the pruning
process.

B. PRUNING TECHNIQUES

A pruning technique aims to accelerate and reduce the
size of neural networks [3], [8], [9], [16], [20], [40],
[43], involves selectively removing network weights. This
method is categorized into two types: unstructured and
structured pruning. Unstructured pruning [3], [8], [43] targets
individual weights, removing less crucial ones to achieve
high compression rates with minimal performance loss.
However, unstructured pruning typically demands intricate
hardware because it involves pruning elements in a non-
structured, random manner. This randomness in element
location necessitates sophisticated hardware for efficiently
handling sparse data gather and scatter [2], [38].

In contrast, structured pruning [9], [20], [40] targets entire
filters, channels, or layers within neural networks. This
method aligns more effectively with standard hardware archi-
tectures like CPUs and GPUs. Unlike unstructured pruning,
structured pruning facilitates acceleration and significant
speed enhancements on conventional hardware without
requiring specialized configurations [10]. Its compatibility
with common hardware makes it a more practical option for
many neural network applications.

In DRL, early efforts primarily used unstructured prun-
ing [1], [21]. Our study introduces the first application
of structured pruning in DRL, aiming to achieve practical
acceleration. Structured pruning methods for neural network
compression, traditionally use the L1/L2-norm of filters
or channels as criteria for identifying less significant
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connections [16], [20], [40]. Additionally, structured regular-
ization [16], [20], [40] applies constraints to emphasize mag-
nitude differences in filters or channels, reducing loss impact
post-pruning. The FPGM method [9] uses geometric median-
related criteria for pruning, while other techniques [25],
[26] estimate criteria based on prediction errors and Taylor
expansions. Our approach adopts a straightforward, effective
norm-based pruning technique [16], [20], [40], influenced by
studies [17] showing that norm-based methods still perform
well in benchmark settings.

Building on this approach [16], [20], [40], our method
employs structured pruning in the DRL model’s fully-
connected and convolutional layers, guided by the L;-norm
of the weights. This technique is uniformly applied in all
our experiments. For each channel C; j, where i denotes the
layer number and j represents the j-th channel within the
layer, the Ly-norm s; is calculated as s; = /> ;" 67, which
helps to ascertain the overall importance of each channel’s
weights 6. Channels are pruned starting from those with the
lowest s; values are removed, based on a set pruning rate,
along with their connections. The network is then updated by
creating a new weight matrix 6 for the remaining channels.
This process effectively reduces network complexity while
aiming to maintain optimal performance, striking a balance
between model efficiency and effectiveness.

Ill. BACKGROUND

A. PRELIMINARIES

DRL aims to optimize decision-making strategies within
a specific environment to accumulate the greatest possible
rewards over time. Specifically, this is achieved by maximiz-
ing the expected discounted return [35], expressed as:

J(r) =Ex [Z Vtrt+1] : 0]
=0

where 7 represents the policy, guiding the agent’s actions
based on environmental states. ¥’ is the discount factor over
time step ¢, balancing the importance of immediate and future
rewards, and r;4+1 is the immediate reward for the action
taken at . The objective function J (i) quantifies the expected
cumulative reward over an infinite time horizon, determined
by the policy m. To derive the optimal policy in DRL, it is
crucial to maximize the Q-function [39]:

Or (s, a) =En |:Z )’t/ilr(sz, at)i| . ()

t'=t

The Q-function differs from the objective function, repre-
senting the expected return for taking a specific action a; in
a given state s;, under policy 7. It essentially evaluates the
immediate and future rewards of an action at a particular state,
thus providing a more granular, state-oriented perspective
compared to the broader goal of the objective J(7r), which
is to maximize the overall expected return from following
policy 7 over time.
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In offline reinforcement learning, where there is no interac-
tion between the environment and the agent and policies are
optimized using a pre-collected state-action dataset, Behavior
Cloning (BC), a form of supervised learning, is used to
address distribution shift [14] issues. BC ensures that the
policy closely mimics the behaviors from the static dataset
D, as represented by:

m = argmin Eg 4~p [(n(s) — a)2] . 3)

TD3+BC [5] builds on BC, designed to maximize the
expected return Q while minimizing the deviation of the
policy-generated actions from those in the fixed dataset D.
This approach effectively lowers the risk of distribution
shift due to discrepancies between the pre-collected dataset
and the real-world conditions. The objective function of
TD3+BC [5], incorporating this balance, is defined as:

n:mngmmngmm—mm—mﬂ,(Q

where A is a balancing hyperparameter.

However, TD3+BC [5] has a drawback: it imitates the
actions of the dataset without assessing their quality. Since
the pre-collected dataset might include suboptimal state-
action pairs, forcing the policy to replicate all the pairs
indiscriminately can limit the room for policy improvement.
To overcome this challenge, a recent approach, weighted
policy constraint (wPC) [28], introduced an alternative
objective function:

m = argmax E; 4~p [AQ(S, 7 (s)) — w(s, a)(mw(s) — a)z]
%)

_ 1 A(s,a)>0
M&@_{o AGs, a) < 0. ©

The weighting factor w(s, @) is calculated using the estimated
advantage A(s, a), which evaluates the contribution of each
state-action pair to the cumulative reward. This factor enables
the algorithm to prioritize actions with a positive advantage
and downplay those with a non-positive advantage, resulting
in a more selective and quality-focused imitation of behavior.

B. COMPUTATIONAL CHALLENGES

As reinforcement learning incorporates more complex neural
networks to handle increasingly intricate tasks, computa-
tional challenges grow substantially. Basic RL tasks for
robot control, such as Gym-MuJoCo [36], require only about
70K floating-point operations (FLOPs). But when tackling
high-dimensional data for complex decisions, such as drone
navigation using convolutional neural networks (CNNs),
the computational load escalates to approximately 11M
FLOPs of computation [18]. Recent DRL’s advances reflect
this surge: AlphaGo [34] demanded about 6.9M FLOPs,
while its more sophisticated successor, AlphaZero [22],
required close to 4.5G FLOPs. This trend is expected to
intensify as RL models evolve to address more complex
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FIGURE 1. Comparsion of cumulative reward of models finetuned with
BC and BC + maximizing Q (TD3+BC) on drone control simulation task.

environments and challenges. Therefore, addressing the
increasing computational requirements of DRL is crucial for
its effective application in real-world settings.

IV. METHOD

As discussed in section III, approximating the policy function
in DRL with neural networks has significantly increased
computational load. To counter this, a new pruning technique
is introduced, aimed at reducing the inference complexity
of neural network-based policies while preserving their
cumulative expected reward.

Our methodology integrates fine-tuning with reinforce-
ment learning, the Scaled Policy Constraint (SPC), and
structured regularization to enhance the efficiency of Deep
Reinforcement Learning (DRL) models through structured
pruning. Fine-tuning with RL employs behavior cloning to
guide pruned models in replicating actions from unpruned
models, thus aiding performance recovery. The SPC fur-
ther refines this process by dynamically adjusting weights
based on the importance of actions, ensuring that even
heavily pruned models maintain decision-making robustness.
Additionally, structured regularization is applied to prune
channels more effectively, mitigating potential performance
degradation by focusing on maintaining essential network
capabilities. Together, these strategies form a comprehensive
approach to reduce computational demands while preserving
or even improving the cumulative expected reward of DRL
models, shows that a significant advancement in pruning
techniques within the DRL domain.

A. FINE-TUNING WITH REINFORCEMENT LEARNING
Pruning techniques [3], [8], [9], [16], [20], [40], [43]
discussed in Section II, widely explored in supervised
learning models, are instrumental in enhancing the efficiency
of DRL models. While effective, these techniques often lead
to performance loss, which is typically countered through
fine-tuning. In pruned DRL models, mitigating this loss
involves employing a fine-tuning strategy using BC, where
state-action pairs from an unpruned model guide the pruned
model in action cloning, aiding in performance recovery. This
approach, extensively explored in supervised learning, can be
represented as follows:

75 = argmin Byp [ (m39) = o], ()

o
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FIGURE 2. Comparing the L1 loss between SPC and other baseline
algorithms for data with a top 20% advantage. As the pruning rate
increases, leading to reduced model capacity, the SPC method
demonstrates enhanced learning performance for data with a high
advantage.

where, 6 is the pruned weights from derived from the original,
unpruned policy weights 6.

However, this approach shares a limitation with supervised
learning models where the ability to recover performance
diminishes as the pruning ratio increases. Notably, at higher
pruning rates, minimizing the BC loss becomes increasingly
challenging, potentially leading to significant divergence in
the decision-making capabilities of DRL models compared
to their unpruned counterparts. Such a divergence can result
in a decrease in the expected cumulative reward, as the pruned
model might not effectively replicate the comprehensive
decision-making processes of the original, unpruned model.
In contrast, when integrated with reinforcement learning
approach TD3+4BC [5], pruned models adapt during the fine-
tuning process to maximize rewards. This adaptation, which
involves leveraging BC while also focusing on maximizing
the Q function, aims to maximize the expected cumulative
reward. This dual approach can be represented as follows:

75 = argmax Eyp [10(s, 75(5)) — (m(s) — ma()? ]
Ty

®)

This method demonstrates potential for higher performance
recovery compared to using BC alone, thereby enhancing the
overall effectiveness of the pruned DRL models.

To demonstrate the effectiveness of jointly optimizing the
Q to enhance pruned DRL models’ performance, we con-
ducted a comparative analysis of fine-tuning techniques,
BC and BC with Q maximization. This analysis is presented
in Fig. 1, using a drone control simulation task. We tracked
cumulative rewards across various pruning rates. The results
indicate that while BC alone struggles at higher pruning
rates, integrating TD3+BC [5] maintains high reward. This
fine-tuning approach, which includes maximizing Q as per
Eq. (8), effectively recovers rewards unattainable with BC
alone. These findings highlight the advantages of combining
reinforcement learning with advanced fine-tuning techniques
in complex DRL tasks like drone simulations.

B. SCALED POLICY CONSTRAINT

In DRL, higher pruning rates make the fine-tuning models
with BC more difficult, necessitating novel approaches to sus-
tain performance with reduced model capacity. The wPC [28]
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FIGURE 3. Change in behavior policy’s weight distribution by applying
structured regularization. We obtained this distribution by normalize
sorted absolute sum of each output channel. (a) Weight distribution at
timestep = 1. (b) Weight distribution at timestep = 1e6.
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FIGURE 4. Theoritical analysis of applying group LASSO regularization.
Regularization can mitigate potential performance degradation resulting
from pruning. Consequently, higher pruning rates can be achieved
without significant loss of performance when regularization is applied.

enhances the static dataset by selectively cloning actions
based on their advantage measure A, thus counteracting
potential reward decreases due to pruning. An enhanced
fine-tuning technique for pruned DRL models, potentially
outperforming TD3+4-BC [5], employs wPC [28] to concen-
trate on high-quality state-action pairs, effectively sustaining
performance despite the limitations of pruned models.

While wPC [28] effectively uses weights for state-action
pairs with positive advantage, it does not differentiate their
importance. This differentiation becomes crucial, especially
when model capacity is significantly reduced due to a high
pruning rate. To address this challenge, we introduce Scaled
Policy Constraint (SPC), a refine the weighting function to
proportionally increase the contribution of state-action pairs
based on their advantages. Instead of binary weights (O and 1),
we use ReLU (A) as the weight in behavior cloning, enabling a
more nuanced distinction of superior actions. This adjustment
in the weighting function leads to the following reformulation
of the objective function, as represented in Eq. (9).

7; =argmax E [AQ(s, 175(5))— ReLU (A)(r(s) — g (s))z] :
5

©)

Mizm < (7h(s) — mo(s)) - (SnéA(S). (10)
860 860

36059



IEEE Access

S. Park et al.: Pruning With Scaled Policy Constraints for Light-Weight Reinforcement Learning

62% Remaining Weights 42.7% Remaining Weights

29.3% Remaining Weights

23.3% Remaining Weights 18% Remaining Weights

Original Action KL Div: 0.0409 KL Div: 0.0979 KL Div: 0.1384 KL Div: 0.3595
0.20 Pruned Action 0.20 0.20 0.20 034
e )
& s R D00224 015 0.15 015
= 0.2
(@ &
g o 0.10 0.10 0.10
T 0.1
& oos 0.05 0.05 0.05
0.00 0.00 0.00 0.00 0.0
[ 5 10 15 0 5 10 15 0 10 15 0 5 10 15 0 5 10 15
0.150 Original Action 0.150 { KL Div: 0.0288 0.150 { KL Div: 0.055 0.150 | KL Div: 0.0731 KL Div: 0.1398
Pruned Action n s
0.125 . 0.125 0.125 .
2 KL Div: 0.0051 0125
®) F 010 0.100 0.100 0.100 010
% 0.075 0.075 0.075 0.075 ’
o 0.050 0.050 0.050 0.050 0.054
0.025 0.025 0.025 0.025
0.000 0.000 0.000 0.000 0.00
] 5 10 1 0 5 10 1 0 10 15 0 5 10 15 0 10 15
Action Index Action Index Actlon Index Action Index Action Index

FIGURE 5. Comparison of action distribution and KL divegence of unpruned model & pruned model. As the % of remaining weights decreases, the
disparity between the two action distributions becomes more pronounced. However, by applying regularization techniques, the information loss due to
pruning can be minimized. (The impact of regularization becomes more evident as the pruning rate increases.) (a) Probability distribution of without

regularized policy. (b) Probability distribution with regularized policy.

Specifically, the gradient generated by weighted BC term is
expressed as in Eq. (10). This approach effectively scales
the gradient during the model update process, providing
a nuanced control over the learning rate for each sample.
This advantage is particularly significant as it allows the
model to better adhere to actions with a larger magnitude
of advantage A. Adjusting the learning process in this way
ensures that samples with a higher potential impact on the
DRL model’s cumulative reward get more focused attention
during training, thereby improving the overall efficiency of
the learning algorithm.

To validate the efficacy of the proposed method, we com-
pare the L1 error between the pruned and unpruned policies
with respect to the top 20% high-quality state-action pairs.
As depicted in Fig. 2, our method exhibits the lowest
L1 errors for the high-quality static dataset, a distinction
that becomes more pronounced as the pruning rate increases.
This implies that, even at high pruning rates, which can lead
to erroneous decision-making, our approach aids in making
better decisions based on a reliable static dataset.

C. ROLE OF STRUCTURED REGULARIZATION

In order to achieve more robust pruning, we apply structured
regularization for channels during the training process of
our reinforcement learning model. Consequently, our final
objective function is defined as follows:

Ty = argmax
T

E [A00s, 75(9) — Rs, a)(ms(s) = mo(9)? — oZ]

R(s, a) = ReLU(A(s, a)), (11)

where )9£ H refers to c-th channel in [-th layer and o
is coefficient of L, regualrization. This objective function
aims to maximize expected rewards, minimize behavior
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TABLE 1. Network specifications & leanrning informations used for D4RL
and drone control simulation experiments.

D4RL

Network Specifications # FLOPS
3 Fully Connected Layers | 69,120 - 71,424 | 69,120 - 71,424

| #Parameters |

Learning Timesteps: 1e6, Learning Rate: 3e-4

Drone Control Simulation (VisionNet)

#FLOPS
2,832,384

Network Specifications \ # Parameters \

1,007,360 |

4 Convolution Layers |

Learning Timesteps: 1e6, Learning Rate: 3e-4

cloning loss, and reduce structural complexity in a balanced
optimization problem.

By employing the channel-wise weight regularization,
we shift the weight distribution to become more robust
against structural pruning. Fig. 3 shows the weight distribu-
tion of the behavior policy in the D4RL [4]’s halfcheetah
environment, the application of regularization leads to an
alteration in the weight distribution, making it more amenable
to magnitude-based pruning by increasing the number of
weights with values close to zero. Furthermore, despite the
additional regularization, our reinforcement learning model
maintains its performance.

For our theoretical analysis of regularization effects,
we adopt the information-theoretic approach [11]. Consider
a policy mg represented by a fully-connected neural network
model, composed of d layers utilizing 1-Lipschitz activations
denoted as o(-) where o(0) = 0, for instance, ReLU. Let
6 denote the pruned weights. The upper bound of policy
pertubation via distortion in 6, define as:

91 Al
ﬁgMW)%mqu'ww XHW%U
s =

12)
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TABLE 2. Normalized score of each model after finetuned by SPC and baseline offline RL algorithms when structured pruning is applied. In each pruning
rate, the method with the highest performance is highlighted in bold. + presents standard deviation over 3 seeds.

% Pruning Rate
Data Quality Environment | w/o Pruning 50% 90%
TD3+BC wPC SPC TD3+BC wPC SPC
halfcheetah 11.05 10.7140.04 20.06+0.50 26.43+0.20 12.5240.51 22.08+0.76 24.71+1.27
random hopper 8.49 16.61+8.17 31.49+0.11 26.30+4.47 23.84+7.27 31.55+0.03 25.34+5.20
walker2d 0.59 3.97+2.72 1.05+0.10 6.251+6.27 6.48+0.40 4.58+0.88 3.68+1.71
halfcheetah 47.74 48.9440.11 54.05+0.51 56.87+0.30 47.80+0.15 51.51+0.21 53.70+0.26
medium hopper 64.22 63.77+£1.06 87.44+1.90 100.63+0.12 60.84+0.34 86.14+2.08 94.71+0.43
walker2d 86.37 82.9540.43 85.63+1.82 88.20+0.23 84.51+1.28 86.74+1.08 89.22+0.24
halfcheetah 44.23 38.64+0.33 42.59+0.08 40.07+1.96 41.52+1.01 44.30+1.16 42.98+4.72
medium-replay ~ hopper 98.22 79.80+1.37 84.31+1.39 88.93+4.11 29.01+1.81 26.73+13.17 51.74+31.20
walker2d 84.5 80.13+3.21 85.66+1.46 83.7240.35 73.35+5.25 83.00+5.82 80.26+1.44
halfcheetah 95.3 76.80+8.92 92.56-+0.38 89.2440.51 52.19+5.56 74.50+4.00 77.30+5.58
medium-expert  hopper 103.14 83.39424.81 102.91+1.94 106.08+3.71 70.09+13.35 84.86+2.92 92.47+7.97
walker2d 110.43 109.25+0.51 110.01+0.04 109.51+0.78 106.05+2.11 107.65+0.86 99.39+1.17
halfcheetah 97.46 94.96-+1.99 85.60+8.89 94.86+0.23 93.49+1.66 93.90+1.05 93.97+0.08
expert hopper 110.49 111.40+0.13 110.32+1.05 109.52+2.06 109.46+0.74 90.67+16.71 109.52+4-0.63
walker2d 110.29 109.50+0.84 111.48+0.83 112.60+-0.84 109.82+40.37 111.56+1.43 112.67+1.45
Total | 107252 | 1010.82+54.64  1105.16+21  1139.21+26.14 | 920.97+41.81  999.774+50.73  1051.66+63.35

The term szl 6], is independent of pruned weight
0, allowing for examination of policy perturbation in the
pruned model via the pruning distortion factor, represented

as Zle %. This factor reflects the parameter differ-
ences between the original and pruned models. An increase
in this difference broadens the gap between the action spaces
of the original and pruned policies. Therefore, minimizing
pruning distortion factor is crucial for a tighter bound. In our
method, channel-wise regularization has effectively reduced
the pruning distortion factor. Fig. 4 demonstrates how
regularization impacts pruning distortion factor, comparing
scenarios with and without channel-wise regularization. With
70% pruning, regularization approximately cut in half the
upper bound of policy perturbation compared to without
regularization.

To empirically validate the effectiveness of regularization
in our pruning method, we compared the Kullback-Leibler
(KL) divergence between pruned and unpruned policies,
focusing on their similarity. This comparison, particularly
between regularized and non-regularized scenarios, empiri-
cally shows how regularization helps in maintaining policy
consistency after pruning.

As demonstrated in Figure 5, application of regulariza-
tion resulted in a reduced KL divergence, indicating a
closer match in action distributions between the pruned
and unpruned policies. Specifically, the action distribution
of policies without regularization showed more diver-
gence after pruning. In contrast, with regularization, the
action distribution in the pruned policy remained more
similar to that of the original policy. These findings
support the effectiveness of structured regularization in
preserving the functionality of the policy network after
pruning.
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V. EXPERIMENTS
We tested our post-pruning fine-tuning method using Scaled
Policy Constraint (SPC) on the D4RL [4] benchmark from
OpenATI’s MuJoCo [36] and Drone Simulation environment.
Model specifications for the D4RL tasks and the Drone
Simulator are detailed in Table 1. To evaluate our fine-
tuning technique, we compared it against policy constraint-
based methods like TD3+BC [5] and wPC [28], focusing
on the effectiveness of different policy constraint weighting
schemes. Each method started from the same pre-trained
model trained using TD3+4-BC with structured regulariza-
tion [40], followed by L2-norm based structured pruning.
This setup allows for a precise comparison of performance
differences due to the variations in policy constraint weights.
During the deployment phase, structured pruning was
applied only to the actor (behavior policy) network, as the
critic model was not needed. Each fine-tuning process, ran
for 1 million steps, with performance evaluations every 5,000
timesteps, averaging normalized scores over 10 episodes.
score — random score

Normalized Score = (13)
expert score — random score

A. PRUNING ON D4RL

1) DESCRIPTION OF EXPERIMENT AND ENVIRONMENT

The Deepmind Control Suite within D4RL [4] focuses on
continuous control tasks, tasking agents like HalfCheetah,
Hopper, and Walker2d to perform specific actions guided
by their behavior policy. D4RL [4] offers standardized
benchmarks for offline RL, where agents learn from static
datasets without further environment interaction. In D4RL,
key tasks include the HalfCheetah, aimed at achieving maxi-
mum forward velocity; the Hopper, concentrating on upright
hopping; and the Walker2d, designed to replicate human
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FIGURE 6. Learning curves comparing normalized score of TD+wBC(R) aginst offline RL baseline algorithms when 89.2% of pruning rate is applied in the

D4RL [4] Dataset. Shaded areas presenting deviation across 3 seeds.

walking. The pre-gathered datasets in D4RL are critical
for evaluating offline RL methods and encompass a variety
of sources, including expert demonstrations. These datasets
cover a spectrum from random and medium-performance
data, to data gathered at mid-training (medium-replay),
blends of medium-quality unsuccessful and successful data
(medium-expert), and datasets comprising entirely successful
data (expert).

2) EXPERIMENTAL RESULT

We evaluated the performance of TD3+BC [5], wPC [28],
and SPC using the D4RL [4] benchmark across various
pruning ratios. Table 2 shows SPC consistently outperforms
the other algorithms, maintaining high performance over a
range of pruning rates and datasets. Remarkably, with SPC
fine-tuning, the DRL model exhibits a decrease of less than
2% in cumulative reward, even at an aggressive 90% pruning
rate.

In total cumulative reward, SPC achieves the highest scores
at all evaluated pruning rates of 50% and 90%, outperforming
wPC [28], which comes in second. These results serve
as a strong validation of the advantage-based weighted
method, particularly in its capacity to adeptly clone important
actions in reinforcement learning. This efficacy, especially
at 90% pruning, is notable. TD3+BC [5] faces a significant
reward reduction of 151.55, while wPC [28] drops by 72.75.
In contrast, SPC only slightly decreases by 20.86 compared to
no pruning, demonstrating its effectiveness in cloning crucial
actions under high compression. This dramatic contrast
highlights the advantages of utilizing a finely partitioned
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TABLE 3. Normalized score of each model after finetuned by
Clipped-ReLU and w/o Clip ReLU with clipping value weight function
when structured pruning is applied. In each pruning rate, the method
with the top2 highest performance is highlighted in bold. The markings
following each environment indicate the following. 'r': random, ‘'m”:
medium, ‘mr’: medium-replay, ‘'me’: medium-expert, ‘e’: expert.

Pruning Rate: 90%

Environment Clipping Value .

0.1 05 1 3 5 wio Clip
halfcheetah-r 35.79 28.76 27.53 23.54 23.87 24.71
hopper-r 31.51 31.34 31.44 31.31 29.78 25.34
walker2d-r 0.49 0.01 0.08 2.28 33 3.68
halfcheetah-m 60.37 59.08 57.71 57.48 54.09 53.70
hopper-m 335 30.45 47.6 94.91 90.14 94.71
walker2d-m 4.01 58.56 79.49 88.71 88.85 89.22
halfcheetah-mr 38.76 41.01 39.34 41.14 41.15 42.98
hopper-mr 25.96 26.05 48.03 44.18 3945 51.74
walker2d-mr 79.43 85.92 82.31 87.92 83.59 80.26
halfcheetah-me | 49.36 64.8 62.26 66.24 86.17 77.30
hopper-me 86.75 82.95 88.5 87.48 86.76 92.47
walker2d-me 106.76  103.37  101.62 98.56 100.76 99.39
halfcheetah-e 93.44 95.35 94.5 93.42 93.12 93.97
hopper-e 92.56 79.18  109.12 105.94 108.97 109.52
walker2d-e 112.85 11096 110.63 110.24 110.35 112.67
Total | 821.39 897.79 980.16 1033.35 1040.35 | 1051.66

clone of critical actions within models, especially when they
are operating under constraints due to increased compression
rates.

Furthermore, as Fig. 6 illustrates, SPC excels in high-
quality datasets (medium, medium-expert, expert) and
remains competitive in lower-quality ones (random, medium-
replay). While wPC [28] adopts a uniform importance
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strategy across states in high-quality data, SPC refines
the importance assignment within these datasets, leading
to its superior performance. This nuanced approach to
behavior cloning, especially with elevated importance scores
in high-quality data, underscores our method’s advantage
over others in the study. However, experimentally, SPC
method can reach higher performance than other approaches,
yet it has shown convergence instability in some tasks.
Therefore, exploring additional improvement methods, such
as Hyper-parameter Tuning, is necessary to address this
instability.

3) ABLATION STUDY

Previous research utilized binary weights for policy con-
straints, assigning O or 1 based on the sign of the advantage,
which showed limitations in performance recovery when
used as a fine-tuning strategy post-pruning. Addressing this,
our Scaled Policy Constraint (SPC) employs a ReLU-based
weighting method. To explore a range of scaled approaches,
we conducted an ablation study using a Clipped ReLU
scaling method. We varied the clipping value to observe
performance changes under different scaling limits, with the
weight function formulated as follows:

R(s,a) = min(ReLU(A(s, a)), o) (14)

As shown in Table 3, increasing the clipping value enhances
the cumulative reward. This implies that assigning greater
importance to action-state pairs with higher advantages leads
to improved performance, effectively compensating for losses
due to structured pruning.

B. PRUNING ON DRONE CONTROL SIMULATION

1) DESCRIPTION OF EXPERIMENT AND ENVIRONMENT

The Drone Simulator is designed for discrete control task
which is constructed by utilize Gazebo Simulator [13] Its
main goal is for the drone to navigate optimally to a
predefined target, guided by the VisionNet behavior policy.
The drone receives a -8 reward for colliding with walls
or not reaching the target in time, and +10 for successful
target acquisition. A successful target reach is termed a Goal.
We introduce an additional metric, the Goal Rate, indicating
the proportion of successful target reaches in total attempts,
averaged over 10 episodes.

VisionNet processes a 4-channel input, combining an RGB
and a depth camera feed. The simulator offers 15 distinct
actions, derived from three linear and five angular velocities.
A basic view of the simulation setup is in Fig. 7.

For our experiments, we needed a pre-collected dataset to
train the drone’s policy without environmental interaction.
We gathered data from an expert policy, trained via online
reinforcement learning using the PPO algorithm [32] for
12,000 episodes, to create this expert dataset. This dataset was
then used to fine-tune the pruned behavior policy, aiming to
recover performance loss.
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FIGURE 7. Illustrations of drone simulator environment. The drone has to
reach the target using vision provided by RGBD camera.
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FIGURE 8. Drone control simulation pruning results (a) Average goal rate
and (b) Cumulative rewards. The average goal rate represents the
proportion of reaching the target compared to the total attempts across
10 episodes.

2) EXPERIMENTAL RESULT

We assessed BC, TD3+BC [5], wPC [28], and SPC at various
pruning rates in a Drone Simulator environment. As shown
in Fig. 8(a), consistent with the discussion in Section IV-A,
RL-based fine-tuning methods (TD3+BC [5], wPC [28],
SPC) demonstrate a higher Goal Rate at increased pruning
ratios compared to simpler supervised learning-based (BC)
fine-tuning methods. This performance trend substantiate the
inherent potential and versatility of RL-based fine-tuning
approaches, especially in scenarios with constrained model
capacities due to pruning.

Notably, similar goal rates across methods might mask
differences in time efficiency or path selection. To address
this, we also evaluated goal achievement frequency within
a set timeframe using cumulative rewards, as illustrated
in Fig. 8(b). With a pruning rate of 87%, SPC shows no
performance drop compared to the unpruned model, unlike
wPC and TD3+4BC, which experience slight declines. This
indicates that SPC not only maintains performance but also
potentially enables the pruned model to reach objectives
more effectively within the given time, suggesting a more
optimal pathfinding. These findings highlight our method’s
applicability in complex tasks like autonomous driving,
where precise and quick action inference is crucial.

3) ACTUAL SPEED UP ON A RESOURCE-CONSTRAINED
DEVICE

To showcase structured pruning’s utility in Drone Control
Simulation, we assessed pruned models’ inference time and
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FIGURE 9. Comparison of inference time and speed up of VisionNet
according to % Pruning rate. Results are measured on NVIDIA Jetson
Xavier NX embedded board with 20W power mode. (a) NVIDIA Volta GPU
(b) NVIDIA carmel ARMv8.2 CPU.

speed on the Jetson Xavier NX, ideal for environments
like autonomous driving with limited resources. Contrary
to prior methods [1], [21] that mainly reduce memory
by pruning weights individually, our approach significantly
boosts processing speed. Fig. 9 illustrates that with only
13.2% of the weights remaining, our structured pruned
models more than double the inference speed on both
GPU and CPU, enhancing efficiency for resource-scarce or
multitasking scenarios.

In critical applications like autonomous driving, where
milliseconds are crucial, doubling inference speed via struc-
tured pruning is a substantial benefit. This speed gain does
not sacrifice accuracy or performance but allows resource
allocation for other parallel tasks, such as processing multiple
sensor inputs in autonomous vehicles.

Furthermore, the increased speed and efficiency also
contribute to energy savings, a vital factor in autonomous sys-
tems. Reduced computational demand means lower energy
consumption, aligning with sustainability and efficiency
objectives.

Overall, structured pruning greatly aids DRL policy
networks in limited-resource settings, speeding up inference
and minimizing memory use. This development not only
supports multitasking in real-time systems but also bolsters
complex autonomous systems’ capabilities. Our Jetson
Xavier NX experiments robustly demonstrate structured
pruning’s practical value and its applicability in real-world
settings.

VI. CONCLUSION

This paper introduced a structured pruning approach with
scaled policy constraints (SPC) for DRL, achieving notable
pruning efficiency with minimal cumulative reward loss.
Incorporating structured regularization and refining the
scaled policy constraints further support our model’s effi-
ciency, enabling precise weight distribution optimization
and prioritization of high-advantage actions. In our tests on
D4RL benchmarks and drone control simulations, the model
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maintained robust performance with a less than 2% reduction
in normalized scores at high pruning rates. Notably, our
method achieved significant computational speed-up, with a
2.5-fold increase on NVIDIA Volta GPUs and over double on
NVIDIA Carmel ARMvS.2 CPUs, underscoring its utility in
real-time, resource-constrained applications like autonomous
driving and robotics. This research marks a significant step
in developing efficient DRL models and sets a foundation for
future advancements in the field.
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