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ABSTRACT
Approximate query processing (AQP) is a technique for obtaining
approximate answers to queries over large datasets. AQP techniques
trade o� accuracy for speed, making them ideal for scenarios where
exact answers are not required or the cost of obtaining exact an-
swers is prohibitive. This paper proposes a novel machine learning
(ML)-based AQP framework that leverages both generative and
inferential ML models to improve accuracy and e�ciency. The
framework �rst constructs a generative ML model that learns the
underlying data distribution and then generates synthetic data that
follows the same distribution. The proposed framework also in-
cludes a mechanism for constrained approximate query processing
(CAQP) with bounded errors and bounded response times. This
allows users to specify the desired error bound for the results of
an aggregation query. The framework then selects a subset of the
synthetic data that is guaranteed to satisfy the error bound. An eval-
uation of the proposed framework using the Instacart benchmark
dataset and queries demonstrates signi�cant e�ciency improve-
ments in AQP compared to existing techniques.
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1 INTRODUCTION
Driven by the exponential growth of data, approximate query pro-
cessing (AQP) are crucial for modern data processing, as traditional
exact-answer query processing becomes increasingly resource-
intensive for large datasets [1, 3].
Motivations. AQP techniques trade o� accuracy for speed, pro-
viding approximate answers to queries in a fraction of the time
required by traditional methods [3, 4]. This makes AQP an attrac-
tive option for applications where exact answers are not required
or the cost of obtaining exact answers is prohibitive.
SELECT APPROXIMATE COUNT(*) FROM instacart.order_products
WHERE add_to_cart_order <= 2 WITHIN 10 PERCENT ERROR;

Query 1: An example aggregation query with the error bound.

Challenges. However, AQP techniques face several challenges.
One of the key challenges is to ensure that the approximate results
are accurate enough to be useful. AQP techniques must be able to
provide error bounds that quantify the accuracy of the approximate
results. And users could specify a desired error bound for the results
of an approximate query as shown in Query 1. Additionally, AQP
techniques should be able to provide response time bounds that
guarantee the time it takes to process an approximate query. This
paper addresses the following research questions:
• How canwe ensure that AQP techniques provide accurate results
with provable error bounds?

• How can we design AQP techniques that provide response time
bounds?

• How can we make AQP techniques more e�cient while main-
taining accuracy?

In this paper, we propose a novel machine learning (ML)-based AQP
approach that provides provable error and response time bounds
for e�cient big data analytics.
Related Work. AQP techniques o�er a trade-o� between accuracy
and speed for querying large datasets. Existing AQPmethods can be
broadly categorized as sampling-based or synopsis-based. Sampling-
based AQP approaches either pre-generate representative samples
(o�ine) or select samples at query time (online). Synopsis-based
AQP approaches focus on building compact summaries of the data
using statistical or machine learning techniques. Recent advance-
ments in data-driven AQP leverage machine learning, categorized
as either generative or inferential [5]:
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TRAIN MODEL ctgan_orders 
MODELTYPE ctgan
ON instacart.order_products(reordered, 
add_to_cart_order);

SELECT APPROXIMATE COUNT(*) 
FROM instacart.order_products 
WHERE add_to_cart_order <= 2
WITHIN 10 PERCENT ERROR;

CREATE SYNOPSIS ctgan_syn FROM MODEL ctgan LIMIT 10000;

TRAIN MODEL rspn_orders 
MODELTYPE rspn
ON instacart.order_products(reordered, 
add_to_cart_order);

S#1-1. Generative Model Training S#2. Inferential Model Training

S#1-2. Synthetic Table Generation

ANALYZE SYNOPSIS ctgan_syn;

S#1-3. Analysis of Synthetic Data Quality

Quality and Size of Synthetic Data

Figure 1: CAQP Overview. The proposed CAQP approach provides e�cient and accurate approximate query processing based on
user-speci�ed error and response time bounds. Generative model-based AQP consists of four stages: model training, synopsis
generation, synopsis analysis, and query optimization (best physical plan selection). In contrast, inferential AQP builds a model
and uses it directly, bypassing the need for synopses.

• Generativemodels: These models create synthetic data to eval-
uate queries. The signi�cant model construction times associ-
ated with generative adversarial networks (GANs) are mitigated
by their o�ine construction during a separate phase.

• Inferential models: These models directly predict AQP results.
DeepDB [2] exploits Relational Sum Product Networks (RSPNs)
for fast construction but exhibits high latency and limited sup-
port for complex queries.

However, these methods exhibit limitations in construction time
and may not provide accurate error bounds.
Our Contributions.We present constrained approximate query
processing (CAQP), a novel framework that empowers users with
control over accuracy and e�ciency in AQP. CAQP leverages:

• User-Speci�ed Bounds: Users de�ne desired error and re-
sponse time bounds within their queries, enabling a trade-o�
between speed and precision.

• Synopsis Analysis: CAQP analyzes synopsis quality and size
to select the optimal synopsis for each query, respecting user-
de�ned error bounds.

• Improved Performance: The combination of these elements
leads to demonstrably higher accuracy and e�ciency compared
to existing methods.

2 CONSTRAINED AQP APPROACH
In this section, we present a high-level overview of the proposed
CAQP approach as shown in Figure 1. To achieve machine learning-
powered AQP, the proposed framework relies on two principal
components; generative model-based AQP and inferential model-
based AQP.
Generative Model-based AQP. This component leverages ma-
chine learning to construct a compact synopsis that accurately rep-
resents the original data, enabling e�cient and accurate query
processing with user-speci�ed error and response time bounds.

(1) Training: A large-scale database table is used to train a genera-
tive model. This model learns the underlying data distribution,
capturing the statistical relationships within the data.

(2) Synopsis Generation: Once trained, the generative model
can then be used to create a compact, synthetic dataset, known
as a synopsis. This synopsis is signi�cantly smaller than the
original data but still accurately re�ects its distribution.

(3) Query Processing: When a user submits an aggregate query,
the generated synopsis is utilized to process the query. This sig-
ni�cantly reduces the amount of data that needs to be accessed
compared to querying the entire dataset.

To empower users with control over the accuracy-e�ciency trade-
o�, the framework can analyze the quality and size of the generated
synopsis. This analysis allows users to specify a desired error bound
directly within their SQL statements. Speci�cally, users can con-
trol the acceptable error range for approximate query results by
using the WITHIN ⇠ PERCENT ERROR clause. By analyzing the
synopsis, the framework then selects the most suitable one that
satis�es the user’s error tolerance. This approach balances accuracy
with e�ciency, ensuring results meet user expectations without
unnecessary processing overhead. Within the context of AQP with
user-de�ned error bounds, evaluating synopsis quality becomes
paramount for selecting an optimal query execution plan.
ANALYZE SYNOPSIS ctgan_syn;

Query 2: An example query for analyzing the quality of the synopsis.

To leverage user-speci�ed error bounds in a given aggregate query,
the ANALYZE SYNOPSIS statement is employed to assess the quality
of generated synopses as shown inQuery 2. This assessment allows
us to gauge the �delity with which the generative machine learn-
ing model has captured the underlying data distribution within the
synopsis. Figure 2 depicts a running example for the analysis of syn-
opses. While query processing time is inherently non-deterministic,
the speci�ed time limit serves as a crucial optimization guideline
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Figure 2: A running example of synopsis analysis.

for selecting suitable synopses or models. To address this non-
determinism, a basic policy based on the number of rows has been
implemented for synopsis selection. This policy empowers users to
�ne-tune the approximate query throughput (rows processed per
second) through a con�guration parameter.
Metrics for Quality Estimation. We utilize SDMetrics [7] for
evaluating our synthetic data against the real data using various
metrics. Speci�cally, CategoryCoverage metric calculates the pro-
portion (score = 2B

2A
) of unique categories from the real data (column

A ) that are also present in the synthetic data (column B). RangeCov-
erage metric assesses how well the minimum and maximum values
in the synthetic column B approximate the true minimum and max-
imum values in the real column A . It achieves this by applying the
following formula [7]:

score = 1 �

max

✓
min(B ) � min(A )
max(A ) � min(A ) , 0

◆
+max

✓
max(A ) � max(B )
max(A ) � min(A ) , 0

◆�

3 EXPERIMENTS
We evaluate the proposed CAQP approach called TrainDB1 us-
ing the Instacart 1G dataset2, which contains order data from an
online grocery store. We evaluate 14 aggregate queries from the
Instacart benchmark on a single machine with an Intel Xeon E5 3
GHz processor and 64 GB of RAM.
Accuracy of AQP.We compare TrainDB with the ML-AQP [6], one
of the query-driven AQP techniques. Both methods are evaluated
based on the accuracy of approximate query results, measured by
the relative error (RE):

RE =
✓
) ��

)

◆
⇥ 100%,

where ) denotes true result of the aggregate query and � refers to
the approximate result of the aggregate query. The experimental
results demonstrate that TrainDB signi�cantly outperforms ML-
AQP in terms of accuracy. TrainDB achieves an average relative
error of 4.95%, which is a 91.19% improvement over ML-AQP. This
improvement can be attributed to TrainDB’s ability to e�ectively
capture the uncertainty in the data and utilize this information to
generate more accurate approximate query results.
Query Processing Time. Figure 3 illustrates the average query
execution time of TrainDB, PostgreSQL (exact query processing),
and ML-AQP on the Instacart dataset. TrainDB takes a data-driven
approach to AQP, distinguishing itself from methods like ML-AQP.
It is important to note that the observed speed advantage of ML-
AQP stems from its implementation, which does not involve the
1Our source codes are publicly available on https://github.com/traindb-project/traindb.
2https://www.kaggle.com/c/instacart-market-basket-analysis/data
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Figure 3: Average query processing time. The ML-AQPmodel
was trained on 14,000 workloads derived from Instacart
benchmark queries and evaluated against TrainDB (ours).

execution of query processing procedures, such as logical planning,
execution cost evaluation, and physical planning. Instead, it solely
relies on the inference time of a test-level ML model.

4 CONCLUSIONS
We have proposed the Constrained Approximate Query Processing
(CAQP), a novel framework that empowers data analysts with un-
precedented control over the accuracy-e�ciency trade-o� in ex-
ploratory big data analytics. CAQP leverages a unique combination
of synopsis quality and size analysis. Users can specify a desired er-
ror bound directly within their SQL queries, and CAQP intelligently
selects the most suitable synopsis constructed from generative mod-
els to guarantee accurate and e�cient results.
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