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Abstract: Despite the excellent generalization capabilities of large-scale language models
(LLMs), their severe limitations, such as illusions, lack of domain-specific knowledge, and
ambiguity in the reasoning process, challenge their direct application to clinical decision
support systems (CDSSs). To address these challenges, this study proposes a synergistic
joint model that integrates knowledge graphs (KGs) and LLMs to enhance domain-specific
knowledge and improve explainability in CDSSs. The proposed model leverages KGs to
provide structured, domain-specific insights while utilizing LLMs’ generative capabilities to
dynamically extract, refine, and expand medical knowledge. This bi-directional interaction
ensures that CDSS recommendations remain both clinically accurate and contextually
comprehensive. Performance evaluation of the joint model for mental health etiology, stress
detection, and emotion recognition tasks of the CDSS showed up to a 12.0% increase in
accuracy and an 8.6% increase in F1 score when compared to the standalone LLM model,
with additional significant improvements when using the model with medical domain
knowledge. Thus, the reliable and up-to-date domain knowledge obtained through the
joint model not only improves the task performance of the CDSS, but also provides direct
evidence of how such decisions were made. These findings validate the broad applicability
and effectiveness of our KG–LLM joint model, highlighting its potential in real-world
clinical decision support scenarios.

Keywords: knowledge graph; large language model; clinical decision support system;
explainable AI; information extraction

MSC: 68T50

1. Introduction
Clinical decision support systems (CDSSs) [1] are designed to support clinicians in

diagnosing and treating diseases based on clinical information from patients. CDSSs com-
bine patient medical records, the latest medical research findings, and treatment guidelines
to facilitate various clinical decisions, such as diagnosis, treatment planning, and prognosis.
As the healthcare environment becomes more sophisticated and specialized, the need for
decision support systems that can encompass the entire patient care process is becoming
increasingly important, with Artificial Intelligence (AI) being a promising solution [2].
However, despite the rapid advancements in AI, several limitations must be addressed
before it can be effectively applied to CDSSs.
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In the medical field, accuracy and reliability are critical, as clinical decisions directly
impact patients’ lives. In this context, shortcomings in large language models (LLMs) can
lead to catastrophic consequences. For instance, the hallucination problem where LLMs
generate incorrect or misleading information could result in serious errors when used for
medical diagnosis or treatment recommendations [3]. In addition, since LLMs are primarily
trained on general knowledge, they often lack the specialized medical expertise required
to interpret complex clinical information accurately and to provide precise guidance to
users [4]. Finally, LLMs are often criticized for being ‘black-box’ models, unable to trans-
parently show how their outputs are derived [5]. These challenges significantly hinder the
adoption of LLMs in the healthcare domain. Therefore, in order to utilize the full potential
of an LLM, a rigorous system is needed to support your conclusions.

Knowledge graphs (KGs) have emerged as a potential solution to address these limita-
tions of LLMs. By providing structured, domain-specific knowledge, KGs can compensate
for the lack of specialized knowledge within LLMs [6]. KGs represent data in a structured
graph format, where concepts and entities are nodes, and relationships between them
are edges. Therefore, KGs can generate more accurate and reliable responses through the
process of Retrieval-augmented generation (RAG) [7]. Furthermore, KGs offer a transpar-
ent basis for reasoning, enhancing the credibility of LLMs in medical contexts. Due to
these properties, KGs can mitigate the black-box nature of LLMs and play a crucial role in
reducing hallucinations, thereby improving their applicability in the healthcare domain [8].

However, KGs also have some limitations. Utilizing KGs is relatively complex and
requires users to possess a high level of technical expertise. Users need to perform ad-
ditional steps, such as querying to retrieve relevant triples and effectively utilizing the
results [9]. Also, KGs struggle to reflect dynamically changing knowledge in real time. For
instance, new terms like “COVID”, which emerged in 2020, are not included in existing
KGs, making it challenging for CDSSs to provide timely responses. Previously accepted
knowledge changes over time, and if graphs are not properly updated, there is a risk of
perpetuating outdated or incorrect information because of this static nature of KGs [10].

In this study, we propose a novel joint model that addresses these limitations by
leveraging the complementary strengths of LLMs and KGs to build a synergistic system.
LLMs and KGs are inherently interconnected and can mutually enhance each other’s
capabilities. When the KG can provide more accurate guidance to the LLM and present clear
decision-making processes and evidence, the LLM can in turn extract relevant knowledge
for building and updating the KG, thereby improving its overall quality. As a result, the
integration of the LLM and KG can serve as a powerful model for knowledge representation
and reasoning, overcoming the shortcomings of each system through the circular structure
illustrated in Figure 1.

To synergize LLMs and KGs, we propose the integration of a circular structure. While
LLMs are pre-trained on large datasets and perform very well on a variety of tasks, they
have black-box and hallucination problems. Therefore, extracting sub-graphs from KGs
can make the evidence of a decision identifiable and thus more explainable.

However, a KG is incomplete and not continuously updated. In this work, we com-
pensate by extending the graph with triples extracted from relevant recent documents
using an LLM, which perform well in natural language-processing tasks. This can improve
the limited coverage and accuracy of the KG [6]. LLMs are expensive to train for new
knowledge and have difficulty relearning, but KGs can be easily updated and expanded
without retraining, making it easy to maintain up-to-date knowledge [11].
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Figure 1. Motivating example of the circular structure of the synergistic joint model of the LLM and
KG. (a) describes a simple application of an LLM to a CDSS, which produces incorrect classification
results and cannot explain how the results were derived. On the other hand, (b) shows the application
of our proposed synergistic joint model to a CDSS, which can incorporate new knowledge as the KG
is expanded and provides clear explanations for its decisions.

Therefore, by scoring the relevance of triples based on the LLM’s embeddings for
the sub-graphs obtained, the most relevant triples can be concatenated to achieve the
desired result. The circular structure of overcoming the drawbacks of LLMs with KGs, and
overcoming the drawbacks of KGs with LLMs, can improve the performance of various
downstream tasks while creating synergistic effects.

In Figure 1, as a motivating example, when an LLM is used standalone in (a), the
model misclassifies ‘emotional confusion’ and fails to explain the inference results. In
contrast, (b) is an example of a joint model of an LLM and KG. After retrieving the relevant
sub-graph from the KG, we update this sub-graph by extracting new triples of (COVID,
cause, stress) and (stress, cause, anxiety) related to COVID-19 from external documents. We
then select the top k relevant triples and utilize them to obtain the correct output, ‘Social
Relationships’. Thus, the proposed joint model not only provides explainability through
the KG, but also demonstrates the ability of the LLM to utilize the expanded KG to acquire
new knowledge and produce accurate conclusions.

Our proposed synergistic joint model can support the decision-making process and
improve the interpretability of the AI system results. It can also effectively adapt to new
knowledge and overcome existing limitations. To validate our approach, we conducted
experiments on various CDSS applications and tasks, including stress cause or factor detec-
tion, status detection, and emotion recognition from daily conversations. The experimental
results demonstrate that the proposed joint model significantly extends the applicability of
AI in the healthcare domain and confirms its feasibility for enhancing CDSSs.

The contributions of the research are as follows:
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• Development of a Synergistic Joint Model: Proposes a joint model that addresses the
limitations of LLMs and KGs, enhancing explainability and mitigating hallucinations
for reliable use in the medical field;

• Improved CDSS Performance: Demonstrates enhanced performance in clinical tasks
like mental health detection and emotion classification, supporting diagnosis and
treatment processes;

• Scalability and Adaptability: Establishes a scalable and adaptive system capable of
dynamically incorporating new knowledge, making it applicable to various domains.

In the following sections, we provide a description of the proposed model. The
remainder of this paper is organized as follows: Section 2 introduces a motivating example
of our proposed model. Section 3 describes the structure of the proposed model and the
implementation of each layer of the joint model in detail with formulas. In Section 4, we
present the results of experiments conducted to demonstrate the validity of the joint model
and prove the effectiveness of the proposed method. In Section 5, we discuss various
scalable applications of the proposed joint model and evaluate the effectiveness of the
methodology based on the experimental results. Finally, Section 6 concludes the paper and
proposes future research directions.

2. Related Work
2.1. Clinical Decision Support System (CDSS)

Clinical decision support systems (CDSSs) are tools designed to assist medical pro-
fessionals in making informed decisions throughout patient care. CDSSs combine patient
medical records, the latest research findings, and treatment guidelines to support various
clinical decisions, such as diagnosis, treatment planning, and prognosis. By utilizing a
data-driven approach, these systems help standardize medical practices, reduce errors, and
ultimately enhance the quality of patient care [12].

2.1.1. Evolution of CDSSs and Key Features

CDSSs initially began as rule-based systems, where medical knowledge was repre-
sented as predefined rules to provide recommendations for specific conditions. However,
these systems were limited in their ability to address complex clinical scenarios and re-
quired considerable effort to update the rules [13]. With recent advancements in artificial
intelligence (AI) and machine learning (ML), CDSSs have evolved into predictive models
that leverage data analysis and pattern recognition.

For instance, IBM Watson for Oncology analyzes vast amounts of medical literature
to recommend personalized treatment options for cancer patients, enabling healthcare
professionals to make more informed decisions [14]. Additionally, mobile applications
like Epocrates offer real-time information on drug interactions, disease diagnoses, and the
latest treatment guidelines, providing healthcare professionals with easy access to essential
information. These advancements illustrate the growing role of AI and data analytics
technologies in transforming CDSSs and enhancing decision making in healthcare.

2.1.2. Converging CDSSs and AI

The convergence of AI and CDSSs is demonstrating significant potential in the med-
ical field. ML algorithms can analyze large volumes of patient data to develop various
predictive models, such as those for early disease detection, predicting treatment responses,
and assessing the likelihood of hospital readmissions. These capabilities enable healthcare
professionals to more accurately monitor patients’ health statuses and create personalized
treatment plans [15].
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For example, DeepMind’s Streams application utilizes AI to analyze data from patients
with kidney disease and alert clinicians to early signs of acute kidney injury, allowing for
timely intervention [16]. Another example is Aidoc, an AI-powered imaging analytics
solution that processes radiology results in real time to identify emergencies and priori-
tize patient care, significantly improving patient management efficiency, particularly in
emergency departments [17].

Additionally, Butterfly Network (https://www.butterflynetwork.com) has developed
an AI-powered handheld ultrasound device that analyzes images in real time during the
diagnostic process, providing immediate diagnostic support to healthcare professionals.
This technology is particularly valuable in resource-limited settings, enabling faster and
more accurate diagnoses.

2.1.3. Limitations of Traditional CDSSs

Although CDSSs have made significant progress in the medical field, several limitations
remain [18]. First, many CDSSs are based on static, rule-based systems, making it challenging
to accommodate real-time changes in patient conditions or incorporate the latest medical
knowledge. Second, the information provided is often derived from general or standardized
data, limiting the system’s ability to offer personalized recommendations for complex patient
conditions. Third, existing CDSSs lack transparency in their reasoning processes, making it
difficult for healthcare professionals to fully trust the system’s recommendations.

To address these challenges, a synergistic system that combines LLMs and KGs is
needed to enhance the capabilities of CDSSs. LLMs can analyze large volumes of medical
literature and patient data to discover new knowledge and patterns, while KGs can organize
and structure this information, improving the reliability of clinical decision making.

For instance, LLM-based CDSSs can analyze a patient’s symptoms and medical his-
tory to suggest potential diagnoses, while KGs provide a clear rationale to support these
suggestions, thereby assisting healthcare professionals in making better-informed deci-
sions. Additionally, the continuous updating of KGs ensures that CDSSs reflect the most
up-to-date medical knowledge.

This integrated approach can significantly enhance the accuracy and reliability of
CDSS recommendations. Given the importance of precise data and dependable inferences
in the medical field, the integration of LLMs and KGs has the potential to substantially
improve the performance and trustworthiness of CDSSs.

2.2. Integrating LLMs with KGs

To better describe existing research on integrating LLMs with KGs, we have catego-
rized notable studies into three primary approaches: KG-enhanced LLMs, LLM-augmented
KGs, and joint optimization models. The following Table 1 summarizes the main research
efforts across these categories and provides insights into their application domains, knowl-
edge utilization strategies, primary models, and explainability features.

2.2.1. KG-Enhanced LLMs

Knowledge graph-enhanced LLMs integrate KGs during the pre-training and inference
phases, allowing models to internalize domain-specific knowledge and access real-time
information. This approach strengthens the model’s knowledge base and improves its ap-
plicability, particularly in specialized fields like healthcare. Notable examples of integrating
KGs in the pre-training phase include K-BERT [19] and ERNIE [20].

K-BERT incorporates information from KGs into BERT models, enriching the model’s
internal knowledge by embedding entities and their relationships into the learning pro-
cess. Similarly, ERNIE leverages Chinese KGs during pre-training to enhance domain-
specific understanding.

https://www.butterflynetwork.com
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For integrating KGs in the inference phase, the RAG model [21] and the KEPLER
model [22] are representative approaches. RAG retrieves relevant information from KGs
in real time and incorporates it into the LLM’s generation process, thereby improving
access to up-to-date information, which is particularly beneficial in the medical field. On
the other hand, KEPLER uses the structure of KGs to refine the accuracy of generated
text, producing more sophisticated responses by incorporating relevant KG search results
during sentence generation.

Table 1. Notable studies categorized into three primary approaches: KG-enhanced LLMs, LLM-
augmented KGs, and joint optimization models.

Research
(Author, Year)

KG–LLM
Integration Type

Application
Domain

Knowledge
Utilization Primary Model Explainability

Features

K-BERT
(2020) [19] KG-enhanced LLM NLP Pre-training with KG BERT + ConceptNet
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√

KGs enhance LLMs by integrating medical knowledge graphs from the Unified Medi-
cal Language System (UMLS) to augment LLMs with structured clinical knowledge [8],
and utilizing Dr. Know [31] to mimic clinical diagnostic reasoning to improve automated
diagnostic accuracy and reduce errors in medical decision support.

While these methods significantly enhance LLM performance, they also come with
drawbacks, such as increased model complexity and higher computational costs. Addition-
ally, they face challenges in reflecting real-time information and may suffer from overfitting
when applied to general tasks outside of specialized domains.

2.2.2. LLM-Augmented KGs

The LLM-based approach for building, completing, and expanding KGs leverages
the language processing capabilities of LLMs to significantly enhance the utility of KGs.
By converting textual data into graph structures and supporting tasks such as knowledge
graph question answering (KGQA) and graph completion, this approach improves the
accuracy and completeness of KGs.

Representative models include COMET [25] and ATOMIC [26], which extend KGs
using LLMs. COMET, based on the GPT model, extracts implicit knowledge from large text
corpora and automatically adds commonsense knowledge to the graph. ATOMIC focuses
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on extracting causal knowledge from everyday situations and converting it into structured
graph data, enriching the KG with human commonsense reasoning.

In addition, a study introduced LLM-enhanced KGs tailored for biomedical NLP
by structuring domain-specific knowledge extracted from clinical texts into KGs [23].
This approach enabled more accurate medical information retrieval and contributed to
improving natural language understanding in the healthcare domain.

For KGQA and graph-completion tasks, models like BERT-KGQA [27] and KG-
BERT [28] are noteworthy. BERT-KGQA improves the accuracy of question answering
within the KG by using BERT to extract and integrate information from both the text and
the graph, resulting in more precise responses. KG-BERT, on the other hand, utilizes BERT
for KG completion by adding new relationships extracted from text, thereby enhancing the
graph’s overall completeness.

Although these models play a crucial role in constructing and expanding KGs, they
have limitations, such as reliability issues with LLM-generated information and a high
dependency on the initial accuracy of the KG. Additionally, as KGs dynamically expand,
their structural complexity increases, making them challenging to maintain and manage.

2.2.3. Joint Optimization Models

While KG-enhanced LLMs and LLM-enhanced KG approaches each have their own
strengths, they also present clear limitations. Integrating KGs into LLMs increases model
complexity and computational costs, potentially leading to performance degradation in
general tasks outside of specific domains. Conversely, using LLMs to extend KGs can result
in issues related to information reliability and graph maintainability.

MedIKAL [29] proposed a joint optimization approach that integrates KG retrieval
with LLM-based reasoning in a clinical decision support environment. The framework
ensures that LLM-generated answers are based on structured medical knowledge while dy-
namically updating the KG based on newly gained insights from real-world medical cases.

KG4Diagnosis [30] introduced a hierarchical multi-agent framework to automate
KG construction while leveraging LLMs for medical diagnosis. The model combines the
strengths of structured knowledge discovery and generative reasoning to demonstrate high
accuracy in diagnosing complex medical conditions.

To address these challenges, a synergized LLMs + KGs approach is needed, which
integrates LLMs and KGs in a complementary manner to enable bi-directional reasoning.
This approach allows LLMs and KGs to compensate for each other’s weaknesses and
enhances the accuracy of complex knowledge representation and reasoning processes.
Particularly in complex domains such as healthcare, such integrated models can play a
critical role in building more reliable decision support systems by enabling real-time data
updates, transparent reasoning processes, and continuous knowledge expansion.

3. Proposed Method
In this section, we introduce a synergistic joint model that integrates LLMs and KGs

into a circular structure to address their respective limitations, applied to an XAI-based
CDSS and its related applications. A limitation of KGs, which struggle to incorporate new
knowledge, can be mitigated by leveraging LLMs’ strength in general knowledge to extract
relevant triples from newly available documents and expand the KG. Conversely, the lack
of explainability and domain-specific knowledge in LLMs is addressed by incorporating
retrieval mechanisms using the KG. Furthermore, we construct a synergistic joint model
tailored for CDSSs by enhancing the explainability of the KG through embedding scores
derived from LLMs. We provide an overview of the proposed model’s architecture and
explain the methods implemented for each layer in detail.
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3.1. Structure of the Proposed Method

LLMs are models trained on large-scale data that demonstrate strong generalization
capabilities in broad knowledge domains. However, they often lack domain-specific
expertise and can generate misleading information, a phenomenon known as hallucination.
To address these limitations, KGs have recently emerged as a promising alternative. KGs
store domain-specific knowledge in the form of entities linked by relationships and can
provide explainable evidence for model decisions by extracting relevant sub-graphs [3].

General RAG retrieves information from documents or databases, so the quality of
the answer depends on the documents retrieved. Compared to document search, KG-
based RAG can be more accurate because it provides structured knowledge of entities
and relationships. It can also reason over relationships in the KG and utilize the appro-
priate information to guide the generation of logically consistent responses. Therefore,
by extracting reliable KG information and including it directly in the prompt, LLMs are
encouraged to refer to it when generating responses, reducing hallucinations and increasing
the probability of generating more reliable responses [32].

In this paper, we propose a joint model with a circular structure that leverages the
strengths of both LLMs and KGs, while compensating for their individual shortcomings,
as illustrated in Figure 2. When a text input is provided to the model, the Sub-Graph
Extraction (SGE) layer first extracts the sub-graphs related to the input text from the KG.
However, because KGs are static and do not inherently expand, they cannot handle new
terms. If an entity does not exist in the KG, the input is processed through the Graph
Expansion layer, where the LLM extracts relevant triples from related documents to expand
the KG, thereby forming a complete sub-graph. Subsequently, the top-k triples with the
highest cosine similarity to the input text are selected through the Triple Scoring layer and
passed through the Concat layer to perform for various downstream tasks in the CDSS.

Figure 2 illustrates the structure of the proposed model, which consists of four layers.
First, when a text is entered into the joint model, then tokenized, and the main keywords
are extracted using medical Named-Entity Recognition (NER) in the Sub-Graph Extraction
(SGE) layer. The model then checks whether these keywords exist in the KG and proceeds
to the Graph Expansion layer only if they do not exist. In the Graph Expansion layer, triples
are extracted from related documents using natural language techniques, information
extraction, and entity linking, and then combined to form a sub-graph.

Once the sub-graph is completed for the given text, the top-k triples are selected in the
Triple Scoring layer using cosine similarity with S-BERT. Finally, in the Concat layer, the
original text tokens and extracted triples are concatenated with special tokens to form a
single input sequence, which is fed into the LLM. This layered structure allows the model
to produce both accurate classification results and explainable evidence for its decisions.

With the emergence of ChatGPT, chat-based User eXperience (UX) became widely
popular, giving users the impression that they could ask anything and receive an answer.
This trend led to the development of LLMs with vast amounts of knowledge, which
required significant time and resources to build. However, it became clear that using
excessive data for specific tasks is inefficient, and it was determined that optimizing smaller
models for targeted tasks through fine-tuning would be a more effective approach [33].
Therefore, we adapted the proposed joint model to specialized CDSS applications, such as
detecting stress states and levels, extracting cause and factors, and recognizing emotions in
daily conversations, rather than focusing on general QA-type tasks [34].
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3.2. Layers That Comprise the Joint Model
3.2.1. Notation

We denote a sentence s = [w0, w1, w2, . . . , wn] as a sequence of tokens, where n
represents the length of the sentence. Each token wi belongs to a vocabulary V, which
is a collection of words. The knowledge graph G used to construct the joint model is
represented as a set of triples (h, r, t), where h (head entity), r (relation), and t (tail entity),
are elements contained in V.

G = {(h, r, t) | h, r, t ∈ V} (1)

3.2.2. Sub-Graph Extraction Layer

The joint model proposed in this paper leverages KGs and LLMs to perform down-
stream tasks related to the medical domain based on a given text. To extract and utilize
only the relevant portions of a large KG, a sub-graph extraction process is employed, which
consists of two main steps.

First, before extracting relevant triples from the KG, a Named-Entity Recognition
(NER) task is conducted to identify searchable entity types from the text in the dataset.
Named entities include people, organizations, locations, and other specific categories.
Recent advancements in NER often utilize LLMs to capture contextual understanding and
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linguistic patterns, enabling accurate entity recognition and classification. Thus, these
models are trained to identify entities in raw text through specialized recognition tasks.

To align with the downstream tasks in the CDSS domain, we extract key medical-
related terms from the sentences. Therefore, we utilize the Medical NER model, a fine-tuned
version of the DeBERTa model [35], which is specialized for NER tasks and trained on the
PubMED dataset [36]. If the model fails to extract the relevant keywords, we use the SpaCy
library (https://spacy.io/), a Python-based open-source natural language processing tool,
to extract the keywords. The extracted keyword set is then filtered through lemmatization,
special symbol removal, and other preprocessing techniques to make it searchable in the
KG. We also use fuzzy matching to retrieve similar entities even if the strings do not match
exactly, considering word variations and misspellings. Therefore, given an input sentence s
to the medical NER model, we obtain K, the set of the main keywords k.

K = Medical NER(s) = {k1, k2, . . . km} (2)

The second step is to collect related triples, named sub-graph Gsub, with a depth of 1 for
each entity corresponding to the extracted keywords in the KG. We use ConceptNet (https:
//conceptnet.io/), a common sense-based KG. It originated from the MIT Media Lab’s
OMCS (Open Mind Common Sense) project and was built through crowdsourcing with
several public datasets, including WordNet, Wikipedia, and DBpedia. Unlike traditional
hierarchical ontologies, ConceptNet adopts a flexible graph structure of a semi-structured
graph to represent various concepts and relationships. It is expressed in natural language
as an RDF (Resource Description Framework)-style triple structure in the form of (subject
concept, relationship, object concept), which is easy for humans to understand and easy to
integrate between systems. It contains a wide range of concepts and relationships that help
computers understand the meaning of the words used in everyday contexts [37].

On the other hand, injecting too much knowledge into the LLM can result in knowl-
edge noise—a phenomenon where irrelevant or misleading information is emphasized,
distorting the actual meaning [19]. The main cause of knowledge noise is the inclusion
of less relevant knowledge triples selected in the Triple Scoring layer. Specifically, some
relations within the knowledge graph, such as ‘related_to’, ‘similar_to’, or ‘is_a’, are too
general and do not contribute meaningfully to the context, which can interfere with the
LLM’s inference process. Additionally, the Graph Expansion layer, which generates new
triples for keywords that are not present in the existing knowledge graph, can inadvertently
introduce inappropriate triples that negatively impact the overall model performance.

To address this issue, we implemented a filtering strategy in this study to reduce
knowledge noise during the integration of the synergistic joint model. Specifically, as a
first method to reduce knowledge noise, we filtered out relations that were too general
or irrelevant to the given downstream task [38]. Out of the 34 relations in ConceptNet,
we selected only 16 relations that were highly relevant, such as ‘causes’, ‘created_by’, and
‘motivated_by_goal’ [39].

Gsub = {(h, r, t) | h = k or t = k, (h, r, t) ∈ SGElayer(K, G)} (3)

In the medical domain, KGs such as UMLS [40] are available. However, they primarily
focus on drug descriptions or in-depth medical knowledge. The goal of this paper, how-
ever, is to enhance the performance of CDSS-related downstream tasks and address the
limitations of AI models. Therefore, we use ConceptNet, a commonsense KG, to perform
the Sub-Graph Extraction (SGE) layer.

https://spacy.io/
https://conceptnet.io/
https://conceptnet.io/
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3.2.3. Graph Expansion Layer

ConceptNet is a static KG that does not continuously expand, making it difficult to
accommodate new or emerging terms such as “COVID”. Additionally, it lacks domain-
specific knowledge, such as specialized medical terminology, as it is built primarily on
general commonsense information. These limitations are critical for systems like CDSS,
where up-to-date information and domain-specific knowledge are essential.

To address these limitations, we introduce the Graph Expansion layer, which expands
the KG by generating new triples when relevant information is absent, even if the keywords
in the text contain critical insights. This layer utilizes LLMs to create new triples, denoted
as T′ = (h′, r′, t′), for keywords that do not have corresponding triples in the sub-graphs
extracted through the SGE layer. This process is essential for filling in missing information
and broadening the KG’s coverage.

The triple extraction process operates as follows: First, the SGE layer selects data from
triples that can be extracted for keywords that do not exist in the KG. This data are typically
sourced from documents that include trending or domain-specific terms. Using this curated
data, we design prompts to generate new triples with OpenAI’s GPT-3.5-turbo-instruct
model [41].

1. The prompts are structured to include the following elements:
2. Text Conversion: Converts the target text to lowercase and replaces spaces with

underscores to ensure a consistent format;
3. Keyword Processing: Standardizes all keywords and intermediary terms to maintain

uniformity in the model’s input, enabling the accurate recognition of key elements
within the text;

4. I have checked and revised all.

Based on the designed prompt, a request to generate triples is made through the API.
The resulting triples are in the format of (subject, relation, object) and are structured using
ConceptNet-style relationships. The generated triples are stored in a data frame for each
index and further validated for subsequent processing.

Next, the triples are refined and adjusted for format consistency. This step is crucial
before integrating the LLM-generated triples into the KG.

The refinement process includes the following steps:

1. Triple Format Validation: Uses regular expressions to ensure that the extracted triples
follow the correct (subject, relation, object) structure. This step prevents incorrectly
formatted triples from being added to the KG;

2. Format Consistency Handling: Triples that pass the format validation are converted
into a list and stored. If a triple string contains errors or does not match the expected
format, the GPT-3.5-turbo-instruct model is called again to refine and standardize
the format;

3. Final Validation and Storage: The refined triples are stored in a data frame for each
index and prepared for integration into the KG. Errors and malformed data are
automatically handled in this step, minimizing inconsistencies.

The generated triples T′ are then integrated into the set of Gsub triples extracted from
the SGE layer to create a new set of triples T that can accommodate new knowledge.

T = {(h, r, t) | (h, r, t) ∈ Gsub} ∪
{(

h′, r′, t′
) ∣∣ (h′, r′, t′

)
∈ T′} (4)

This approach overcomes the limitations of static KGs and contributes to building
a more comprehensive and scalable joint model. Consequently, the Graph Expansion
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layer becomes a powerful tool for integrating the latest information and knowledge into
domain-specific systems, such as CDSSs.

Thus, the Graph Expansion layer plays a crucial role in enhancing the robustness of
the KG by effectively incorporating new terms and knowledge. This layer improves the
overall system’s accuracy and reliability, contributing to the continuous development and
sustainability of the KG.

3.2.4. Triple Scoring Layer

The SGE layer and Graph Expansion layer extract the set of triples T related to the
input text. However, due to the large size of ConceptNet and the limited number of input
tokens for the LLM, additional filtering is required. To increase the efficiency of LLM and
reduce knowledge noise, the Triple Scoring layer is employed to select the most relevant
triples from the sub-graph.

Previous approaches to scoring KGs have typically relied on various embedding
techniques. For instance, TransE [42] is a method that represents entities and relationships
in a continuous embedding space and scores triples based on the proximity between them.
This approach is effective in capturing simple relational patterns between entities. Similarly,
ComplEx [43] utilizes a complex vector space to compute scores, measuring the distance
and similarity between entities and their corresponding relations. These methods have
been widely used in KG applications due to their ability to model structured relationships
within a graph.

However, traditional KG Embedding (KGE) techniques face a significant limitation:
they cannot generate embeddings for new or unseen terms that are not present in the
existing KG. This makes it challenging to incorporate newly emerging entities and relations
into the graph, thereby restricting their applicability to dynamic domains where new
knowledge is continuously introduced.

Since our joint model relies on a KG that dynamically expands based on new knowl-
edge generated by LLMs, traditional KG Embeddings (KGEs) are not suitable for use
as a triple scoring function. To address this, we implement the Triple Scoring layer
using Sentence-BERT (S-BERT) [44], also known as Sentence Transformers, a state-of-
the-art Python framework for sentence and text embeddings specifically designed for
LLM-based applications.

S-BERT is trained on two main tasks: classifying sentence pairs for problems such as
natural language inference (NLI) and solving regression problems for sentence pairs, as
seen in the semantic textual similarity (STS) task. This training enables S-BERT to capture
semantic relationships between sentences and phrases effectively. To score the relevance
of a sentence s and the triples T extracted from the KG, we first pass s and each triple
through S-BERT to obtain their respective embeddings. The sentence embedding is denoted
as es, while the triple embeddings are represented as ET = [et1 , et2 , . . . etl ]. Using these
embeddings, we calculate the cosine similarity score between s and each triple in T to
determine the most relevant triples, leveraging S-BERT’s strong performance in capturing
semantic similarity.

es = S − BERT (s), eti = S − BERT (ti) (5)

score(s, ti) =
es·eti

∥es∥ ∥eti∥
, i = 1, 2, . . . , l (6)

By applying the Triple Scoring layer, we extract the top 3 triples to simplify Gsub,
thereby reducing knowledge noise and enhancing the downstream task. Rather than
injecting excessive knowledge, it utilizes the relevant knowledge triples obtained from the
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Triple Scoring layer results. Thus, by reducing knowledge noise, an efficient combination
of KG and LLM can be accomplished.

Tf iltered = {ti | ti ∈ Top − 3 (score(s, ti)), ti ∈ T
}

(7)

3.2.5. Concat Layer

Finally, we apply a Concat layer to incorporate the structured information from the KG
as input to the LLM, which will be used for downstream tasks. While the knowledge in the
text corpus is typically implicit and unstructured, the knowledge in the KG is explicit and
structured. Therefore, to effectively leverage the top-k triples extracted from the previous
layers and enhance the performance of downstream tasks, it is essential to reflect the
structural characteristics of the KG in the LLM input. Therefore, by concatenating the triple
structure, it reduces knowledge noise and achieves logical consistency and accuracy effects
better than regular RAG.

To achieve this, we utilize the ‘special_token’ feature provided by the Huggingface
Tokenizer to construct the input text x, ensuring that the structured information is appro-
priately encoded for the LLM.

x = [[CLS] < HEAD > h < REL > r < TAIL > t . . . [SEP] w0, w1, . . . wn] (8)

To differentiate the triples Tf iltered from the plain text sentence s in the KG, we use
the [SEP] token to separate and combine them. The input result x is represented as a
sequence of segment tags and is formatted as [a, a, . . . , a, b, b, . . . , b], where a corresponds to
the triple tokens and b to the sentence tokens. Additionally, the [CLS] token is placed at
the beginning of x, and its final hidden state is fed into the classifier, which is an LLM, to
predict the downstream task’s outcome r.

r = σ
(

MLP
(

e[CLS]

))
(9)

4. Evaluation
We conducted a series of experiments to evaluate the effectiveness of the proposed

model. This section details the experimental setup, results, and ablation studies.

4.1. Dataset

To evaluate the performance of the joint model in addressing the limitations of LLMs
and KGs, we conducted a classification task, a common benchmark widely used in existing
LLM studies. Given that our joint model is tailored for medical-related tasks, we focused
on specific applications such as emotion classification from text, as well as the classification
of causes and conditions related to stress and depression.

(1) Mental Health Cause/Factor Detection: To build a joint model capable of detect-
ing causes and factors related to mental health from text, we utilized two datasets. First,
the SAD dataset [45] is designed to classify various types of stress causes and provide
appropriate advice for stress management during conversations. It consists of 6850 sam-
ples categorized into 9 types of stressors: work, school, financial problems, family issues,
emotional turmoil, social relationships, health/fatigue or physical pain, everyday deci-
sion making, and others. This dataset is widely used to identify stressor categories in
everyday conversations.

Second, the Causal Analysis for Mental illness in Social media posts (CAMS)
dataset [46] is intended for causal inference, explanation extraction, and causal catego-
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rization. It includes 5052 samples, each classified into one of the following categories:
bias/abuse, jobs/careers, medication, relationships, and alienation.

(2) Mental Health Status/Level Detection: For this task, we used datasets collected
from social media platforms that provide an authentic view of people’s thoughts on mental
health issues such as depression and stress. The dataset consists of 190,000 posts across five
categories from the Reddit community, with a total of 3.5 million segments labeled from
3000 posts using Amazon Mechanical Turk.

For the same text, two key datasets were used to detect mental health status and levels.
The DR dataset [47] classifies the stress index into four levels: moderate, minimal, mild,
and severe. Meanwhile, the Dreaddit dataset [48] is designed for binary classification,
identifying whether a post is stressful or not. These datasets enable more a detailed analysis
of mental health conditions based on social media text.

(3) Emotion Recognition: The GoEmotions dataset [49], which is used for emotion
recognition tasks, consists of 58,000 carefully curated comments extracted from Reddit. The
dataset includes 27 distinct emotion categories along with an additional “neutral” label,
making a total of 28 categories. Each comment has been annotated by human reviewers
to capture nuanced emotional content. Furthermore, the dataset is split into training,
validation, and test sets, as summarized in Table 2. Originally introduced in 2020, this
dataset is widely used for emotion detection and serves as a benchmark for evaluating the
scalability of models designed for stress detection.

Table 2. Statistics for datasets.

Dataset
Cause/Factor Detection Status/Level Detection Emotion Recognition

SAD CAMS DR Dreaddit GoEmotions

#Train 5335 3946 2839 2267 43,410
#Valid 667 493 355 567 5426
#Test 667 494 355 715 5427
#Total 6850 5052 3553 3553 54,263
#Label 9 6 4 2 28

The GoEmotions dataset is labeled with 28 emotion types, but the texts often express
complex human emotions that cannot be easily categorized into a single label. As a result,
the dataset follows a multi-label annotation scheme (1:N structure) where each text can be
simultaneously tagged with multiple emotions, rather than a single emotion (1:1 structure).
Therefore, the task performed using the GoEmotions dataset is a multi-label classification,
where the model’s performance is evaluated based on its ability to correctly predict the
top-n emotions with the highest probability from the 28 emotion categories.

4.2. Experiment Setups

We used the PyTorch (v. 2.5.1) framework (https://pytorch.org/) and Huggingface
library (https://huggingface.co) to validate the performance of the integrated joint model
combining the LLM and KG proposed in this study. All experiments are conducted on
GeForce RTX 4070 Ti SUPER. For training consistency, we employ the Adam optimizer
with a learning rate of 1 × 10−5 and a weight decay of 0.01. The performance of the model
was evaluated using precision, recall, and F1 score, which are standard metrics commonly
used for assessing classification tasks.

4.3. Experiment and Results

The experimental results validating the performance of the joint model across the three
different datasets are presented in Table 3. For comparison, we evaluated our model against
RoBERTa [50], a widely recognized LLM known for its strong performance in classification

https://pytorch.org/
https://huggingface.co
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tasks, and Mental RoBERTa [51], a domain-specific variant that is fine-tuned using mental
health-related datasets.

Table 3. CDSS downstream task experiment results.

Model
Cause/Factor Detection Status/Level Detection Emotion Recognition

SAD CAMS DR Dreaddit GoEmotions

Original
model

RoBERTa
Precision 0.5722 0.1828 0.4795 0.6824 0.6853

Recall 0.5652 0.2871 0.6366 0.6825 0.4133
F1 score 0.5633 0.221 0.5468 0.6821 0.5306

Mental
RoBERTa

Precision 0.5805 0.2912 0.4841 0.69 0.6947
Recall 0.5817 0.4069 0.6451 0.6911 0.4325

F1 score 0.5733 0.3339 0.553 0.6912 0.5457

Joint model

RoBERTa
Precision 0.6124 0.3109 0.6071 0.6995 0.7407

Recall 0.6177 0.415 0.6761 0.6993 0.5032
F1 score 0.6131 0.3501 0.6077 0.6988 0.581

Mental
RoBERTa

Precision 0.6405 0.3863 0.5725 0.7024 0.7391
Recall 0.6567 0.4312 0.6986 0.7021 0.4881

F1 score 0.6452 0.3786 0.6292 0.7014 0.5733

The joint model proposed in this study not only enhances the explainability of AI
models but also enables them to adapt to new knowledge. Furthermore, it effectively
addresses the limitations of both LLMs and KGs by leveraging their respective strengths.
The experimental results in Table 3 demonstrate that the performance of the proposed joint
model is generally superior to that of the baseline models.

The improved results, regardless of the specific type of LLM used in the joint model,
indicate that the circular integration of LLMs and KGs successfully compensates for the
shortcomings of each component. Consequently, the experimental findings validate the
effectiveness and robustness of the joint model proposed in this research.

When comparing the performance of the original models, it is evident that the Mental
RoBERTa model, a specialized LLM tailored for mental health, outperforms the general
RoBERTa model. The Mental RoBERTa model [51] is specifically focused on the mental
health domain and is pre-trained on Reddit data, using subreddits that include keywords
such as “depression”, “suicide watch”, “anxiety”, and “mental illness”. This pre-training
enables the model to perform well on tasks related to mental health, such as identifying
causes, status, and severity levels. This result highlights that while the general RoBERTa
model has strong general knowledge, it lacks the specialized domain knowledge required
for mental health applications.

However, when examining the performance of the joint models, we observed that the
RoBERTa-based joint model, despite being a general LLM, surpassed the Mental RoBERTa-
based joint model by compensating for the lack of domain-specific knowledge through
the expanded KG. This outcome demonstrates that even a general-purpose LLM can
achieve superior performance by integrating structured domain knowledge and enhancing
explainability through the use of a KG. Consequently, we show that vertical LLMs can also
benefit from this joint approach, resulting in more structured knowledge representation
and improved overall performance.

4.4. Ablation Study

To demonstrate the effectiveness of the proposed joint model, we further analyzed its
experimental performance by assessing the impact of including or excluding key layers
within the model. Additionally, we evaluated its performance based on the number of key
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triples extracted, examining how varying the quantity of extracted triples influences the
model’s overall effectiveness.

We conducted additional experiments by excluding the Graph Expansion layer and
the Sub-Graph Extraction layer, which are the core components of the joint model. The
experiments shown in Table 4 were performed using RoBERTa, the model with the highest
variance, and the results are presented based on whether the layers were included and
whether the KG was expanded.

Table 4. Impact of KG expansion and layer configuration on joint model performance.

Cause/Factor
Detection

Status/Level
Detection

Emotion
Recognition

SAD CAMS DR Dreaddit GoEmotions

Joint Model 0.6131 0.3501 0.6077 0.6988 0.581
- Graph Expansion Layer 0.5956 0.3003 0.5725 0.6831 0.5625
- Sub-Graph Extraction
Layer 0.5633 0.221 0.5468 0.6821 0.5306

w/o Graph Expansion layer: It utilizes only the static state of a KG without extending
the KG with an LLM. It is still a joint model using an LLM and a KG, but it deals poorly
with recent or new knowledge.

w/o Sub-Graph Extraction layer: It is the same as a standalone LLM that does not use
a KG at all, and does not have any of the benefits of KGs such as reduced hallucinations
and explainability.

The results in Table 4 indicate a performance drop across all datasets, when either
layer was excluded. This suggests that constructing an expanded KG to incorporate
new information not only enhances explainability but also positively impacts various
downstream tasks in the CDSS domain. These findings highlight the importance of each
layer in the proposed joint model.

4.5. Analysis of Knowledge Noise

There are many factors that can affect knowledge noise in the experimental results of
the joint model that combines a KG and an LLM. For example, knowledge noise usually
occurs when unnecessary information is appended in the Concat layer to merge text and
key triples, or when the information obtained from the knowledge graph is not useful. In
other words, knowledge noise occurs when excessive or irrelevant knowledge is included,
and the embedding emphasizes less important parts of the text, reducing the overall model
effectiveness. Therefore, if noise is introduced during the process of combining a KG and
an LLM, it can negatively impact the performance of the joint model.

To determine where the knowledge noise mainly comes from and how it affects the
joint model, we ran several experiments. First, we ran additional experiments to see if we
could reduce the noise by varying the number of top k triples in the process of merging the
LLM and KG. These experiments were performed using the RoBERTa model to determine
whether knowledge noise was a general phenomenon in the context of this study.

Table 5 shows the results of the experiments as a function of the number of knowledge
triples used. Overall, we can see that as the number of triples decreases, the amount of
knowledge injected decreases, resulting in a decrease in performance. This result suggests
that the parameter value of k = 3 set in this study is optimal and can efficiently pass domain
knowledge to the LLM without knowledge noise.

We also aimed to demonstrate that providing knowledge in the structured form of
head entities, relations, and tail entities, which is the main advantage of KGs, is effective
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for learning and reducing knowledge noise. We compared our experimental results with
the structured form of triples and their normalized versions on the LLM’s input. We used
the T5 model [52], which is excellent for transfer learning, to convert triple forms into
regular sentences.

Table 5. Experimental results comparing performance based on the number of top-k triples used in
the Concat layer.

Cause/Factor Detection Status/Level Detection Emotion Recognition

SAD CAMS DR Dreaddit GoEmotions

k = 3 0.6131 0.3501 0.6077 0.6988 0.581
k = 1 0.5847 0.3268 0.598 0.6923 0.5464

Original 0.5633 0.221 0.5468 0.6821 0.5306

Table 6 shows that the experimental results show that the method proposed in this
paper, which used special tokens to structure the input using a triple structure, outperforms
the LLM when the KG search results are provided in natural language. The result shows
that the structured form of knowledge graphs is robust to knowledge noise.

Table 6. Experimental results comparing performance based on the input text structure used in the
Concat layer.

Cause/Factor
Detection

Status/Level
Detection

Emotion
Recognition

SAD CAMS DR Dreaddit GoEmotions

RoBERTa
Sentence with

T5 0.5882 0.3063 0.5803 0.6844 0.5803

Triple(proposed) 0.6131 0.3501 0.6077 0.6988 0.581

Mental
RoBERTa

Sentence with
T5 0.6027 0.3494 0.6054 0.694 0.5602

Triple(proposed) 0.6452 0.3786 0.6292 0.7014 0.5733

In this paper, we added a filtering operation to exclude non-significant realizations of
the relations in ConceptNet to reduce knowledge noise. Therefore, finally, we compared
our work with a version that used all relations in the KG without filtering the type of
relation to see if the relation was affected by knowledge noise.

In Table 7, it is observed that both the RoBERTa and Mental RoBERTa models perform
substantially better with relation filtering applied. Given the vast amount of information
in ConceptNet, relation filtering serves as an effective initial step in eliminating extra-
neous information. In particular, triples containing excluded relations can have nearly
identical head and tail entities—such as (’rejection’, ’related_to’, ’reject’)—for relations
like ’SimilarTo’, ’RelatedTo’, or ’Synonym’. In such instances, the information derived
from the knowledge graph contributes minimal value to the LLM and may introduce
knowledge noise. Thus, relation filtering, while fundamental, can significantly mitigate
knowledge noise.
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Table 7. Experimental results comparing performance based on whether relation filtering was
performed on the Sub-Graph Extraction layer.

Cause/Factor
Detection

Status/Level
Detection

Emotion
Recognition

SAD CAMS DR Dreaddit GoEmotions

RoBERTa
All relations 0.5882 0.3063 0.5803 0.6844 0.5803

Filtering(proposed) 0.6131 0.3501 0.6077 0.6988 0.581

Mental
RoBERTa

All relations 0.6027 0.3494 0.6054 0.694 0.5602
Filtering(proposed) 0.6452 0.3786 0.6292 0.7014 0.5733

5. Applications and Discussions
In this section, we explore the potential applications of CDSS and the proposed ap-

proach in various healthcare scenarios. As described in Figure 3, The model enhances CDSS
performance by integrating LLMs and KGs, providing more accurate and context-specific
support in disease detection, bedside decision support, treatment and prescription recom-
mendations, and overall clinical practice. Additionally, we discuss practical deployment
challenges and the role of explainable AI in improving clinical trust and decision making.
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5.1. CDSS Applications

The circular joint model proposed in this study can support a wide range of clini-
cal decision-making processes, including prevention, diagnosis, treatment, prescription,
and prognosis. To illustrate its versatility, we present examples of how the joint model
can be applied to various scenarios such as disease detection, decision support, personal-
ized treatment and prescription recommendations, clinical practice, and other healthcare
applications. The following subsections illustrate its versatility with specific applications.
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5.1.1. Disease Detection

The model proposed in this study can be utilized to analyze complex medical data,
such as brain imaging, by integrating LLMs and KGs. For instance, rather than relying solely
on static KGs, the proposed CDSS dynamically integrates new findings from recent medical
literature, ensuring that disease detection is based on the latest available knowledge.

5.1.2. Beside Decision Support

The CDSS can process real-time patient data to assist in immediate clinical decision
making. By continuously analyzing patient vitals and cross-referencing them with struc-
tured medical knowledge, the system can recommend optimal treatment actions, such as
adjusting medication dosages or identifying early warning signs of deterioration [53].

5.1.3. Treatment and Prescription

The proposed model can be applied to analyze a patient’s personal medical records
to recommend personalized treatment plans. By dynamically incorporating the latest
treatment options from newly published medical studies, the system can offer more precise
recommendations, reducing the reliance on outdated guidelines [54].

5.1.4. Clinical Practice

In clinical practice, it is crucial to comprehensively analyze various test results and
real-time patient data to make rapid and accurate decisions. The approach proposed in this
study is particularly effective in such scenarios. The CDSS synthesizes real-time patient
data with continuously updated medical guidelines, presenting structured insights to
clinicians in a transparent and interpretable manner [55].

5.2. Discussion

The proposed KG–LLM model addresses critical challenges in CDSSs by improving
knowledge integration and adaptability. However, several key factors must be considered
for effective real-world deployment.

(1) Computational Overhead: The deployment of KG–LLM models in clinical settings
is constrained by high processing demands and latency concerns, which can limit scala-
bility and real-world applicability. To enhance feasibility, optimization techniques such
as model distillation and resource-efficient pruning can be used to reduce computational
burdens while retaining essential reasoning capabilities [56,57]. In addition, hybrid in-
ference approaches, such as KV caching, optimize memory usage and improve response
times, enabling AI-driven decision making to be more responsive to clinical needs [58].
However, a key challenge remains in balancing computational efficiency with clinical
reasoning; enhancing one often compromises the other, requiring continuous refinement to
ensure that KG–LLM models can be both scalable and practically deployable in hospital
environments [59].

(2) Real-Time Adaptability: Effective deployment of CDSSs requires the ability to
integrate and respond to evolving medical knowledge in real time. Self-updating knowl-
edge graphs (KGs) and adaptive learning mechanisms enable continuous refinement of
recommendations, ensuring alignment with the latest clinical guidelines and research find-
ings [60]. Dynamic learning frameworks enhance CDSS capabilities by leveraging real-time
data streams to optimize decision making, resource allocation, and patient-specific interven-
tions [60]. Additionally, integrating real-world evidence strengthens the model’s reliability
by ensuring that new updates are validated against retrospective clinical data before being
applied in practice [61]. While these techniques improve adaptability, maintaining the



Mathematics 2025, 13, 949 20 of 23

accuracy and trustworthiness of continuously updated models remains a critical challenge
requiring robust validation pipelines and clinician oversight [62].

(3) Interpretability and Trust: The successful deployment of AI-driven CDSSs in clin-
ical environments depends on healthcare professionals’ ability to understand and trust
AI-generated recommendations. Transparency is essential for widespread adoption, and
structured reasoning models that provide step-by-step explanations can significantly im-
prove trust in AI outputs [63]. Therefore, integration with KGs is being actively considered
to increase trusted knowledge and accuracy. Additionally, methods for visualizing the rea-
soning process of LLMs, such as LIME and SHAP, can be applied to provide interpretable
insights into AI predictions to increase clinician confidence in model outputs [64]. Further-
more, expanding and updating the knowledge graph to reflect the continuous generation
of new knowledge over time and the changing nature of previously true knowledge can
further increase the reliability of AI results. Future research should refine these techniques
to balance interpretability and predictive performance, while ensuring that studies are
conducted in compliance with regulatory standards and ethical considerations.

6. Conclusions
In this study, we proposed a novel joint model that combines explainability and

adaptability to new knowledge through the complementary integration of LLMs and
KGs. By maximizing the strengths of the LLM’s generalization capabilities and the KG’s
structured knowledge characteristics, we successfully integrated the LLM and KG by
establishing a circular structure. This integration provides a robust tool to support decision
making in complex scenarios, such as those found in the medical domain. By extending
KGs beyond what traditional LLM models offer, the proposed model compensates for the
lack of domain-specific knowledge and enhances explainability in the reasoning process
through providing a basis for decision making.

The proposed joint model demonstrated superior performance compared to existing
approaches, particularly in tasks such as emotion recognition, mental health cause detection,
and stress level detection within the context of CDSS. The experimental results indicate
that the joint model outperforms standalone LLMs or KG-based systems overall, effectively
addressing their respective limitations and leveraging their synergies. These findings
suggest that the proposed model has the potential to be applied in various domains
and can contribute to supporting reliable decision making, especially in healthcare. This
research could ultimately contribute to building more reliable decision support systems
and improving the performance of AI systems in diverse contexts.

In future work, it is necessary to advance the model further by introducing specialized
mental health KGs, to enhance its ability to support more complex decision making in
CDSSs. Additionally, we also need to devise new approaches to minimize knowledge
noise, optimize joint models, and improve robustness and overall performance. Therefore,
applying research on reducing knowledge noise to circular joint models will have significant
potential for a wide range of applications.
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