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ABSTRACT Very low-resolution (VLR) images present a significant challenge for deep classification
networks due to their inherent lack of fine spatial detail. While capsule networks (CapsNets), which encode
spatial and pose information, are robust to resolution changes, they often struggle to perform and scale
effectively on complex datasets. In this study, we introduce a novel frequency routing-based CapsNet
(FR-CapsNet) to replace the conventional spatial routing in CapsNets. Though VLR images lose fine
grained features, they retain high-level features captured by the low-frequency components. By computing
capsule activation and pose information in the frequency domain and subsequently encoding them in the
spatial domain, FR-CapsNet improves robustness to resolution degradation. Furthermore, our method utilizes
a global routing framework that considerably reduces computational demands, enabling FR-CapsNet to
scale effectively to larger and more diverse datasets. FR-CapsNet outperforms state-of-the-art (SOTA)
convolutional neural networks (CNNs), other CapsNets, Transformers, and other advanced architectures
in real-world VLR digit and image classification tasks. Specifically, on the VLR CIFAR-10 dataset, FR-
CapsNet surpasses the current benchmark by 4.77% while using 4 times fewer parameters. Similarly, on the
VLR SVHN and CIFAR-100 datasets, it exceeds the benchmark by 0.27% and 1.55%, respectively. Extensive
experiments further demonstrate the superior generalization and robustness of FR-CapsNet compared to
other SOTA methods. The codes for our models are available at https://github.com/kdhasi/FR-CapsNet.git

INDEX TERMS Capsule networks, frequency routing, straight-through routing, image classification, low-
resolution.

I. INTRODUCTION

In real-world applications including remote surveillance,
medical imaging, and remote sensing, high-quality images
are not always available due to practical constraints [1].
Even high-resolution (HR) images may generate a small
region of interest (ROI) for classification if captured at
a long stand-off distance or have a large field of vision.
Typically, classification of images which share an ROI of
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16 x 16 or lower and contain limited information on the object
of interest, are categorized into the task of very low-resolution
(VLR) image classification [2].

Despite developments in image-capturing methods, there
are crucial fields like medical image classification [3] and
satellite imaging [4] that still rely on low-resolution (LR)
image data for recognition. Recent advancements in deep
convolutional neural networks (CNNs) and other architec-
tures like vision transformers have improved the benchmarks
of HR image classification. However, there is a severe
performance degradation when these models are applied to
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FIGURE 1. VLR CIFAR-10 and CIFAR-100 classification results for different
routing algorithms. The area of a bubble is proportional to a model’s
parameters in millions (M). Our FR-CapsNet [ResNet-32] demonstrates
SOTA performance with minimum parameters compared to other
CapsNets.

VLR images, due to the intrinsic lack of discriminative
features and poor arrangement of information [5]. Existing
methods address this issue by using (1) super-resolution
techniques that are computationally intensive, or (2) VLR-
specific architectures, which still show limited improvement.
More importantly, these methods struggle to generalize
across complex datasets. Furthermore, previous studies have
demonstrated the poor generalization of deep learning models
when trained on HR data and evaluated on LR images [6].
This underlines the challenge of VLR image classification
and motivates the development of breakthrough models for
them.

Deep CNN architectures are enabled by the dimensionality
reduction achieved through pooling layers. Pooling layers
cluster key features at the center, providing translation invari-
ance to slight perturbations of the input. While effective for
reducing parameters, this approach sacrifices the exact spatial
locations and relationships. Given the inherent limitation
of VLR images, this loss of information incurs a severe
performance degradation in VLR image classification tasks.

Capsule networks (CapsNets) address this issue by rep-
resenting a spatial hierarchy between a part of an object
and the whole object through a view-invariant transformation
matrix [7]. The building block of a CapsNet is a capsule,
formed by a group of neurons which constitutes a high-
dimensional vector [7] or a matrix [8], [9] depending on
the capsule routing algorithm. Fundamentally, each capsule
encodes the pose of a detected entity and activates based on
the probability that it is present. Ideally, when a detected
object undergoes a transformation, the capsule remains
active, updating its pose to represent the transformation.
Consequently, CapsNets demonstrate greater robustness to
adversarial attacks and affine transformations compared to
other alternatives [10]. This is a favorable property in VLR
image classification, as CapsNets utilize pose information
that is unaffected by resolution changes.

Recently, efficient deep learning models in image classi-
fication have been proposed through frequency-based image
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processing [11]. A transition from HR to VLR images results
in the loss of fine spatial details, such as edges and textures.
Yet, VLR images retain the abstract information on overall
shapes and structures, represented by the low-frequency
components. Therefore, capsule routing algorithms that rely
on spatial information are presumed to be vulnerable to
resolution degradation. The proposed frequency routing
CapsNet (FR-CapsNet) learns an effective capsule routing
algorithm in the frequency domain, significantly enhancing
the model’s robustness to resolution degradation.

This paper implements three key components over
conventional CapsNets [7], [12] to enhance VLR image
classification: (1) a discrete 1D Fourier transform to convert
a pose vector to the frequency domain, (2) a transformation
matrix shared by a receptive group of capsules, and (3) a
1D inverse Fourier transform to map the logits and votes
back to the spatial domain, followed by the remaining routing
process. The shared transformation reduces the parameter
complexity. Coupled with the log-linear (N log N) efficiency
of the fast Fourier transform (FFT), this has enabled an
effective and robust CapsNet that outperforms other state-of-
the-art (SOTA) algorithms on complex VLR image and digit
classification tasks.

To our knowledge, this is the first paper focusing on a
frequency routing algorithm in CapsNets. The contributions
of this work can be outlined as follows:

1) We propose FR-CapsNet, a novel frequency-based
routing algorithm for complex VLR image classifi-
cation, which transforms capsule pose vectors into
votes and logits in the frequency domain. Leveraging
the global receptive field of frequency components,
a simple and parameter-efficient routing network is
enabled.

2) The proposed FR-CapsNet outperforms all the exist-
ing CapsNets on challenging VLR benchmarks:
SVHN [13], CIFAR-10 and CIFAR-100 [14]. Notably,
all the proposed FR-CapsNet variants exceed 80%
accuracy on VLR CIFAR-10. Remarkably, the FR-
CapsNet [ResNet-20] variant achieves this accuracy
using less than 20% of the parameters of the
self-routing CapsNet (SR-CapsNet) [12].

3) Our experiments on the proposed model demonstrate
superior convergence compared to SR-CapsNet and
global-routing CapsNet (GR-CapsNet) [15]. Addition-
ally, FR-CapsNet exhibits high robustness against
adversarial attacks and affine transformations com-
pared to other prominent CapsNets.

The rest of the paper is organized as follows:
Section II reviews the related works on CapsNets, VLR
image classification, and frequency-based vision networks.
Section III discusses the preliminary capsule routing
methods. Section IV details the framework and architecture
of the proposed FR-CapsNet, and Section V presents
comparative experiments, ablation studies, and experimental
analyses. Finally, Section VI concludes the paper.
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FIGURE 2. The FR-CapsNet architecture consists of three capsule layers. The primary and convolution capsule layers share a consistent capsule
depth d = 16 with t = 32 capsule types (channels). A K x K (K = 3) number of primary capsules are routed to one convolutional capsule while all
convolutional capsules (K’ = 4) are routed to a single class capsule. The final class capsule layer contains the activations for C capsules,

corresponding to the number of classes.

Il. RELATED WORKS

A. REVIEW ON CAPSNET LITERATURE

The concept of grouping neurons as capsules to represent
2D transformations was first proposed by Hinton et al.
in [16]. Inspired by inverse graphics, these capsules used
pose information to represent visual entities. Sabor et al. [7]
extended this notion by implementing the first CapsNet
based on routing by agreement between capsules. The
dynamic routing algorithm [7] was succeeded by the EM
routing [8] algorithm utilizing explicit pose matrices for
routing. While these CapsNets achieved SOTA performance
on simple benchmarks, they struggled with more complex
datasets due to the inherent complexity and limited repre-
sentation capacity of reasonably sized networks. To address
this, Rajasegaran et al. [17] proposed DeepCaps, a deeper
architecture made parameter efficient with a 3D convo-
lutional routing algorithm, significantly improving perfor-
mance on complex classification tasks. Phaye etal. [18]
further enhanced the representation capacity by replacing the
convolutional backbone with a dense backbone, achieving
benchmark results on complex image datasets. The authors
in [19] introduced a non-iterative cluster routing CapsNet,
in which each capsule formed a cluster of votes, with
each vote attending to a specific capsule location. This
approach improved the representational capacity of CapsNets
surpassing other algorithms on multiple datasets.

Research has also focused on developing scalable routing
algorithms, incorporating techniques like attention mecha-
nisms and linear combinations between capsule layers [20].
Choi et al. [21] introduced AR-CapsNet, a non-iterative
attention routing CapsNet using 3D convolutional kernels
to generate attention weights as log priors. AR-CapsNet
achieved high classification accuracies with fewer parame-
ters. Tsai et al. [22] proposed a concurrent iterative routing
algorithm leveraging an inverted dot product mechanism.
Paired with a ResNet backbone, [22] demonstrated superior
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classification on complex images. Recently, Chen at al. [15]
presented GR-CapsNet, which employed linear layers as
global weights and a frequency-based attention module.
[15] achieved SOTA results on complex datasets with
enhanced robustness compared to other routing mechanisms.

CapsNets have been widely adopted in computer vision
tasks including image classification, super-resolution, gen-
erative networks, object detection, and segmentation [23].
Studies have investigated the interpretable and equivariant
properties of capsule vector representations [24], [25], boost-
ing their ability to generalize to transformed inputs. Previous
works have also exploited the pose information in CapsNets
to enhance VLR image classification. Singh et al. [6]
proposed a dual-directed CapsNet to guide the VLR image
features based on their HR counterparts for better clustering.
Dewasurendra et al. [26] implemented a deep CapsNet utiliz-
ing a 3D convolution-based routing and attention mechanism
that achieved SOTA results in complex VLR datasets. Recent
advancements indicate the promising potential of CapsNets
in LR medical image classification [27].

B. ADVANCEMENTS IN VLR IMAGE CLASSIFICATION
While there are notable advancements in LR image clas-
sification [28], research on VLR images is still limited.
Koziarski and Cyganek [29] demonstrated that LR inputs
significantly reduce classification accuracy in modern CNNss.
While SR methods improved LR classification, they had little
impact on VLR data. SR networks were used in early VLR
face recognition systems [2], and Vest et al. [30] applied
deep SR networks to map LR images to the HR domain,
though these methods require substantial computational
resources and careful tuning. Singh et al. [31] improved
VLR accuracy with DeriveNet by learning better class
boundaries, but still relied on HR images as auxiliary training
data.

VOLUME 13, 2025
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FIGURE 3.[ Detailed dii;gram of the proposed FR algorithm, which computes the pose, U/*1 ¢ RtIH w1 pl , and activation,
A+ e Rt HLwl A , of upper-layer I + 1 capsules using U/ and A from the previous layer /. Capsule patches, X/, extracted from U/ are

transformed to the frequency domain via FFT, where votes, vI+11 and logits, B/, are computed using global weight matrices WP and W' respectively.
The logits and votes are then mapped back to the spatial domain via inverse FFT for the remaining routing process.

Beyond SR and feature enhancement techniques, structural
changes have been explored to improve LR image classifica-
tion. Yuan et al. [32] proposed a lightweight MobileNet based
on depth-wise convolutions for parameter efficiency, but
struggled on complex benchmarks. Ganj et al. [33] introduced
LR-Net, using a multi-kernel (MK) block to capture more
local and abstract features. Similarly, Sunkara and Luo [34]
developed a CNN block that retained spatial information
by removing pooling layers, though their method was
comparatively more parameter intensive. Recent studies also
focus on LR classification in domains like synthetic-aperture
radar (SAR) [35] and medical imaging [36].

Existing VLR classification methods rely on SR tech-
niques to improve classification. However, these networks
introduce considerable computational overhead and impose
an additional burden of enhancing visual image quality; an
outcome that is not required from a classification model.
Furthermore, a large paired dataset matching VLR and HR
data is needed to train such networks, which are not always
available. In contrast, our approach of leveraging CapsNets
and the frequency domain provides a robust framework that
achieves SOTA results without any added complexity.

C. FREQUENCY NETWORKS IN VISION

Since CNNs were established for computer vision, the
frequency domain has been widely used for various image
processing tasks [37], [38]. It has been favored in research
for two key reasons. First, it offers additional information that
can enhance performance in applications like spectral image
classification [39]. Second, it enables for more efficient
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computations [40]. Research has leveraged this property to
speed up the fundamental CNN processes.

Wang and Sun [41] introduced a CNN with wavelet inputs,
enabling the network to process compressed HR images while
preserving information and maintaining parameter efficiency.
Wavelet decomposition has also been applied in attention
modules for its ability to retain low-frequency components
that encode essential image information while filtering high-
frequency noise [42]. Chen et al. [43] studied CNN conver-
gence through the phase and amplitude spectrum, developing
an augmentation technique to enhance the robustness of
CNN:s. In [44] and [45], the authors replaced the self-attention
layers in a transformer with a DFT for mixing tokens.
This allowed the transformers to handle larger sequences
with fewer parameters while achieving higher classification
accuracy on various downstream tasks.

Ill. PRELIMINARIES

A. BASIS OF CAPSULE ROUTING

A CapsNet is formed by layers of capsules. Each capsule
can be expressed through a pose vector u and an activation
scalar a. Let @; = {1, ..., n'} denote the indices of capsules
in an intermediate layer /. During routing, a capsule in layer [,
u;, i € €, generates a pose prediction (vote), ﬁj|,‘, for each
capsule in the upper-layer, w;,j € Q41 = {1, e nH‘l},
using a transformation matrix: fmi = W;u,. The routing
algorithm determines a routing coefficient, ¢;;, indicating the
agreement between #@;); and w;. While the computation of ¢;;
varies across different routing mechanisms; generally, routing
algorithms iteratively aggregate the votes having similar pose
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FIGURE 4. The flow of a three-layer FR-CapsNet, highlighting the
formation of the convolutional capsules from the primary capsules. The
diagram expands the routing process to show detailed tensor shapes at
each stage while processing a single 64 x 64 image from a 10-class
dataset. We also show the application of the described equations to
provide a comprehensive understanding of the pipeline.

features to compute their center of mass. This represents
a consensus pose that is passed on to the next layer. This
clustering mechanism for votes refines the representation
of capsules as they pass through layers. As the routing
coefficients are iteratively calculated, each capsule of layer /
is routed exclusively to a single capsule of layer [/ + 1,
producing an interpretable hierarchy for an image.

IV. PROPOSED METHODOLOGY
While traditional CapsNets conduct iterative routing in a spa-
tial domain, the proposed frequency routing is a non-iterative
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approach that executes all weighted transformations in the
frequency domain. Here, the frequency components play a
crucial role in capturing global relationships between spatial
features. Note that a major limitation of CapsNets stems from
their high parameter complexity, due to handling distinct
transformations per capsule within the network.

To address it, we simplify the routing process by using
a set of shared (global) weights. This eliminates redundant
parameters while retaining strong performance and general-
ization on complex VLR datasets. A capsule layer consists
of pose and activation matrices, except for the final class
capsule layer which contains only the class-wise activations
for classification.

Correspondingly, the capsules in layer / are collectively
represented as A! e R ang Ul e ROt
representing the activation and pose matrices, respectively.
Here, b, d!, ¢, (wl ! ) denote the batch size, capsule depth,
capsule types, and spatial dimensions of layer [, respectively.
An individual, i-th capsule in layer / is represented as af and
ug IS Rdl, i e[l, tlwlhl]. Fig. 2 provides an overview of
the FR-CapsNet architecture consisting of a convolutional
backbone and three capsule layers: primary capsule layer,
convolutional capsule layer, and class capsule layer.

A. PRIMARY CAPSULE LAYER

Initially, a batch of input images is processed through a
CNN backbone to generate low-dimensional feature maps
as shown in Fig. 2. The primary capsules encode the pose
and activations of detected entities by applying a 3 x 3
convolutional transform on the extracted features. For the
primary capsule layer /, the process can be summarized as
follows:

N=BNQ“%my )
U =BN (). 2)

where f3*3 is a 3 x 3 convolution operation performed on the
feature maps F, and BN is a batch normalization [46]. In the
following, the batch size is dropped for notation simplicity.

B. FREQUENCY ROUTING

Generally, all the capsules in a layer / undergo distinct
transformations through a learnable weight matrix to cast
votes on a capsule in the next layer. In FR-CapsNet, each
convolutional capsule receives votes only from the primary
capsules sharing a K x K receptive field. Fig. 3 provides a
detailed visualization of the frequency routing mechanism.
The pose of primary capsules, U, is used to extract K x K
sized capsule patches as shown in Fig. 3. These patches can
be expressed as X e RSI’K 2d! , where s! denotes the number
of extracted patches equal to the spatial dimensions of the
I + 1 capsule layer (s' = w!T1Aa*1). Consequently, the pose
information encoded in these capsule vectors is converted to
the frequency domain by a 1D FFT on the second dimension

VOLUME 13, 2025
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TABLE 1. The configurations of the three variants of FR-CapsNet. For the backbones, we provide the number of layers (L) and residual blocks (B) in each
layer. The parameters and mult-adds are calculated using the listed resolutions for each model.

Backbone

Model L B Res Params (M) Mult-Adds (M)
FR-CapsNet [ResNet-20] 3 [3, 3, 3] 64 0.60 61.94
FR-CapsNet [ResNet-32] 3 [5,5, 5] 64 0.79 90.25
FR-CapsNet [ResNet-50] 4 [3,4,6,3] 256 33.60 5980

TABLE 2. The hyperparameters used in training FR-CapsNet. The same
settings are applied for all the datasets.

Parameter Value
Capsule window for routing (K) 3
Capsule types per layer (¢) 32
Capsule depth (d) 16
Loss function NLL
Optimizer SGD
Momentum 0.9
Weight decay le-4
Batch size 64
Initial learning rate 0.1

TABLE 3. Configurations used with each dataset for training FR-CapsNet.

Dataset Epochs Step decays
SVHN 250 [100, 150]
CIFAR-10 350 [150, 250]
CIFAR-100 350 [150, 250]
MNIST [47] 200 [100, 150, 250]
with size K¢/,
X =rF(x')e o 3)

where the complex matrix X! is Fourier transformed X'.
The number of capsules is halved due to the Hermitian
symmetry of the FFT. The column-wise mixing of FFT
captures the interactions between capsules. This process com-
bines all input embeddings without requiring any learnable
parameters, providing a global view of activation variations
across the capsules. Despite halving the capsule count,
no information is lost from the FFT, where the resulting
capsules encode the original signal via complex valued
magnitude and phase components. The information preserved
in these components could be used to reconstruct the signal as

demonstrated in previous studies [48]. Afterwards, the logits,

= <7 I+1 = < I+1 gi+1

Bl e C 72t and votes, VIHIL ¢ ¢ T LT AT

for next layer / + 1 can be computed by multiplying X' to
. 1 1

two global learnable weight parameters: W* € C¢ " and

wp ¢ gd'tat! , respectively,
B/ = WX/, )
{/]['i‘lll — wpil (5)

Unlike algorithms [7], [12], which routes each capsule
individually, FR-CapsNet uses a global set of routing
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parameters shared across all the capsules. Routing over
frequency components allows this simple network to achieve
benchmark performance on complex datasets. An inverse
FFT maps these logits and votes back to the spatial domain,

B 77! (B) e RIAT ©)
v+ ol (\71+1|z) c Rsl,Kztl,tHldHl' o

. . I w2, 4] .
The routing coefficients, C! € R K7 ! are then obtained

by applying a softmax function on the logits,
C! = softmax (Bl) . ®)

The activation of an upper-layer capsule is the summation
of the weighted votes, over a K x K dimension (or & x w for
the final layer), generated by the activation scalars a!

i°
K4 g
I+1 _ il Cid;
a;’ = —/————

J K2

2im1 4
The output pose of an upper-layer capsule is simply the
weighted average of the votes,

K2 1 1 I+1)
= il Cid;V;

J )
Dliml Cid;

j c [1’ tl+lWl+1hl+1]. (9)

eRrRI (10)

C. FR-CAPSNET VARIANTS

Conventional CapsNets face challenges in scaling due to
complex routing mechanisms that significantly increase com-
putational demands. In contrast, the proposed FR-CapsNet
overcomes these limitations by leveraging an efficient
routing mechanism built on global routing weights. We find
that a FR-CapsNet architecture with three capsule layers
strikes a good balance between performance and parameter
reduction. Furthermore, the proposed FR-CapsNet scales
efficiently, enabling the adoption of more complex backbones
and larger input images to support them. Based on these
observations, three FR-CapsNet variants are proposed: FR-
CapsNet [ResNet-20], FR-CapsNet [ResNet-32], and FR-
CapsNet [ResNet-50]. Detailed configurations for these
models are presented in Table 1.

V. EXPERIMENTS

The proposed FR-CapsNet is thoroughly evaluated against
SOTA networks, primarily focusing on VLR digit and
natural image classification. The classification performance
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TABLE 4. Classification results of FR-CapsNet along with other SOTA architectures on VLR SVHN, CIFAR-10, and CIFAR-100. The top-1 accuracy, parameter
count (P), mult-adds (MA) (both computed for a 10-class output), and input resolutions are recorded. The best results are highlighted in bold.

Model PM) MAM) Res SVHN C-10 C-100
DR-CapsNet [7] 11.75 384 32 85.95 64.91 -
DCNet [18] 13.40 - 32 79.92 65.82 -
AR-CapsNet [21]  8.95 166.16 32 85.60 73.84 42.28
CapsNets SR-CapsNet
(depth-2) [12] 3.21 60.61 32 92.04 77.69 53.20
Inverted AR
CapsNet [22] 1.83 530.26 32 90.40 76.74 51.50
Cluster-routing
CapsNet [19] 3.83 579.06 32 90.90 75.75 46.70
GR-CapsNet [15]  0.61 745 32 92.07 717.78 49.57
Dual-directed i i 3 34,51 i i
VLR/LR CapsNet [6]
Net DeriveNet [31] - - 32 87.85 - -
et LR-Net [33] 108  360.69 32 8370 68.95 29.92
Deep hybrid
CapsNet [26] 1.92 419.83 32 90.93 78.90 41.95
TF ViT-S/16 [49] 21.67 79.18 224 88.62 64.55 38.64
GFNet-XS [45] 15.60 27439 224 93.36 81.63 52.70
Mixers MLP Mixer [50] 0.68 69.29 32 93.30 73.25 44 .41
ConvMixer [51] 0.59 149.24 32 91.39 80.39 51.83
FR-CapsNet
Ours [ResNet-20] 0.60 61.94 64 92.10 81.41 53.15
FR-CapsNet
[ResNet.32] 0.79 90.25 64 9231 82.46+0.21 54.75+0.29

TABLE 5. Classification results for pre-trained networks on ImageNet-1k dataset. The best results are highlighted in bold and the second best results are

underlined.
Model PM) MAM) Res C-10 C-100
CNNs ResNet-50 [52] 23.52 325.85 32 7588 5035
EfficientNet-B7 [53] 329.44 48 71.05 43.34
TF Vit-S/16 (DINO) [54] 21.67 79.18 224  86.30 61.38
GFNet-XS 15.60 27439 224 84.13 54.53
Ours | FR-CapsNet [ResNet-50]  33.55 5980 256 84.76 58.85

is assessed through metrics, including confusion matrices
and F1 scores. Additionally, our model’s robustness and
generalization are tested against affine transformations and
adversarial attacks by comparing them to other SOTA
CapsNets, notably the SR-CapsNet and GR-CapsNet.

A. EXPERIMENTAL SETUP

The training hyperparameters for FR-CapsNet are summa-
rized in Table 2, and the learning protocols for each dataset
are outlined in Table 3. Training for each model in Table 4
is conducted with strict adherence to the provided codes, and
all the pre-trained models in Table 5 are transfer-learned from
the ImageNet-1k dataset [55]. All models are benchmarked
on the same machine with an NVIDIA RTX-4090 GPU.
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B. DATASETS AND AUGMENTATION

The proposed FR-CapsNet is evaluated on three widely used
classification benchmarks: (1) SVHN, (2) CIFAR-10, and
(3) CIFAR-100, each consisting of 32 x 32 natural color
images. During training, VLR samples are generated by
taking a random crop between a scale of [0.75, 1], down-
sampling to 8 x 8 followed by a resizing to the specified reso-
lution in Tables 4 and 5 using bicubic interpolation. Upscaling
is applied strictly to meet the minimum input resolution
requirements for each network, and applied consistently to
all networks trained from scratch and those using pretrained
weights. As all inputs are derived from the same VLR source,
this operation does not contribute to performance gains.
Additional data augmentations are implemented in the form
of random horizontal flips with a probability of 0.5, random
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FIGURE 5. The confusion matrices for FR-CapsNet (left) and SR-CapsNet (right) on VLR CIFAR-10 data. FR-CapsNet demonstrates superior class-wise

classification as observed by the higher precision, recall, and F1-scores.

augmentations with a magnitude of 8, color jittering with a
factor of 0.1, and random erasing with a probability of 0.25.

C. IMAGE CLASSIFICATION

The results of VLR image classification are presented
in Table 4 for models trained from scratch and Table 5
for pre-trained models, where both top-1 accuracy and
computational costs associated with each method are
reported. The comparison includes seven CapsNets known
for their high classification accuracies: DR-CapsNet [7],
DCNet [18], AR-CapsNet [21], SR-CapsNet [12], Inverted-
AR CapsNet [22], Non-iterative CR CapsNet [19], and
GR-CapsNet [15]. Furthermore, four networks designed for
VLR image classification are included: DD-CapsNet [6],
DeriveNet [31], LR-Net [33], and DH-CapsNet [26]. For a
broader comparison, we also consider two transformers: ViT-
S/16 [49], GFNet-XS [45], and two mixers: MLP Mixer [50],
ConvMixer [51].

First, we compare the performance of models trained
from scratch. Table 4 highlights the consistent performance
of both FR-CapsNet variants, FR-CapsNet [ResNet-20] and
FR-CapsNet [ResNet-32], across all datasets. Specifically,
FR-CapsNet [ResNet-32] achieves 92.31% on SVHN and
SOTA accuracies of 82.46% and 54.75% on CIFAR-10 and
CIFAR-100, respectively. Notably, FR-CapsNet surpasses all
existing CapsNets while utilizing fewer parameters, with
accuracy improvements of 0.24%, 4.77%, and 1.55% on
SVHN, CIFAR-10, and CIFAR-100, respectively, over the
GR-CapsNet and SR-CapsNet. The FR-CapsNet [ResNet-20]
variant is particularly efficient with only 0.60M parameters
and minimal computational overhead. This differs from
networks like GR-CapsNet and ConvMixer which have low
parameter counts but high inherent complexities, evidenced
by their extensive tensor multiplication and additions.
Remarkably, FR-CapsNet is the only CapsNet to exceed
80% accuracy on VLR CIFAR-10. While DH-CapsNet
demonstrates competitive results among the VLR net-
works, it remains significantly below ours, particularly on
CIFAR-100, where FR-CapsNet achieves a 12.8% higher
accuracy with 60% fewer parameters. GFNet-XS shows
the best performance among transformers and mixers, but
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FR-CapsNet outperforms it on the more complex CIFAR-10
and CIFAR-100 datasets by 0.83% and 2.05%, respectively
while using a 20 times smaller network.

Second, the performance of the pre-trained networks is
analyzed. As recorded in Table 5, FR-CapsNet [ResNet-
50] shows substantial improvement over other FR-CapsNet
variants, achieving competitive results of 84.76% and 58.85%
on CIFAR-10 and CIFAR-100, respectively. Among the pre-
trained models, FR-CapsNet outperforms several advanced
architectures, including SOTA CNNs and GFNet-XS.
However, the vision transformer ViT-S/16 achieves the best
results, surpassing FR-CapsNet by 1.5% on both datasets.
Note that only the backbone of the proposed FR-CapsNet
is pre-trained while ViT-S/16 benefits from DINO self-
supervised pre-training, which has shown superior transfer
learning performance compared to traditional supervised
pre-training approaches [54], [56].

Overall, the proposed FR-CapsNet achieves breakthrough
performance on multiple challenging VLR image classifi-
cation benchmarks. It outperforms the DR-CapsNet [7] by
over 17% on complex datasets and surpasses the current
SOTA [15] by 0.24%, 4.77%, and 5.18% on VLR SVHN,
CIFAR-10, and CIFAR-100, respectively.

D. ROUTING ANALYSIS

1) PERFORMANCE EVALUATION

Fig. 5 presents the class-wise classification metrics of
SR-CapsNet and FR-CapsNet [ResNet-20] on the VLR
CIFAR-10 test set. Since SR-CapsNet and GR-CapsNet
exhibit nearly identical performance, only the former is
shown for clarity. As expected, FR-CapsNet outperforms the
SR-CapsNet in classifying all the classes except for ‘cat’.
Both models struggle with distinguishing between ‘cat’ and
‘dog’ images, with FR-CapsNet misclassifying 162 true cat
images as dogs, compared to the SR-CapsNet with 165 dog
misclassifications as cats. FR-CapsNet consistently achieves
higher recall and precision in almost every class compared to
the SR-CapsNet. Moreover, FR-CapsNet reports greater F1
scores in all classes, demonstrating its ability to learn a more
accurate classifier that generalizes well into a wider scope of
classes.
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FIGURE 6. Convergence analysis for CapsNets on VLR CIFAR-10. The memory consumption and training times are benchmarked using a batch size of 64.

TABLE 6. Robustness against FGSM and BIM attacks on VLR CIFAR-10 data. For FGSM attacks, we set ¢ = 0.1, and for BIM attacks, we use 10 iterations for

each attack.
Model FGSM BIM
Untargeted Targeted Untargeted Targeted
SR-CapsNet 80.68 13.50 90.64 39.73
GR-CapsNet 84.41 15.55 86.50 52.49
FR-CapsNet [ResNet-32] 69.99 15.96 78.58 43.01

2) CONVERGENCE ANALYSIS

Fig. 6 illustrates the convergence of different routing mecha-
nisms on VLR CIFAR-10 data. For FR-CapsNet, we present
results only for the two variants, FR-CapsNet [ResNet-20]
and FR-CapsNet [ResNet-32], that are trained from scratch.
This figure shows both validation (derived from a subset of
training data) and testing accuracies for FR-CapsNet, with
validation accuracies for other CapsNets. Throughout the
training process, FR-CapsNet models consistently outper-
form the other CapsNets, achieving a notably higher final
validation accuracy. Furthermore, FR-CapsNet exhibits faster
and smoother convergence, particularly compared to the
SR-CapsNet.

The training times and memory consumption for all four
models are analyzed using a batch size of 64. Meanwhile,
the inference times for the models are measured using a
batch size of 1 to get an image-by-image inference time.
The results highlight the shorter training and inference times,
along with reduced memory requirements of the proposed
FR-CapsNet compared to the other networks. Specifically,
FR-CapsNet [ResNet-20] trains up to 3.5- and 1.5-times
faster, and infers up to 1.6- and 4-times quicker compared
to SR-CapsNet and GR-CapsNet, respectively. In terms of
memory usage, FR-CapsNet is far more efficient, requiring
less than 3.5GB, compared to 4.59GB for GR-CapsNet and
a substantial 21.69GB for SR-CapsNet. Additionally, the
rapid inference speed of FR-CapsNet, with both variants
consistently processing images within 1.5 ms, underlines its
potential for real-time applications.

E. ROBUSTNESS EVALUATION
The robustness of FR-CapsNet [ResNet-32] is assessed in
two settings: (1) robustness against adversarial attacks and
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(2) robustness to affine transformations, both characteristic
features of CapsNets.

1) ADVERSARIAL ROBUSTNESS

Adversarial attacks deliberately craft perturbations to input
data to cause misclassification, either towards a specific target
class (targeted attacks) or any arbitrary class (untargeted
attacks). In this study, we evaluate the robustness of our
FR-CapsNet against adversarial attacks generated using the
fast gradient sign method (FGSM) [57] and basic iterative
method (BIM) [58] on the VLR CIFAR-10 dataset. We adopt
the settings in [12] and [15] to evaluate the effectiveness
of these attacks. Table 6 summarizes the results, where
FR-CapsNet exhibits superior robustness to the alternatives,
especially under untargeted attacks. This highlights the
capacity of FR-CapsNet to resist small-scale perturbations
and noise, which are common in real-world scenarios. Under
the targeted attacks, while FR-CapsNet shows competitive
performance, SR-CapsNet achieves slightly better results.
Unlike traditional CapsNets, FR-CapsNet handles capsule
transformations globally in the frequency domain. While
this contributes to parameter efficiency, it may result in
increased vulnerability in targeted attacks with specific
gradient manipulations.

2) ROBUSTNESS TO AFFINE TRANSFORMATIONS

As described in [7], the robustness of FR-CapsNet is assessed
by training the model on MNIST data and testing it on
the affNIST dataset,! which contains heavily transformed
MNIST digits with variations including translation, rotation,
shearing, and scaling. During training, the MNIST images

! Available at http://www.cs.toronto.edu/tijmen/affNIST/
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FIGURE 7. Visualizing the robustness of CapsNets trained on MNIST and generalized to the affNIST dataset. The
gray values indicate the performance degradation in classification accuracy between the two datasets. A smaller
value represents a higher robustness. RS-CapsNet reports only the affNIST accuracy and lacks public code for

reproducibility.

TABLE 7. Ablation study on the effects of adopting global weights for routing (GW-route) and pose (GW-pose) updates, frequency domain for routing
(FD-route) and pose (FD-pose) updates, and a deeper backbone. Each test is conducted on the VLR CIFAR-10 and CIFAR-100 benchmarks. The parameters
and memory values are reported for CIFAR-10 models with batch size 64. Bold indicates the improvements over the baseline CapsNet.

Component Test Case
1 2 3 4 5 6 7 8 9
GW-route X v X v v v X v v
GW-pose X X v v v X v v v
FD-route X X X X X v X v v
FD-pose X X X X X X v v v
Backbone
(ResNet-32) X X X X v X X X v
Params (M) 3.21 294 084 059 079 295 084 060 0.79
Memory (MB) | 5446 52.28 26.53 23.12 2539 51.54 26.00 27.60 28.50
CIFAR-10 77.60 81.17 80.22 81.20 81.75 80.81 8045 81.41 82.67
CIFAR-100 53.20 5223 4896 51.50 5294 5340 49.07 53.15 54.66

are resized to 64 x 64, and the model is only exposed to
light augmentations of flips, light translations up to 0.2,
and normalization. The affNIST images used for testing are
similarly resized and normalized. FR-CapsNet is trained with
a batch size of 64 as detailed in Table 3. Consequently, the
model is evaluated on both the MNIST and affNIST test sets.

Fig. 7 compares our FR-CapsNet with other CapsNets:
DR-CapsNet, group equivariant CapsNet (GE-CAPS) [24],
Sparse CapsNet (SPARSECAPS) [25], RS-CapsNet [20],
AR-CapsNet, Expectation-Maximization routing CapsNet
(EM Routing CapsNet) [8], Affine CapsNet (Aff-CapsNet)
[59], GR-CapsNet, SR-CapsNet, and a baseline CNN imple-
mented by Sabor et al. [7]. A well-generalizing model should
show a small difference in the test accuracy between these
two datasets. FR-CapsNet achieves accuracies of 99.24%
on MNIST and 96.75% on affNIST. While our model’s
performance on MNIST is comparable to the DR-CapsNet,
a significant improvement of over 17% on the affNIST
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dataset is observed. This demonstrates our model’s strong
generalization capacity to various affine transformations. The
global transformation property of FR-CapsNet may bring
up concerns about the vulnerable generalization in routing;
however, our model demonstrates only a 2.49% performance
difference and outperforms all other CapsNets on affNIST,
except for SR-CapsNet. It confirms that FR-CapsNet pos-
sesses notable generalization ability and resilience to affine
transformations.

F. ABLATION STUDY

The impact of the constituent modules for FR-CapsNet is
investigated thoroughly. The tests are carried out on the
complex benchmarks of VLR CIFAR-10 and CIFAR-100,
and the results are summarized in Table 7. Furthermore,
network size and memory usage are varied to highlight
their impact toward a more parameter-efficient and less
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computationally demanding network. Note that the VLR
nature of data makes it challenging to achieve significant
performance gains compared to HR data, thus, even modest
improvements are recognized.

1) IMPACT OF GLOBAL WEIGHTS

Three Tests (Test 1, 2, and 3) are conducted to evaluate the
impact of utilizing global weight parameters compared to a
baseline CapsNet. Tests 2 and 3 substitute the conventional
weights with global routing (GW-route) and global pose
(GW-pose) weights, respectively. In addition, Test 4 evaluates
the combined performance of these modules. The results
show a notable improvement in VLR CIFAR-10 classification
performance with any individual module integration; by
3.57% for GW-route and 2.62% for GW-pose, with the largest
gain of 3.60% when these two are combined. Adopting global
weights also has a strong impact on reducing computational
demands, specifically by replacing the parameter-heavy pose
transformation network. In Test 4, the combined approach is
five times more parameter-efficient and consumes less than
half the memory from the baseline CapsNet. However, there
is a performance drop on CIFAR-100 due to the broader range
of classes, with a 1.7% decrease compared to the baseline.
Despite this, the model’s computing efficiency allows the
integration of other modules to improve its performance on
larger datasets as discussed below.

2) IMPACT OF THE FREQUENCY ROUTING

Three other Tests (Test 6, 7, and 8) are conducted to
investigate the impact of frequency domain routing. Tests 6
and 7 follow Tests 2 and 3, respectively, but the frequency
domain is added to enhance the global weights. The results
show consistent improvements on the more complex VLR
CIFAR-100 dataset, along with reduced memory consump-
tion and similar parameter counts. Using the frequency
domain for routing coefficients (logits) yields a 1.17%
accuracy increase on VLR CIFAR-100, while applying
it to pose transformations improves VLR CIFAR-10 and
CIFAR-100 accuracy by 0.23% and 0.11%, respectively. The
combined model achieves the highest overall accuracy on
both datasets, with 0.21% and 1.65% improvements on VLR
CIFAR-10 and CIFAR-100, respectively, compared to the
model in Test 4. Impressively, the model still maintains twice
the memory efficiency and uses up to 82% fewer parameters
than the baseline.

3) IMPACT OF THE BACKBONE

The impact of using a more complex backbone is demon-
strated in Tests 5 and 9, where we replace the ResNet-20
backbone used in the baseline CapsNet and other models
with the more advanced ResNet-32 variant. Test 5 studies
the interaction between global weights and a more complex
backbone. Results show improved classification accuracy
on CIFAR-10 and CIFAR-100 by 0.55% and 1.44%,
respectively, albeit a marginal increase in parameters that is
expected. In Test 9, the ResNet-32 backbone is integrated into
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the frequency-domain model with global weights, resulting
in further gains of 1.26% on VLR CIFAR-10 and 1.51% on
VLR CIFAR-100 compared to the previous best model from
Test 8. This marks the second largest improvement after the
global weights. While there is a slight increase in parameter
count and memory consumption, the advantage of the global
weights allows these changes, leading to a network still four
times smaller than the baseline. As reported in Table 7, the
final model significantly outperforms the baseline, with gains
of 5.07% and 1.46% on the VLR CIFAR-10 and CIFAR-100,
respectively.

VI. CONCLUSION AND FUTURE WORKS
This paper presents a novel frequency-oriented routing algo-
rithm for CapsNets, addressing the limitations of traditional
spatial routing mechanisms in VLR image classification.
Conventional approaches struggle with the inherent lack of
spatial features in VLR images, motivating the development
of our frequency-domain routing mechanism as a more robust
alternative. The proposed FR-CapsNet framework is both
simple and efficient, utilizing two global learnable weight
parameters to optimize the routing process. By leveraging the
frequency domain via a 1D FFT, the model captures a global
perspective on capsules, leading to enhanced performance.
FR-CapsNet achieves SOTA results across several challeng-
ing VLR datasets, including VLR SVHN, VLR CIFAR-10,
and VLR CIFAR-100. Furthermore, it delivers competitive
performance compared to DINO pre-trained transformers on
VLR CIFAR-10 and VLR CIFAR-100. The FR-CapsNet’s
lightweight architecture, low compute requirements, and fast
inference times make it appealing for mobile applications and
deployment in resource constrained environments. In addi-
tion to its superior convergence properties, FR-CapsNet
demonstrates exceptional robustness to adversarial attacks
and generalization to affine transformations, outperforming
the existing CapsNets. This highlights its potential for
applications in ethical Al, specifically concerning to critical
fields like autonomous driving and biometric security.
Despite its strengths, we identified a limitation in the
form of static routing occurring in the intermediate capsule
layers induced by the global weights. Addressing this issue
with dynamic routing approaches and successively scaling
the network to generalize well into larger datasets is key
in future work. Exploring effective pre-training strategies
and integrating diffusion concepts in the synthesis of
high-frequency details for super-resolution are promising
directions to advance the capabilities of frequency-oriented
CapsNets.
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