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ABSTRACT The fusion of camera and LiDAR sensors necessitates precise extrinsic calibration; however,
existing deep learning methods are often computationally inefficient and perform poorly in dynamic
and adverse environments, such as under snowfall. To address these limitations, we propose a novel
framework called Snow-Calib that dynamically integrates multimodal data via an optimized architecture,
embedding image-based snow removal via attention mechanisms and multi-scale feature fusion to suppress
weather-induced noise while preserving structural details. By jointly leveraging the LiDAR’s geometric
robustness and denoised RGB imagery, the framework enhances the accuracy of cross-modal feature
matching without requiring separate pre-processing. The overall proposed network consists of 11.9 million
parameters, categorized as a lightweight calibration network that can reduce computational overhead.
Therefore, the model is resilient to environmental distortions and consumes fewer resources, critical for
deployment in autonomous systems operating under variable real-world conditions. Experimental results
reveal that Snow-Calib achieves an average calibration error of 0.856 cm for translation and 0.23◦ for
rotation. The code for Snow-Calib is publicly available at https://github.com/MFMummtaz/Snow-Calib

INDEX TERMS Sensor fusion, camera-LiDAR extrinsic parameter calibration, image denoising, deep
learning.

I. INTRODUCTION
sensor fusion is a fundamental technology in modern
engineering, which enables data integration from multiple
heterogeneous or homogeneous sensors to produce an
accurate, robust, and reliable estimate of the state of a
system, unlike what a single sensor alone can achieve [1].
Therefore, sensor fusion is particularly well-suited for safety-
critical applications such as autonomous driving, in which

The associate editor coordinating the review of this manuscript and

approving it for publication was Shadi Alawneh .

the robust perception of objects present in the surrounding
environment is essential for safe and effective operation.
As sensor technologies continue to advance, the development
of sophisticated fusion algorithms remains a key research area
to further improve autonomous systems.

As perception-based sensors, light detection and ranging
(LiDAR) integrated with a camera has become indispensable
owing to the complementary strengths of the two tech-
nologies. LiDAR offers precise 3D geometric information;
however, color and texture details are lacking, whereas
cameras provide rich color and texture information but are
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limited in terms of capturing spatial measurements. These
two sensors have been fused for various computer vision
tasks, such as 3D object detection [2], segmentation [3],
[4], and simultaneous localization and mapping (SLAM) [5],
[6], consistently producing superior quality results to those
obtained using a single sensor modality.

Nevertheless, effectivemulti-sensor fusion can be achieved
via the precise extrinsic calibration of each sensor. This
involves estimating the six degrees of freedom transformation
that aligns coordinate frames from different sensors. This step
is important to guarantee that information from each sensor is
accurately mapped and combined within a unified coordinate
system to ensure dependable and robust integration of data.

The core challenge in extrinsic calibration involves
identifying the correlation between shared features across
heterogeneous data modalities, which, in this case, includes
point cloud data from LiDAR and 2D image data from a
camera. Several calibration approaches artificially calibrate
targets such as checkerboard patterns or specially designed
targets to establish correspondences between 2D images and
3D point clouds [7], [8], [9], [10], [11], [12], [13]. These
methods formulate calibration as an optimization problem
by detecting, extracting, and matching predefined targets
across sensor data. Although such approaches offer sufficient
accuracy under controlled conditions, their practical utility
is poor owing to the dependence on a predefined traditional
target. This poses issues because of the extrinsic parameter
instability problem, attributable to several factors such as
thermal expansion or mechanical vibrations during sensor
usage.

To tackle this issue, various studies have introduced
targetless calibration techniques [14], [15] that remove
the requirement for predefined calibration targets by inde-
pendently estimating extrinsic parameters using existing
common objects in the environment, such as a line or a corner.
However, these techniques can only extract basic features
such as pixel intensities or edge information, indicating
high dependence on a scene, and cannot function in the
absence of features. Therefore, to overcome this real-world
dynamic scenario problem, an adaptive solution based on
deep learning (DL) can be employed. DL-based approaches
have recently gained attention as effective alternatives for
extrinsic calibration approaches [16], [17], [18], [19], [20],
[21], [22]. DL-based approaches can automate the calibration
workflow during usage, minimize the need for manual
adjustments, and sustain high accuracy even under fluctuating
environmental conditions. These can be achieved because
DL-based approaches can autonomously learn robust feature
representations and estimate sensor transformations in real
time.

However, when autonomous driving is employed under
normal and adverse weather conditions, applying DL-based
extrinsic calibration becomes challenging. Under adverse
weather conditions, factors such as heavy rain, fog, and
snowfall can introduce significant noise and distortions in
sensor measurements, complicating the calibration process

as the noise levels in the image data or point cloud data are
affected. Employing a denoising mechanism is essential to
maintain reliable perception and safe operation in real-world
environments and ensure accurate calibration under these
conditions.

In this study, we introduce a novel online method for
calibrating the extrinsic parameters between a monocular
camera and a single LiDAR sensor. Unlike existing DL-based
calibration approaches, our proposed model incorporates a
denoising mechanism, rendering it particularly well-suited
for deployment under adverse weather conditions. As high-
quality adverse weather datasets are scarce, we trained
our model using the Canadian Adverse Driving Conditions
(CADC) dataset [23], which contains several snowy driving
scenes from Canada. The main contributions of this study are
as follows:

1) We propose Snow-Calib, a novel end-to-end deep
learning framework designed to estimate extrinsic
calibration parameters between LiDAR and cam-
era sensors under adverse weather conditions. The
architecture consists of three main components: a
custom-developed feature extraction layer, a feature
matching layer, and a global feature aggregation
network.

2) To the best of our knowledge, Snow-Calib is the first
approach that combines snow noise image denoising
and camera-LiDAR extrinsic calibration methods.
Snow-Calib is more suitable than the current common
approaches when handling adverse weather conditions,
such as snowy weather.

3) We designed a custom neural network architecture
that incorporates a novel encoder based on cascade
and pyramid dilated convolutions and an attention
mechanism to implement the feature extraction part of
Snow-Calib.

4) In addition, we integrated the denoising mechanism
directly within the proposed feature extraction part of
the proposed DL model.

5) The source code is publicly available.

The organization of this article is as follows: Section I
introduces the topic and outlines the motivation for this
study. Section II reviews the existing techniques used for
LiDAR–camera extrinsic calibration. Section III describes
the methodology and presents the proposed approach in
detail. Section IV presents and analyzes the experimental
results obtained. Lastly, Section V summarizes the main
findings and discusses potential directions for future research
in this area.

II. RELATED WORKS
A. METHODS USED FOR CAMERA-LIDAR EXTRINSIC
CALIBRATION
Over the years, several methods have been developed for
LiDAR-camera extrinsic calibration, broadly categorized into
three paradigms, namely, target-based (relies on artificial
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markers), targetless (relies on natural features), and learning-
based (involving deep neural networks). Each category
addresses calibration challenges via distinct methodolo-
gies, balancing trade-offs between accuracy, environmental
constraints, and adaptability. This section reviews the devel-
opment of these methods and their applicability in real-world
systems.

1) TARGET-BASED CALIBRATION METHODS
Target-based calibration methods rely on objects with certain
shapes or structures as targets to capture correspondence
between a camera and LiDAR. Most studies related to
target-based calibration methods have used checkerboards as
a calibration target, which provide well-defined geometric
features, such as corners, edges, and planar surfaces, that can
be reliably extracted and matched between image and point
cloud data [9].

Recent research has enhanced the performance of
checkerboard-based calibration methods to satisfy the strin-
gent requirements of sensor fusion in industrial applications.
For example, Wang et al. [8]. introduced 3D-CALI, a novel
method for using a checkerboard target by implementing
the checkerboard as a 3D object using a wall. Fu et al. [9]
introduced a new algorithm for enhancing the performance
of the existing checkerboard-based extrinsic calibration
method by simplifying data capture such that this method
can be implemented even when the LIDAR observes only
a portion of the checkerboard. Jeong et al. [10] introduced
the O3 LiDAR-camera calibration method, incorporating
LiDAR-specific characteristics in the LiDAR-camera cali-
bration process. Based on the experiments conducted, this
approach can be implemented similarly to the existing state-
of-the-art method with much less interaction and is more
automatic.

Other approaches employ other types of targets, such
as trihedral [11], custom planar [12], and spherical [13]
targets, rather than the common checkerboard, to perform
extrinsic calibration. The geometric features of custom
target structures, such as corner points, vertices, edges,
patterns, and boundaries, can be used to establish corre-
spondences between camera and LiDAR modalities. For
example, Agrawal et al. [11] proposed a custom retroreflec-
tive calibration target comprising a trihedral corner in the
center of a square containing a reflective surface. In addi-
tion, Grammatikopoulos et al. [12] proposed a target-based
calibration scheme using planar targets consisting of an
AprilTag fiducial marker and a custom retroreflective target
to implement both spatial and temporal camera and LiDAR
calibration.

Despite the several advantages of target-based calibra-
tion methods, they are unsuitable for real-world imple-
mentation, such as in autonomous vehicles, as manual
intervention is needed in controlled environments such as
laboratories, which requires time and effort. Online or
targetless calibration methods can be used to mitigate these
limitations.

2) TARGETLESS CALIBRATION METHODS
Unlike the previous approach, these methods estimate the
rigid transformation between sensors in uncontrolled, real-
world environments, rather than being limited to controlled
environments such as under laboratory conditions. Targetless
calibration methods facilitate online calibration, particularly
suitable for applications such as robots and autonomous
vehicles, as these methods can identify and correct sensor
misalignments during operation. This capability maintains
calibration accuracy and stability during use.

Bai et al. [14] introduced a targetless calibration method
that uses line features to align extrinsic parameters between
camera and LiDAR sensors. This method is based on the
insight that line features are commonly present in several
environments, making these features a robust and reliable
basis for establishing correspondences between different
sensor modalities. In addition, Ou et al. [15] introduced
a targetless calibration method that uses visual SLAM
to extract key points from camera images, coupled with
hand-eye calibration principles, to estimate the extrinsic
parameters between LiDAR and camera sensors.

Despite several advantages of targetless calibration tech-
niques, they still rely on the existence of predefined-
environment-rich features such as lines and corners. A chal-
lenge, such as a low-feature environment, can negatively
impact calibration accuracy.

3) LEARNING-BASED CALIBRATION METHODS
Neural networks, particularly convolutional neural networks
(CNNs), can learn and identify patterns within visual
data. Therefore, researchers have applied learning-based
approaches to automate the calibration process by learning
the correspondence features related to the 2D image data from
a camera and the 3D point cloud data from LiDAR, elim-
inating dependency on manually defined features. RegNet,
the foundational technology in this domain, was introduced
by Schneider et al. [16]. RegNet employs a dual-branch CNN
architecture for feature extraction, followed using fully
connected layers to regress extrinsic calibration parameters
with several iterations through the DL model.

Furthermore, CALNet, introduced by Shang and Hu [17],
extends RegNet by integrating spatial pyramid pooling
to optimize multi-scale feature matching. Zhao et al. [18]
proposed a method, CalibDNN, which implements a similar
general structure of the DL model as RegNet but achieves the
same calibration results within a single iteration, significantly
improving computational efficiency. Shi et al. [19] reported
CalibRCNN, incorporating recurrent neural networks to cap-
ture spatial and temporal features during correspondence esti-
mation. Wu et al. [20] introduced a method called PSNet and
discussed the advantages of incorporating several different
resolutions into the feature extraction part. Wang et al. [21]
introduced MRCNet, a new approach, using multi-resolution
feature extraction with optical center distance loss, a new
concept that considers the camera’s optical imaging
characteristics. This method clarifies image features rapidly
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FIGURE 1. Neural network proposed in this study handles 2D image data in conjunction with snow-noised depth image data derived from mis-calibrated
point cloud projections. It generates translation vectors and rotation quaternions, which are integrated into transformation matrices. These matrices will
be iteratively refined progressively across our model at various stages.

and accurately. Xiao et al. [22] presented CalibFormer,
a novel transformer-based DL model for calibration,
leveraging the understanding of general features from
transformers to improve the overall calibration process.

B. DENOISING DATA CORRUPTED BY SNOW
The presence of snow noise presents a significant challenge
in image and point cloud processing, as the irregular, semi-
transparent nature of snow particles can obscure important
scene details and degrade data quality. Traditional denoising
methods, such as outlier removal, have been adapted to
address snow noise by leveraging the characteristics of point
cloud data containing snow noise. Although these techniques
can mitigate some noise, they have certain limitations
in terms of speed and accuracy. By contrast, learning-
based methods have demonstrated superior performance
during snow noise removal by automatically extracting
complex features and distinguishing snow particles from the
underlying image and 3D LiDAR point cloud content.

Recent research has overcome the denoising problem,
particularly in the context of snow-induced noise. Current
studies have explored various approaches, including statis-
tical and filtering methods [24], [25], [26], [27] and DL
techniques [28], [29] for denoising point clouds data and
used DL-based methods for denoising 2D images [30],
[31], [32] for applications involving both point cloud and
images. Park et al. [26] proposed a low-intensity outlier
removal method that uses snow particle characteristics, as the
intensities of snow particles are lower than those of other
points at the same distance. Based on this, the authors
implemented an algorithm to eliminate snow by deleting
points with intensity values below a specified intensity
threshold. Yu et al. [28] proposed a DL-based method for the
snow denoising of 3D point cloud data based on Discrete
wavelet transform (DWT) layer. DWT layer can generate
sparse representations on image data, and a corrupted signal
owing to additive noise commonly becomes less sparse under

DWT than the underlying clean one. From this, the authors
implemented the DWT layer onto their proposed AI model.

A notable gap exists in learning-based methods for the
extrinsic calibration between LiDAR and the camera under
adverse weather conditions. The possibility of noise, such as
the presence of snow particles inside the image or point cloud
data, can affect calibration. Building on these findings, the
present study develops a dedicated end-to-end DL framework
that leverages these denoising strategies to enhance the
performance of camera-LiDAR extrinsic calibration under
snowy weather conditions.

III. METHODOLOGY
Our proposed network receives a pair of camera images and
a depth image produced from a misaligned LiDAR point
cloud as input. Subsequently, the difference between the
initial calibration parameters (T init) and the ground truth
values (TLC) is predicted. Initially, the model separately
extracts features and implements a denoising mechanism
simultaneously from each input and subsequently computes
correlations between the extracted features. Using these
correlations, the network predicts the deviations in calibration
parameters. The complete process is illustrated in Fig. 1.

A. DATA PREPROCESSING METHOD
The initial extrinsic parameters, represented as a matrix and
denoted as T init, are obtained from the datasets used in this
study. These parameters consist of both rotation (Rinit) and
translation (t init) components and they allow the point cloud
data to be transformed from the original coordinate frame into
the coordinate system of the camera. This transformation is
based on the following equation:

pcdcamera = Tinit · pcdlidar =

[
Rinit tinit
0 1

]
·


xi
yi
zi
1

 (1)

182754 VOLUME 13, 2025



M. F. Mummtaz et al.: Snow-Calib: Deep Learning-Based Camera-LiDAR Extrinsic Calibration

FIGURE 2. Feature extraction architecture equipped with DTCWT layers.

After transforming the point cloud data into the coordinate
system of the camera, the camera’s intrinsic parameters are
applied to project this 3D point cloud data onto the 2D
image plane via the pinhole camera model. In this step,
each 3D point, Pi = (x i, yi, zi) has the corresponding x and
y coordinate data mapped into a corresponding 2D pixel
location, pi = (ui, vi), whereas the z coordinate determines
the depth of each point in the image plane. Depth images are
generated by assigning inverse depth values (z values) as pixel
intensities at the respective locations. This projection can be
mathematically expressed as follows:uivi

di

 = K · pcdcamera =

f 0 cx 0
0 f cy 0
0 0 1 0

 ·


xi
yi
zi
1

 (2)

Here, d i denotes the inverse depth of the LiDAR point
cloud data following its projection onto the image plane.
Additionally, K, which consists of f (focal length) and c
(principal points), represents the intrinsic parameters of the
camera sensor.

B. NETWORK ARCHITECTURE
The overall architecture of the proposed calibration network
consists of three main components, i.e., two separate feature
extraction branches for depth and RGB images, a feature
matching layer, and a regression layer. The following section
explains the structure and role of each component in detail.

1) FEATURE EXTRACTION
The feature extraction network begin with an initial con-
volutional layer containing a 7 × 7 kernel with a stride
of 2, followed by a batch normalization layer, an activation
function, and a 3 × 3 max-pooling layer with a stride of
2. This is followed by four sequential extraction stages,
each incorporating a down-sampling operation at the last

FIGURE 3. Residual atrous cascade convolution layers in each stage of
the feature extraction layer.

extraction layer that reduces the spatial resolution to h
2 ;
w
2 , and

a denoising layer to enhance feature quality at every stage as
shown in Fig 2.

Inspired by LiSnowNet [28], we denoised the snow particle
noise present in the data using a wavelet transform (WT)
layer. WT functions as a multi-scale representation tool
for image data. Although DWT is commonly employed in
multi-scale image fusion frameworks such as LiSnowNet
owing to the ability to minimize structural distortions, DWT
also exhibits limitations such as shift variance, aliasing
artifacts, oscillatory responses, and restricted directional
sensitivity [33].

Complex wavelet transform (CWT) mitigates these
issues by offering an improved alternative by leveraging
complex-valued oscillatory basis functions, enhancing
directional selectivity and stability in multi-dimensional
signal analysis. Based on CWT, Cotter et al. [34] introduced
a dual tree complex wavelet transform (DTCWT), a recent
advancement over the DWT, offering near shift invariance
and improved directional selectivity in two or more
dimensions. Based on this reference, we implement the
DTCWT layer in our feature extraction network as a
denoising layer for each output from stages 1–3, yielding a
learnable denoising mechanism for the RGB image and depth
image data.

Besides that, we also implemented atrous-based convolu-
tions into our network, instead of using common conventional
convolutional layers that only focus on local receptive fields,
which complicate the capture of the global context scene by
the network [35]. Atrous (dilated) convolution expands the
effective receptive field by introducing gaps between kernel
elements. These gaps determine the spacing between adjacent
weights in the convolutional filter. When the dilation rate is 1,

VOLUME 13, 2025 182755



M. F. Mummtaz et al.: Snow-Calib: Deep Learning-Based Camera-LiDAR Extrinsic Calibration

FIGURE 4. Convolution layer module with atrous pyramid branches within the feature.

the operation reduces to a standard convolution. For a kernel
of size k and dilation rate r, the resulting receptive field size
is calculated as follows:

p = k + (k − 1) × (r − 1) (3)

Therefore, we propose the integration of a novel residual
atrous cascade convolutional (RACC) layer into the feature
extraction network, as illustrated in Fig. 3. The RACC
architecture consists of:

1) A point-wise convolutional block (1 × 1 kernel,
stride=1) for channel-wise feature transformation.

2) A cascaded dilation convolution block comprising
two sequentially stacked 3 × 3 convolutional layers
with uniform dilation rates of 2, stride=1, batch
normalization, and activation functions.

3) A 1 × 1 convolutional layers (stride=1) with batch
normalization to refine channel interactions.

Additionally, the RGB branch further incorporates a spatial
attention mechanism [36] to emphasize salient regions.
A residual connection implemented via point-wise convolu-
tion matching the stride of the final convolutional layer, this
will bridges the input and output to mitigate gradient degra-
dation. The output is processed via an activation function
and a dropout layer (rate = 0.1) to enhance regularization.
This design enables multi-scale feature aggregation while
preserving spatial integrity through a dilated receptive field
and attention-guided refinement.

Furthermore, at the end of the extraction stage, we integrate
an atrous pyramid branch convolution comprising four
parallel branches, as illustrated in Fig. 4. Each branch
employs depth-wise convolutions with distinct dilation rates
(1, 3, 5, 7), followed by batch normalization and LeakyReLU
activation. The outputs are concatenated and reshaped into
a 4D tensor and subsequently processed through channel
attention modules inspired by EPSANet [37]. These modules
apply adaptive average pooling, followed by two fully
connected layers with LeakyReLU and sigmoid activations,
to generate branch-specific attention weights. After softmax
normalization across branches, the weights modulate features

via element-wise multiplication. The refined features are
aggregated and projected back to the original channel dimen-
sion using a depth-wise-grouped pointwise convolution.

2) FEATURE MATCHING
In the feature matching part, the dot product of paired feature
maps between the RGB and depth branches is calculated
based on LCCNet [38]. This generates a 3D correlation
volume, which identifies spatial relationships between the
features derived from both sensor modalities. The correlation
volume is crucial for precisely calibrating LiDAR-camera
extrinsic parameters. The mathematical representation of this
3D correlation volume is defined as follows:

C(xrgb(pi), xlidar(pj)) =

⋃
i,j∈D

(
(xrgb(pi))T , xlidar(pj)

)
(4)

where x(pi) denotes the feature of RGB images or depth maps
at the ith or jth position in the corresponding feature map, T is
the transpose operator, and D represents the set of points in a
square area, which is the feature map area. The correlation
value is computed at each stage using the output feature
from the cascade-pyramid feature extraction layers from both
modalities. By implementing the 3D correlation volume, the
network estimates optical flow between the two feature sets.
A learning-based layer handles this estimation, employing a
standard convolutional layer to generate a two-channel output
that encodes horizontal (x-axis) and vertical (y-axis) flow
vectors.

3) GLOBAL REGRESSION
In the global regression part, the correlation information
derived from both the RGB and depth image features
is further analyzed. The structure of this part includes
several layers of convolutional blocks paired with an average
pooling layer to downsample features while retaining critical
spatial information. Following pooling, several layers of fully
connected layers process the compressed features, which sub-
sequently diverge into two pathways, i.e., one that computes
rotational parameters as a 1 × 4 quaternion representation
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TABLE 1. Assessment of iterative prediction using the multi-range network method.

and the other that generates a 1 × 3 translational vector.
Therefore, the rotational matrices and translational vector
directly correspond to the extrinsic parameters of the camera
and LiDAR.

This novel architecture significantly improves the abil-
ity of the model to gather contextual information. This
enhancement decreases the number of layers in the feature
extraction module while maintaining high performance,
yielding a model with a reduced number of overall weights.
Additionally, this model is highly effective for predicting the
correct extrinsic calibration value between the camera and
LiDAR.

C. LOSS FUNCTIONS
In this study, we used two types of errors, i.e., translation
and rotation errors, which quantify positional inaccuracies
between predicted and actual sensor alignments. To deter-
mine translation loss, we calculate the Euclidean distance
(L2-norm) between the predicted translation vector (tpred )
and the ground truth (tgt ) across all of the N -th data as
follows:

Ltrans =
1
N

·

N∑
i=1

√∥∥∥t ipred − t igt
∥∥∥
2
+ ϵ (5)

To determine the rotation error, angular discrepancies are
measured using quaternion values, which are a 4D repre-
sentation of 3D rotations. Unlike Euler angles, quaternions
avoid singularities and enable smooth interpolation. First, the
predicted quaternion (qpred ) is normalized to a unit vector,
as valid rotations require quaternions with magnitude 1. The
normalization calculation is as follows:

qnorm =
qpred√∥∥qpred∥∥2 + ϵ

(6)

The error is subsequently computed as the Euclidean
distance between the normalized predicted quaternion (qnorm)
and the ground truth quaternion (qgt ). The quaternion repre-
sentation is used to determine the rotation loss (Lrot ) because
the quaternion effectively encodes rotational information in
a compact form. In this approach, the Euclidean distance
directly measures the difference between the predicted and
true quaternions, providing a straightforward metric for
determining rotation error. The Euclidean distance between
two quaternions is defined as follows:

Lrot =
1
N

·

N∑
i=1

√∥∥∥qinorm − qigt
∥∥∥
2
+ ϵ (7)

Based on these two loss functions, a translation (Ltrans)
and a rotation losses (Lrot ) are summed to form a total model
prediction loss as follows:

LTotal = Ltrans + Lrot (8)

D. CALIBRATION INFERENCE
Instead of directly predicting the extrinsic parameters,
we estimate their deviations from the initial values (Tinit ), i.e.,
the random values generated as error values for the ground
truth (1Tpred ). The final extrinsic parameters (T̂LC ) are
subsequently calculated by multiplying the inverse prediction
error values with the initial values as the following function:

ˆTLC = 1T−1
pred · Tinit (9)

Additionally, to systematically improve the range of
extrinsic parameter errors and achieve precise extrinsic
calibration, we employ multiple networks, each tailored
to solve different levels of miscalibration errors, with a
translation miscalibration range defined as [−x, x] where x ∈

1.5m, 1.0m, 0.5m, 0.2m and the rotation miscalibration range
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TABLE 2. Results of the multi-frame model evaluation.

TABLE 3. Comparative analysis with existing learning-based approaches.

is defined as [−y, y], where y ∈ 20◦, 10◦, 5◦, 2◦. Implement-
ing the newly introduced feature extraction approach with
a cascade and pyramid-based dilated convolutional layers
enabled our network to complete the calibration process using
fewer parameters than previous methods in four sequential
refinement stages.

IV. EXPERIMENTS AND RESULTS
A. DATASET
The experiment was conducted using the Canadian Adverse
Driving Conditions (CADC) dataset, which captures driving
scenarios under adverse weather and road conditions in
Canada. This dataset comprises a three-day package of data;
however, our focus was only on snow noise-related data,
which only relates to a one-day package of data 2019-02-
27. We implemented this package into our training scheme;
however, this package consists of 46 data sequences, but
only 42 data sequences were utilized as training data (20864
frames) and 3 data sequences, i.e., ’0002,’ ’0025,’ and ’0047’
(1215 frames) as validation and testing data. We did not
include sequence number ’0066’ owing to a problem related
to the synchronization algorithm, as mentioned by the dataset
provider.

The dataset comprises data from RGB cameras and
Velodyne LiDAR, among other sensors such as global
positioning systems and inertial measurement units. In this
study, we used the RGB images captured by cameras and
point cloud data captured by LiDAR to generate depth maps.

The dataset offers synchronized versions of RGB
images and point cloud data, ensuring precise alignment
between visual and depth information. This synchronization

eliminates the need for additional processing to align
the two data types, accurately generating depth maps
and reliably integrating camera and LiDAR data for the
extrinsic calibration task. To simulate misalignment in the
LiDAR-camera system, the point cloud data is intentionally
misaligned using randomly generated transformation errors,
as mentioned in Section III.

B. IMPLEMENTATION DETAILS
1) TRAINING DETAILS
For implementation, we built and trained this model using the
PyTorch framework, running on an NVIDIA RTX 3090 Ti
GPU, an Intel Xeon Silver 4215R CPU, and 32 GB of RAM,
with CUDA version 11.8 used for GPU acceleration. The
model possessed approximately 11.9 million parameters. For
training, we used a batch size of 24, running for 300 epochs,
with the original resolution of the image padded to 1280 ×

1024 and subsequently resized to 640 × 512 as the input for
the model. We trained the network using the Adam optimizer
with a learning rate of 1e-4, which decreased by a factor of
0.3 when the validation results failed to improve over five
consecutive checks.

2) EVALUATION METRICS
The performance of the proposed method was assessed by
comparing the predicted calibration parameters with the
corresponding ground truth values. Translational accuracy
was measured by calculating the Euclidean (L2-norm)
distance between the predicted and actual translation vectors,
as expressed below.

Et = ∥tgt − tpred∥2 (10)
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TABLE 4. Ablation experiment results.

FIGURE 5. Visualization of the calibration result using Snow-Calib. From left to right sequentially: initial misalignment,
calibration result and ground truth.

where tgt is the ground truth and tpred is the predicted
translations. Meanwhile, for calculating rotational accuracy,
we used rotation matrices in the form of Euler angles
(roll, pitch, and yaw) and computed angular errors via
the Euclidean (L2-norm) distance. Furthermore, statistical
measures such as the mean, median, and standard deviation
were obtained for both types of observed errors.

C. RESULTS AND DISCUSSION
The proposed DL model was assessed using experiments
that involved training, validation, and testing on a single
day of data from the CADC dataset 2019-02-27. During
model training, we used every data sequence, i.e., a total
of 20,864 frames, except for sequences numbers ’0066’
because there are some problems in this sequence and
also sequences number ’0002,’ ’0025,’ and ’0047.’ These
three data sequences were used for validation and testing,
including a total of 1,215 frames. Table 1 summarizes
the calibration performance achieved using the multirange
refinement approach. The proposed model yielded a mean
translation error of 1.779 cm (x: 1.292 cm, y: 0.542 cm, z:

0.734 cm). Concurrently, the mean rotation error represented
by Euler angles was 0.231◦, and the specific roll, pitch, and
yaw errors were 0.074◦, 0.077◦, and 0.540◦, respectively. The
increased variability in yaw estimation caused mainly from
insufficient horizontal depth information, especially in linear
or monotonous road environments that lack distinctive lateral
features.

The detailed results of the multi-frame analysis are
explained based on the data included in Table 2. The
proposed model yielded a mean translation accuracy of
1.761 cm, with specific component errors of x: 1.256 cm,
y: 0.545 cm, and z: 0.747 cm. Concurrently, the mean
rotation error represented by Euler angles was measured at
0.229◦, comprising roll, pitch, and yaw errors of 0.076◦,
0.077◦, and 0.536◦, respectively. Additionally, we compared
the proposed method with other learning-based methods
(Table 3). As no other studies have been conducted on
learning-based extrinsic calibration of LiDAR and cameras
under snowy conditions, we considered the methods trained
using the KITTI Odometry [39] dataset. Although both
datasets use the same sensors (LiDAR and a pinhole camera),
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KITTI contains data obtained under regular sunny conditions
without severe snow particle noise. We compared the results
obtained with those obtained from the other methods using
the KITTI Odometry dataset, because initial attempts to train
reference models on the CADC dataset using the original
authors’ configurations resulted in non-converging training
losses. From our perspective, this can occur because of the
presence of snow noise data.

Within comparable misalignment ranges (±1.5m, ±20◦),
our proposed model demonstrated superior performance
to RegNet, achieving reduced translation and rotational
errors (roll and pitch). Although the performance of our
method does not surpass that of MRCNet in terms of
most error metrics, the former still yields competitive
results, with translation errors of approximately 1 cm and
rotation errors below 0.6◦. Importantly, our model main-
tains these high performance levels despite its lightweight
architecture, which offers advantages in terms of compu-
tational efficiency and deployment on resource-constrained
platforms. These results indicate that our approach is
competitive with other learning-based methods in mit-
igating the effects of snow noise in the dataset and
provides a favorable trade-off between accuracy and model
complexity.

To determine the impact of incorporating both Residual
Atrous Cascade Convolution (RACC) and Atrous Pyramid
Branches Convolution (APBC) layers on precision improve-
ment, we constructed three separate models for comparison:
the baseline with the RACC component, the baseline with the
APBC component, and our overall foundational model with
RACC and APBC component.

As the outcomes of our proposed method is based on the
multi-range iterations, we chose to train the network with the
all four error ranges. The outcomes of our ablation study,
comparing the three models, are presented in Table 4. This
table summarizes the performance of each model in terms of
calibration accuracy, including translation and rotation errors.
The results allow us to assess the individual and combined
effects of the RACC and APBC component on the precision
of the calibration process.

As shown in Table 4, we test the proposed model with only
RACC component across translation and rotation parameters.
For translation errors, the tested models demonstrate higher
error values compared to our proposed approach, with
mean errors increasing from 1.761 cm (proposed model) to
1.908 cm, especially in the Y and Z axes. Conversely, for rota-
tion errors, the tested models achieve superior performance
in Yaw and Roll dimensions, where mean errors decreasing
from 0.229◦ (proposed model) to 0.143◦. The incorporation
of the RACC component in our proposed architecture signif-
icantly enhances rotational parameter estimation, resulting in
reduced rotation errors. This improvement can be attributed to
the module’s multiple cascaded atrous convolutional layers,
which progressively capture multi-scale spatial contexts at
varying receptive field sizes, with the extracted features
subsequently processed through a spatial attentionmechanism

that identifies and emphasizes salient regions within the
feature maps.

In the second comparative scenario, we evaluate the
proposed model incorporating only the APBC component.
The results demonstrate that the rotation error performance
slightly increases, with mean errors increasing from 0.229◦

(proposed model) to 0.376◦, particularly in the Pitch and
Yaw dimensions. Conversely, the tested model achieves sig-
nificantly superior translation error performance, with mean
errors substantially decreasing from 1.761 cm (proposed
model) to 1.620 cm. This enhanced accuracy stems from
the integration of the APBC component, which employs
parallel branches with varying dilation rates corresponding
to feature maps at different scales. Specifically, branches
with small dilation rates capture short-range spatial depen-
dencies, while those with large dilation rates establish
long-range spatial correlations across the feature space.
Each branch is subsequently processed through a channel
attention mechanism that identifies and emphasizes the most
relevant feature channels, enabling the model to effectively
distinguish between proximate and distant objects within
the input imagery and thereby improving overall calibration
accuracy.

These results demonstrate the effectiveness of both APBC
and RACC component in our pipeline, and also reflect the
importance of incorporating multi-scale context information
to produce better capabilities for the calibration task.

V. CONCLUSION
This study introduces a DL framework for calibrating
extrinsic parameters between LiDAR and camera systems.
The DL model is equipped with an innovative feature
extraction approach using convolutional layers containing an
atrous cascade and atrous pyramid branches integrated with
attentionmechanisms at each processing stage. By processing
an RGB image and a generated depth image from a point
cloud as the input, the proposed method successfully corrects
initial misalignments of up to±1.5 m in translation and±20◦

in rotation, achieving good calibration results. The perfor-
mance metrics reveal mean translation errors of 1.256 cm
(X), 0.545 cm (Y), and 0.747 cm (Z) and rotation errors
of 0.076◦ (roll), 0.077◦ (pitch), and 0.536◦ (yaw). These
outcomes were obtained by employing a neural network
model containing 11.9 million parameters only, making the
model notably lighter than most current models (for instance,
MRCNet uses approximately 75 million parameters). Future
research efforts will expand the model to cover other extreme
weather conditions, such as rain and fog, by integrating
specialized datasets from these environments. Subsequent
research may investigate advanced AI training paradigms
to further optimize calibration accuracy and generalization
capabilities.
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