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Abstract
Federated learning (FL) in mobile robotic systems faces per-
sistent challenges, including network instability, agent dropout,
and non-i.i.d. data distributions. We propose AROM (Adap-
tive Robust Optimization with Momentum), a fully decen-
tralized optimization framework that enables scalable and re-
silient learning without centralized coordination. AROMmit-
igates gradient staleness through momentum-based smooth-
ing, enhances resilience via adaptive consensus penalties,
and reduces communication overhead using scheduled peer-
to-peer updates. Thesemechanisms are unified under a control-
theoretic interpretation, wherein each agent’s update em-
ulates a proportional–integral–derivative (PID) controller:
gradient descent serves as proportional feedback, momen-
tum introduces derivative damping, and adaptive penalties
enforce integral correction. Importantly, each component
is deliberately designed to counter a specific form of sys-
tem degradation: momentum addresses temporal inconsis-
tency caused by communication delay, adaptive penalties
respond to structural volatility from topology shifts, and
communication scheduling alleviates synchronization bot-
tlenecks. Together, these elements form a cohesive mecha-
nism that systematically ensures convergence in dynamic,
uncertain, and asynchronous environments. In contrast to
prior methods that assume static graphs or synchronous
updates, AROM dynamically adapts to network variability
and agent dropout, enabling robust deployment in realistic
distributed robotic systems. Experiments on LiDAR object
detection and semantic layout reconstruction (CubiCasa5K)
show that AROM outperforms decentralized and federated
baselines in convergence speed, consensus accuracy, and
generalization. A comprehensive sensitivity analysis further
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confirms AROM’s robustness under varying communication
and topology conditions.
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1 Introduction
The increasing deployment of edge devices and autonomous
agents, such as UAVs and mobile robots, has underscored
the need for decentralized learning algorithms that remain
robust in real world conditions. These include intermittent
connectivity, dynamic topologies, non-i.i.d. data, and hetero-
geneous hardware. Although federated learning (FL) sup-
ports privacy-preserving collaboration, most FL frameworks
depend on centralized orchestration and synchronized up-
dates, which are not suitable for bandwidth-constrained or
failure-prone edge systems [1, 2].
We propose AROM (Adaptive Robust Optimization with

Momentum), a fully decentralized optimization framework
formulti-agent systems, such as robotic swarms. AROM elim-
inates the central server and enables each agent to perform
local model updates while asynchronously communicating
with peers. Its core components include momentum-based
smoothing, dual adaptive penalties for consensus, and sparse
communication scheduling for scalability.
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Figure 1: AROM in learning-based control. (a) A neu-
ral policy is optimized via a PID-style adaptive loop.
(b) In decentralized edge learning, dropout, delay, and
disturbance degrade consensus. AROMmitigates these
issues to enable robust agreement. Notation: 𝜃𝑖 — local
model; 𝜃 — global target; 𝛼𝑖 — observation; 𝜏 — control
input; ℓ — local loss.

Control-Theoretic Viewpoint. AROM is based on a control-
theoretic interpretation of distributed optimization [3], where
the update of each agent resembles a PID controller. Gra-
dients act as proportional feedback, momentum provides
damping (derivative term), and adaptive penalties serve as
integral correction. This structure enhances stability under
delay, noise, and partial observability.

Design Challenges. AROM is designed to address the fol-
lowing systemic limitations in edge learning:

• Communication latency and dropout: Updates may arrive
out of sync or be completely lost.
• Heterogeneous agents and data: Devices differ in compu-
tational capacity and sensing distributions.
• Dynamic network topology: The agent graph evolves as
nodes move or disconnect.

To overcome these, AROM incorporates: (i) momentum-
based smoothing to counter delay and noise; (ii) adaptive
consensus penalties for topology-robust updates; and (iii)
sparse peer-to-peer communication for bandwidth efficiency.

Contributions. This paper contributes the following to the
field of decentralized federated optimization:

Figure 2: System-level view of AROM.
Each agent performs local momentum-
augmented updates and intermittently com-
municates with neighbors. Adaptive penalties
enforce agreement under topology drift, delay,
and dropout.

• We introduce AROM, a fully decentralized algorithm
that is resilient to delay, dropout, and network drift.
• AROM unifies control theory and distributed optimiza-
tion by interpreting updates as PID-style feedback loops.
• Extensive experiments on LiDAR-based 3D perception
tasks demonstrate that AROM outperforms baselines
such as DiNNO and DSGT.
• Weprovide robustness and sensitivity analyzes to support
practical deployment in constrained edge settings.

2 Related Work
Decentralized Optimization. Numerous decentralized learn-

ing methods have been developed to support model training
across edge devices and robotic agents. DiNNO [4], DSGT [5],
and DSGD [6] coordinate local updates through peer-to-peer
communication, with the goal of global consensus. However,
many of these algorithms assume synchronized updates and
static connectivity, making them sensitive to message delays,
link failures, and graph variations [7, 8].

Resilience and Communication Efficiency. Recent works
have sought to improve robustness through adaptive step
size methods [9], decentralized experience sharing [10], and
momentum-based acceleration [11, 12]. Although effective in
isolated scenarios, these strategies rarely integrate resilience,
adaptivity, and communication efficiency within a unified
architecture, particularly in settings with partial dropout and
time-varying topologies.

Optimization as Control. A growing body of work has
interpreted optimization through a control-theoretic lens.
Lessard et al. [13] and Fazlyab et al. [14] used integral qua-
dratic constraints and Lyapunovmethods to analyze algorith-
mic stability. Most recently, Chen et al. [3] proposed PIDAO,
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Figure 3: Overview ofAROM: each agent performs local
momentum-based updates and periodically exchanges
parameters. Dual variables 𝜆𝑖 enforce consensus via
adaptive regularization.

a continuous-time optimizer that implements proportional-
integral-derivative (PID) feedback, showing improved perfor-
mance and stability in deep learning tasks. However, these
methods are centralized and do not extend to multi-agent
coordination.

Position of This Work. AROM builds upon these insights by
embedding PID-inspired control into decentralized optimiza-
tion. Integrates proportional (gradient), integral (adaptive
consensus penalty) and derivative (momentum) feedback
to improve resilience under real-world constraints. Unlike
previous work, AROM explicitly targets asynchronous, het-
erogeneous, and failure-prone edge systems, bridging op-
timization theory and control principles in a unified and
deployable framework.
Figure 3 illustrates AROM’s decentralized architecture.

Each agent performs local momentum-augmented updates
on 𝜃𝑖 and communicates asynchronously with neighbors.
The dual variable 𝜆𝑖 integrates disagreement over time, while
the scaling factor 𝜌 dynamically adjusts the intensity of the
regularization.

3 Methodology
Problem Formulation. We consider a decentralized net-

work 𝐺 = (𝑉 , 𝐸) with 𝑁 agents. Each agent 𝑖 ∈ 𝑉 has a
private dataset 𝐷𝑖 , and the global learning objective is:

min
𝜃

𝑁∑︁
𝑖=1

E(𝑥,𝑦)∼𝐷𝑖
[ℓ (𝑓 (𝑥 ;𝜃 ), 𝑦)] , (1)

subject to:
𝜃𝑖 = 𝜃 𝑗 , ∀(𝑖, 𝑗) ∈ 𝐸, (2)

Algorithm1: AROM: Adaptive Robust Optimization
with Momentum
Input: Local dataset 𝐷𝑖 , initial model 𝜃 0

𝑖 , duals 𝜆
0
𝑖 ,

learning rate 𝜂, momentum 𝜇, penalty 𝜌
for each round 𝑘 = 1 to 𝐾 do

if mod(𝑘 , 𝑞) == 0 then
Exchange 𝜃𝑘𝑖 with neighbors 𝑗 ∈ N𝑖

Update duals:
𝜆𝑘+1𝑖 ← 𝜆𝑘𝑖 + 𝜌

∑
𝑗∈N𝑖
(𝜃𝑘𝑖 − 𝜃𝑘𝑗 )

end
for each local step 𝜏 = 1 to 𝐵 do

Compute gradient: 𝑔𝜏
𝑖
= ∇ℓ𝑖 (𝜃𝜏𝑖 )

Update momentum:𝑚𝜏
𝑖
= 𝜇𝑚𝜏−1

𝑖
+ 𝑔𝜏

𝑖

Update model: 𝜃𝜏+1
𝑖

= 𝜃𝜏
𝑖
− 𝜂 (𝑚𝜏

𝑖
+ 𝜆𝑘+1𝑖 )

end
Set 𝜃𝑘+1𝑖 ← 𝜃𝐵𝑖
Adjust penalty: 𝜌 ← 𝜌 · 𝜌scale

end

where each node seeks consensus with its neighbors.
Algorithm. AROM alternates between local momentum-

enhanced updates and asynchronous inter-agent coordina-
tion through dual variables. Algorithm 1 summarizes the
procedure.

Control-Theoretic View. AROM can be interpreted as a dis-
tributed proportional-integral-derivative (PID) controller. Its
components align naturally with control theory:
• Proportional (P): The local gradient ∇ℓ𝑖 acts as imme-
diate feedback, guiding model updates based on current
loss.
• Integral (I): The dual variable 𝜆𝑖 aggregates inter-agent
disagreement over time, enforcing consensus through
accumulated error correction [3].
• Derivative (D): Themomentum term𝑚𝑖 smooths update
dynamics, mitigating oscillations and enhancing stability
in the presence of noisy or delayed gradients [15, 16].

This formulation allows AROM to regulate decentralized
learning dynamics under asynchrony, network drift, and
partial observability, much like a PID controller stabilizes
physical systems.

This structure allows AROM to suppress oscillation, main-
tain consensus, and recover from perturbations—especially
under asynchronous, partially connected settings. Unlike
prior works assuming static graphs or centralized coordina-
tion, AROM dynamically tunes its response to accommodate
real-world uncertainty.
In summary, AROM fuses optimization and control principles
to deliver resilient, decentralized learning in realistic edge
environments. Its design enables robust operation under
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Figure 4: Validation loss on the CubiCasa5K dataset
with 7 decentralized agents.

Figure 5: Qualitative comparison of CubiCasa5K recon-
structions. AROM (top) produces globally consistent
and coherent spatial layouts, while solo training (bot-
tom) yields fragmented and misaligned structures.

non-i.i.d. data, gradient delay, link failures, and intermittent
communication, with provable consensus and convergence
guarantees.

4 Experimental Results
4.1 Training Stability under Data

Heterogeneity
Figure 4 shows that AROMconsistently outperformsDiNNO [4],
DSGT [5], and DSGD [6] in the loss of validation in Cubi-
Casa5K [17]. Its momentum-augmented updates stabilize
training despite skewed local data. Compared to solo training
(Figure 5), AROM yields spatially coherent reconstructions
across nodes.

Validation Performance. WeevaluatedAROMon real-world
LiDAR data collected from three mobile robots operating in
cluttered environments. The dataset includes strong hetero-
geneity, sensor occlusions, and asynchronous measurements
due to mobility. As shown in Figure 6, AROM converges
faster and more stably than all baselines in dynamic com-
munication topologies, nearly matching centralized perfor-
mance.

Mesh Quality Comparison. Figure 7 compares the quality
of reconstruction between AROM and solo learning. AROM
yields denser and cleaner meshes, preserving continuity

Figure 6: Validation loss on real-world LiDAR data col-
lected from mobile agents.

Figure 7: LiDAR-based 3D mapping on real-world se-
quences. AROM (top) produces denser and more con-
tinuous reconstructions than solo training (bottom),
maintaining structural consistency across agents.

Figure 8: Qualitative mesh comparison across AROM,
DiNNO, DSGT, and DSGD.

Figure 9: Reconstruction comparison on indoor layout
task. Ground truth (left) is compared against DiNNO,
DSGT, DSGD, AROM, and AROM with a dynamic com-
munication graph.

across disconnected segments. In Figure 8, we compareAROM
to DiNNO, DSGT, and DSGD, demonstrating its superior
structural alignment.

Figure 9 provides a visual comparison of the quality of the
indoor map reconstruction among the algorithms. DiNNO
and DSGT fail to capture room boundaries, while DSGD suf-
fers from blurry outputs. AROM closely matches the ground
truth layout, maintaining structure even under a dynamic
communication graph. This highlights AROM’s robustness
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not only in convergence but also in spatial consistency under
decentralized and unreliable network settings.

4.2 Robustness to Delay and Network
Dynamics

AROM addresses key challenges in decentralized edge learn-
ing: gradual staleness, link failures, and bandwidth con-
straints through three coordinated mechanisms [7, 18, 15,
3].

Delay Robustness via Momentum. To suppress noise and
mitigate delay, AROM applies momentum-based local up-
dates inspired by heavy-ball and PID methods [15, 3]:

v(𝑡+1)
𝑖

= 𝜇v(𝑡 )
𝑖
+ ∇L𝑖 (w(𝑡 )𝑖

), w(𝑡+1)
𝑖

= w(𝑡 )
𝑖
− 𝜂v(𝑡+1)

𝑖
. (3)

Failure Resilience via Adaptive Penalty. To ensure agree-
ment over dynamic networks, agents update dual variables
using only currently active neighbors, following consensus
optimization approaches [18, 7]:

𝜆𝑘+1𝑖 = 𝜆𝑘𝑖 + 𝜌
∑︁

𝑗∈N (𝑘 )
𝑖

(𝜃𝑘𝑖 − 𝜃𝑘𝑗 ). (4)

Communication Constraints via Scheduling. To reduce band-
width, AROM performs synchronization in every 𝑞 steps,
similar to periodic gossip and communication-efficient pro-
tocols [10, 5]:

Communicate only if 𝑡 mod 𝑞 = 0. (5)

Together, these techniques form a robust framework for
asynchronous and failure-prone decentralized learning.

4.3 Consensus Stability in Dynamic
Networks

We assess inter-agent consistency using the consensus er-
ror [7, 8]:

𝐸cons (𝑡) =
1
𝑁

𝑁∑︁
𝑖=1




w(𝑡 )𝑖
− w̄(𝑡 )




2
, (6)

where w̄(𝑡 ) is the average of all local models. Figure ?? shows
that AROM achieves the lowest steady-state error despite
initial variance, outperforming DSGT, DSGD, and DiNNO
under dynamic communication.
Among all methods, AROM achieves the lowest steady-

state consensus error, with faster convergence than DSGT
and greater adaptability under dynamic graphs than DiNNO.
DSGD remains the most stable, but converges the slowest.
These trends align with the behaviors illustrated in Figure ??.

Figure 10: Consensus error over 200 communication
rounds. AROM (blue) converges faster and more stably
than baselines.

Theoretical Guarantee. On a time-varying graph, AROM’s
updates can be modeled as [5, 7]:

w(𝑡+1)
𝑖

=
∑︁

𝑗∈N (𝑡 )
𝑖

𝑊
(𝑡 )
𝑖 𝑗

w(𝑡 )
𝑗
− 𝜂v(𝑡+1)

𝑖
. (7)

Assuming bounded noise and persistent connectivity [7], the
consensus error satisfies [8]:

𝐸cons (𝑡 + 1) ≤ 𝜆 (𝑡 )2 𝐸cons (𝑡) +𝐶𝜂2𝜎2, (8)

where 𝜆 (𝑡 )2 is the second-largest eigenvalue of the time-varying
graph Laplacian. AROM’s low steady-state error confirms
this bound in practice.

Theoretical Insight. Building on prior work on consensus
in dynamic networks [7, 8], we observe that AROM’s updates
yield a contraction bound under standard assumptions such
as persistent connectivity and bounded noise. Letting𝑤 (𝑡 )

𝑖

be the local model and 𝑤̄ (𝑡 ) the network average, we obtain:

E∥𝑤 (𝑡 )
𝑖
− 𝑤̄ (𝑡 ) ∥2 ≤ 𝜆𝑡𝐶 +𝐶′𝜂2𝜎2,

where 𝜆 < 1 reflects the network mixing rate. This bound
aligns with the observed consensus decay in Figure 10.

4.4 Hyperparameter Sensitivity
Hyperparameter Selection. We conducted a grid search

over communication interval 𝑞 ∈ {1, 5, 10}, regularization
weight 𝜆 ∈ {0.1, 1.0, 10.0}, and momentum coefficient 𝜇 ∈
{0.3, 0.5, 0.7} on a held-out validation set. The best configura-
tion was selected based on average validation loss. Baseline
methods used default or recommended settings from their re-
spective papers [5, 6]. Robust decentralized learning requires
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careful control over update variance, consensus enforcement,
and communication cost [3, 7]. AROM tackles these through
three tunable parameters: communication interval (𝑞), mo-
mentum (𝜇), and regularization strength (𝜆). We analyze how
each component contributes to learning resilience under het-
erogeneous and delayed settings.

Individual Hyperparameter Effects. Figure 11 shows the
validation loss distributions as we vary 𝑞, 𝜆, and 𝜇 indepen-
dently.

• Communication interval (𝑞): Balances synchroniza-
tion and communication overhead [2]. Moderate in-
tervals (𝑞 = 5) achieve the best trade-off. Too frequent
(𝑞 = 1) increases instability, while sparse intervals
(𝑞 = 20) reduce consensus.
• Regularization strength (𝜆): Controls how strongly
agents align. Weak regularization (𝜆 = 0.01) fails un-
der delay, while moderate values (𝜆 = 1–10) improve
stability [7, 1].
• Momentum coefficient (𝜇): Acts as a noise filter [15,
16]. Values in 0.3–0.5 range suppress gradient noise
and accelerate convergence. Higher values (𝜇 = 0.7)
may cause overshooting and degrade generalization.

Figure 11: Validation loss across individual hyperpa-
rameters. AROM achieves stable convergence at 𝑞 = 5,
𝜆 = 10, 𝜇 = 0.3–0.5.

Joint Hyperparameter Effects. We further examine the in-
teraction between 𝜆 and 𝜇 in two communication regimes
(𝑞 = 1 and 𝑞 = 5), shown in Figure 12.

- At 𝑞 = 1, low regularization (𝜆 = 0.01) and low momen-
tum (𝜇 = 0.1) lead to severe instability (loss > 1.4). - At
𝑞 = 5, the system becomes more robust: AROM achieves the
lowest loss (0.319) at (𝜆 = 10, 𝜇 = 0.7). - These results con-
firm that adaptive regularization and tuned momentum can
effectively suppress error accumulation under sparse com-
munication and delay **, aligning with the control-theoretic
PID principles [3].

Recommended Configuration. We adopt the following sta-
ble configuration in all experiments (Table 1). It is selected
via grid search to balance accuracy, robustness, and commu-
nication efficiency.

Figure 12: Validation loss heatmaps across (𝜆, 𝜇) under
different communication intervals.

Table 1: Recommended hyperparameter settings for
AROM.

Parameter Symbol Value

Learning rate 𝜂 0.01
Momentum coefficient 𝜇 0.5
Regularization coefficient 𝜆 1.0
Communication period 𝑞 5
Penalty scaling factor 𝜌scale 1.2

While we omit explicit ablation plots due to space, we ob-
serve that removingmomentum leads to unstable oscillations
under delay, and disabling adaptive penalties undermines
consensus, confirming each component’s critical role.

5 Conclusion
We introduced AROM, a decentralized learning framework
for real-world edge and robotic systems. It addresses key
challenges such as non-i.i.d. data, network delay, and inter-
mittent connectivity by combining momentum-enhanced up-
dates, adaptive regularization, and communication-efficient
synchronization.

Key contributions include:
• Data Robustness: AROM outperforms DiNNO [5],
DSGT, and DSGD [6] under non-i.i.d. settings, achiev-
ing stable convergence on skewed data.
• Momentum-Based Stability: Local momentum re-
duces gradient variance and accelerates convergence,
especially under asynchrony and non-convexity [15,
16].
• Resilience to Network Variability:AROM adapts to
changing connectivity and link failures, maintaining
consensus despite topology shifts [7, 8].
• Communication Efficiency: Scheduled, sparse com-
munication reduces bandwidth without sacrificing ac-
curacy [10, 4].
• Scalable and Tunable: AROM is robust across wide
hyperparameter ranges (𝑞, 𝜆, 𝜇), requiring minimal
tuning [12, 3].
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Overall, AROM offers a principled framework for de-
centralized learning in unreliable, heterogeneous, and
bandwidth-constrained environments. Its control-theoretic
and optimization-driven design supports deployment in mo-
bile multi-agent systems and edge AI. Future work will ex-
plore deployment-level enhancements such as compression,
dropout detection, and real-time monitoring.
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