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ABSTRACT Unsupervised time-series clustering and timely anomaly detection are critical inmanufacturing,
where large volumes of streaming data are collected but labeled information is scarce. These tasks
support both the discovery of underlying operational patterns and the early detection of abnormal
behaviors – capabilities essential for reliable process monitoring. Nevertheless, deploying time-series
models in manufacturing faces two major challenges: 1) many existing models rely on specific modeling
choices that lack the flexibility to accommodate process-driven data shifts, and 2) diverse operational
states induce heterogeneity among normal instances, limiting the effectiveness of conventional anomaly
detection methods. To address these issues, we propose a modular, encoder-agnostic framework that is
universally compatible with diverse architectural and learning assumptions. Our method first learns temporal
representations via self-supervision and then applies Gaussian mixture modeling to structure a cluster-
friendly latent space that accommodates operational diversity while enabling likelihood-based anomaly
scoring. We improve robustness through numerically stable likelihood computation and practical update
schemes for mixture parameters, facilitating seamless plug-and-play integration with a wide range of
temporal encoders. Our method consistently outperforms strong baselines in both clustering and anomaly
detection tasks, including the challenging setting of multi-class anomaly detection, as demonstrated through
comprehensive experiments on benchmark time-series classification datasets. We further validate the
framework’s effectiveness through evaluations on a real-world industrial dataset, highlighting the practical
value of an encoder-agnostic design in manufacturing environments.

INDEX TERMS Anomaly detection, artificial intelligence, clustering, deep learning, self-supervised
learning, smart manufacturing, time-series analysis.

I. INTRODUCTION
Unsupervised time-series analysis is critical in manufac-
turing, where large volumes of data are continuously
collected from heterogeneous sources, including sensors
and programmable logic controllers (PLCs). Among various
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analytical tasks, anomaly detection and clustering are
particularly valuable, offering actionable insights without
human supervision. Anomaly detection identifies abnormal
machine states, such as unexpected stoppages or irregular
energy consumption, enabling proactivemaintenance [1], [2],
[3], [4]. Clustering, on the other hand, groups time series
with similar temporal patterns, uncovering latent subgroups
within normal operations [5], [6], [7], [8], [9]. Together, these
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methods allow manufacturing engineers to assess oper-
ational efficiency, such as key performance indicators
(KPIs), and to identify bottlenecks and opportunities for
process improvement in a data-driven manner [10], [11].
However, despite their advantages, the implementation
of time-series models in manufacturing faces two key
challenges:
• From a machine learning perspective, most time-series
models rely on specific temporal encoders and self-
supervised objectives that are designed under narrow
data assumptions. These assumptions include inductive
biases such as assuming that frequency-domain fea-
tures are universally discriminative [12], [13], [14] or
that latent distances reflect semantic similarity [15],
[16], [17]. However, such assumptions often break down
under distributional shifts common in manufacturing,
where data characteristics vary significantly across
processes.

• From a data perspective, normal operational states in
manufacturing are inherently heterogeneous, encom-
passing modes such as idle, running, standby, and
transitional phases [7], [18]. This diversity makes
it difficult to represent normality with a single
compact distribution. Conventional anomaly detec-
tion methods, which assume a homogeneous nor-
mal class, therefore struggle to generalize under
such complex conditions, limiting their practical
applicability.

To tackle these challenges, we introduce a modular
framework that can be seamlessly integrated with arbi-
trary time-series encoders and enables unified analysis
through Gaussian mixture modeling over learned rep-
resentations. Our approach serves dual purposes: first,
it reshapes the latent space into a cluster-friendly struc-
ture that preserves distributional diversity; and second,
it enables anomaly detection through density estimation.
This design accommodates diverse data characteristics,
offering a cost-effective solution for real-world manufac-
turing environments. The contributions of our work are as
follows:
• We propose amodular, encoder-agnostic framework that
supports a plug-and-play integration with diverse time-
series encoders, which enables a unified time-series
analysis (e.g., clustering and anomaly detection) under
different data assumptions.

• The latent space is optimized using a Gaussian mixture
model (GMM), which preserves representational capac-
ity while structuring the space to account for normal
heterogeneity, thereby enhancing performance in multi-
class anomaly detection.

• Comprehensive evaluations on public datasets confirm
the effectiveness of our framework across diverse
settings, while experiments on a manufacturing dataset
covering both KPI estimation and anomaly detection
demonstrate its practical applicability in industrial
scenarios.

II. RELATED WORKS
The proposed method adopts a two-stage framework:
(i) a pretraining stage that derives latent embeddings from
arbitrary backbone encoders, and (ii) a fine-tuning stage
that fits a Gaussian mixture model (GMM) to impose
cluster-aware structure and facilitate density-based anomaly
detection. We review the related work along these two
components.

A. TIME-SERIES REPRESENTATION LEARNING
Recent advances in self-supervised learning have highlighted
contrastive objectives as an effective approach for time-
series representation learning [12], [13], [15], [16], [19], [20].
These methods maximize similarity between augmented
views of the same sequence while separating distinct
samples, thereby constructing latent spaces in which seman-
tically related sequences are positioned closer together.
For instance, TS2Vec [15] employs a hierarchical con-
trastive loss across multiple temporal resolutions, while
CDCC [12] extends this idea by integrating frequency-
domain features to jointly optimize temporal and spectral
representations. More recently, several works have explored
adapting large language models (LLMs) for time-series
analysis, motivated by the models’ success as universal
sequence learners in natural language processing [21], [22],
[23], [24], [25], [26], [27]. Leveraging self-attention [28]
as a versatile computational mechanism, pretrained LLMs
have demonstrated strong adaptability to a variety of time-
series tasks. However, these models are particularly effective
for forecasting, as their sequence-generation mechanism
aligns naturally with temporal progression, whereas tasks
requiring per-sample representations cannot fully exploit this
predictive structure. Although most time-series representa-
tion learning methods yield general-purpose embeddings that
are effective for downstream tasks, they do not explicitly
promote cluster-friendly structure in the learned space.
Furthermore, these representations often lack interpretability
and provide limited support for directly extracting anomaly
scores.

B. UNSUPERVISED CLUSTERING AND ANOMALY
DETECTION
Several joint clustering methods integrate clustering objec-
tives into the feature extraction (i.e., representation learning)
process [29], [30], [31], [32]. Among these, DCN [29]
promotes cluster structure by aligning intermediate autoen-
coder features with dynamically updated centroids. While
effective in static domains (e.g., image or tabular data),
its integration with high-level time-series encoders remains
largely underexplored. Moreover, centroid-based approaches
are limited in anomaly detection, as they lack the probabilistic
density estimation required to model the distribution of
inliers.

Conventional anomaly detection methods typically rely on
the assumption that normal instances follow a compact and
homogeneous distribution [33], [34], [35], [36], [37], [38].
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Representative approaches such as DeepSVDD [33] and
GOAD [37] constrain normal representations within a
compact latent space, using either hypersphere objective
or random affine transformations that preserve semantic
consistency. Another line of research adopts reconstruction-
based frameworks, such as DAGMM [34], which jointly
trains an autoencoder with a Gaussian mixture model
to enable density-based anomaly scoring. However, due
to limited representational flexibility and architectural
rigidity, these methods often struggle to generalize to
realistic scenarios such as multi-class anomaly detection,
where normal instances exhibit substantial distributional
heterogeneity.

C. TIME-SERIES ANALYSIS IN MANUFACTURING
Several studies have applied unsupervised time-series clus-
tering to manufacturing process analysis, grouping similar
temporal patterns into categories such as distinct opera-
tional states or recurring process patterns [7], [8], [9].
For example, [7] proposes a segmentation-based clustering
approach for production monitoring, which allows experts
to identify latent process states from raw manufacturing
data with minimal manual effort. In parallel, time-series
anomaly detection has been explored for fault detection
in manufacturing systems, enabling early intervention and
enhancing system reliability [1], [2], [3], [4]. For exam-
ple, [3] develops a CNN–Transformer hybrid model to
learn normal operating patterns from multivariate sensor
data, demonstrating high performance and robustness for
predictive maintenance in industrial equipment. Similarly, [2]
proposes a two-step anomaly detection framework that first
identifies the current process phase and then classifies
sensor states into ‘‘Expected,’’ ‘‘Warning,’’ or ‘‘Critical’’.
This enables the system to flag hazardous deviations and
trigger timely warnings or shutdowns in the presence of
critical anomalies. This line of research underscores the
dual role of time-series analysis in manufacturing: identi-
fying process patterns through clustering and safeguarding
operations through timely anomaly detection. Based on this
discussion, our framework leverages off-the-shelf temporal
encoders in conjunction with Gaussian mixture modeling
to jointly address both tasks, thereby enhancing cost-
efficiency and adaptability across diverse manufacturing
environments.

III. PROBLEM FORMULATION
We formulate a unified framework for unsupervised
CLustering and Anomaly Detection based on Gaussian
Mixture Model (CLAD-GMM), designed for sample-level
analysis of multivariate time-series data. The objective is to
determine whether a given time-series sequence is anomalous
or to assign it to a latent cluster, rather than making
predictions at individual time points.

Let the training setDtr = {xi}
Ntr
i=1 consist ofNtr multivariate

time-series sequences drawn from the normal operating
distribution PX , i.e., xi ∼ PX , where each sequence

Algorithm 1 Pseudo-Code for the Training Phase of
CLAD-GMM (Global Re-Estimation)

Input: Dataset Dtr = {xi}
Ntr
i=1, number of clusters K , tolerance λ,

iterations T , update interval t
Initialize: Initialize CLAD-GMM parameters (θ, φ) and 2 =

{µk , 6k , πk }
K
k=1 via pretraining, J (θ, φ,2) =

1
Ntr

∑Ntr
i=1

LGMM,i
for ℓ = 1, · · · ,T do

Update (θ, φ) with Equation (6)
if ℓ mod t = 0 then

while
∣∣J (θ, φ,2)− Jold(θ, φ,2)

∣∣ > λ do
Jold(θ, φ,2)← J (θ, φ,2)
Calculate γik for all Dtr with Equation (2)
Update {µk , 6k , πk }

K
k=1 with Equation (3)

end while
else

Continue
end if

end for
Return (θ, φ), 2 = {µk , 6k , πk }

K
k=1

Algorithm 2 Pseudo-Code for the Training Phase of
CLAD-GMM (Batch-Wise Update)

Input: Dataset Dtr = {xi}
Ntr
i=1, number of clusters K , mini-batch

size m, iterations T
Initialize: Initialize CLAD-GMM parameters (θ, φ) and 2 =
{µk , 6k , πk }

K
k=1 via pretraining

for ℓ = 1, · · · ,T do
Sample a mini-batch of m unlabeled samples: {xi}mi=1 ∼ Dtr
for i = 1, · · · ,m do

Calculate γik with Equation (2)
Calculate sik with Equation (7)
Update {µk , 6k , πk }

K
k=1 with Equation (8)

end for
Update (θ, φ) with Equation (6)

end for
Return (θ, φ), 2 = {µk , 6k , πk }

K
k=1

xi ∈ RL×D has length L and dimensionality D. The test set
is denoted as Dte = {(xi, yanoi , yclsi )}Nte

i=1, where y
ano
i ∈ {0, 1}

indicates whether xi is normal (0) or anomalous (1), and
yclsi ∈ {0, . . . ,C − 1} denotes the ground-truth class label
used for clustering evaluation. For notational simplicity, the
sample index i is omitted hereafter when contextually clear.
The goal is to jointly perform the following two tasks in a
fully unsupervised setting:

A. ANOMALY DETECTION
We aim to learn a scoring function S : RL×D

→ [0, 1] that
quantifies the abnormality of a sequence, where higher values
indicate a greater likelihood of anomaly. Trained only on
normal samples, the model estimates the probability density
pX (x) of the data, assigning high anomaly scores to samples
located in low-density regions, i.e., pX (x) ≈ 0. A sequence
x is classified as anomalous when S(x) exceeds a predefined
threshold δ (e.g., 0.5). Importantly, we address the challenge
of multi-class normality in manufacturing time-series data,
where the normal set comprises C heterogeneous modes
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FIGURE 1. Overall network architecture of our method. The proposed framework consists of a pretraining phase to learn general
time-series representations, followed by a fine-tuning phase in which a Gaussian mixture model (GMM) module reshapes the
latent space into a cluster-aware structure. This integrated approach facilitates unified time-series clustering and anomaly
detection by modeling normal variability under diverse operational conditions within manufacturing data.

representing distinct operational patterns (e.g., idle, running,
transition). Formally, the normal set can be decomposed as
Xnormal =

⋃C−1
c=0 Xc, where each subset Xc corresponds

to samples with class label ycls = c. This diversity
renders conventional anomaly detection methods ineffective
and motivates our adoption of a multi-modal density–aware
approach using a Gaussian mixture model.

B. TIME-SERIES CLUSTERING
We also aim to learn a clustering function P : RL×D

→

{0, . . . ,K − 1} that assigns each input sequence x to one of
K latent clusters representing semantically distinct behaviors.
We perform the clustering without label supervision, and the
predicted cluster assignments are evaluated against ycls using
standard clustering metrics.

IV. METHOD
We propose a unified framework for unsupervised time-
series clustering and anomaly detection, consisting of three
key modules: an encoder, a projection head, and a Gaussian
mixture modeling (GMM) module, as shown in Figure 1
and Algorithm 1, 2. Each module is defined as follows:
• Encoder fθ : x 7→ z ∈ RZ maps an input time-series x
into a latent representation z.

• Projection head gφ : z 7→ h ∈ RH is a linear
transformation that maps z into a low-dimensional rep-
resentation h, which is tailored for density estimation.

• GMM module fits a mixture of K Gaussian compo-
nents to the projected representations h, enabling both
soft clustering and likelihood-based anomaly scoring.
It maintains and updates the parameter set 2 =

{µk , 6k , πk}
K
k=1, where µk , 6k , and πk denote the

centroid, covariance, and mixture weight of the k-th
component, respectively.

The framework is trained in two phases: (i) pretraining
for feature extraction and (ii) GMM-based fine-tuning.
In the pretraining phase, the encoder fθ is initialized with
a self-supervised objective Lrep,i = ℓ(fθ (xi)), where ℓ

denotes a generic loss function, such as contrastive or
reconstruction-based loss, to learn temporally meaningful
representations. The encoder architecture is flexible and can

be instantiated with convolutional, recurrent, or attention-
based backbones depending on the data characteristics.
In the fine-tuning phase, the encoder fθ and projection head
gφ are jointly optimized with the plug-and-play Gaussian
mixture module parameterized by 2 = {µk , 6k , πk}

K
k=1.

This step aligns the encoder with the multi-modal Gaussian
density structure, thereby shaping the latent space to support
both clustering and anomaly detection. After training, the
parameters {θ, φ,2} are fixed for inference.

A. LATENT DENSITY MODELING VIA GMM-BASED
FINE-TUNING
Following pretraining, we fine-tune the encoder fθ and
projection head gφ using a likelihood-based GMM objective.
Instead of applying the GMM directly to the encoder output
z = fθ (x), we compute likelihoods over the projected
representation h = gφ(fθ (x)), which maps high-dimensional
features into a lower-dimensional latent space more suitable
for density estimation. The distribution of normal sequences
is modeled as a mixture of K Gaussians, and the per-sample
GMM loss is defined as the following log-likelihood:

LGMM,i = log p(hi | 2) = log
( K∑
k=1

πk ·
1

(2π )d/2|6k |
1/2︸ ︷︷ ︸

Normalization term

· exp
(
−
1
2
(hi − µk )⊤6−1k (hi − µk )︸ ︷︷ ︸
Mahalanobis distance term

))
, (1)

where d denotes the dimensionality of hi and | · | represents a
matrix’s determinant. Equivalently, the log-likelihood can be
expressed in compact form as log p(hi | 2) = log

∑K
k=1 πk ·

N (hi | µk , 6k ), where N (hi | µk , 6k ) denotes the Gaussian
density function with mean µk and covariance 6k .

1) EM-ALGORITHM FOR UPDATING GMM PARAMETERS
To refine the GMM parameters 2 = {πk , µk , 6k}

K
k=1,

we periodically apply the Expectation-Maximization (EM)
algorithm during training. The update follows the standard
two-step procedure.
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a: E-STEP
Given a projected representation hi, the soft assignment γik
of sample i to component k is computed as:

γik =
πk ·N (hi | µk , 6k )∑K
j=1 πj ·N (hi | µj, 6j)

. (2)

b: M-STEP
Given γik across N samples, the GMM parameters are
updated as:

πk =
1
N

N∑
i=1

γik , µk =

∑N
i=1 γikhi∑N
i=1 γik

,

6k =

∑N
i=1 γik (hi − µk )(hi − µk )⊤∑N

i=1 γik
. (3)

This EM procedure is performed at fixed intervals as a global
re-estimation step. At each update, the entire training dataset
is used to re-estimate the GMM parameters, after which the
updated parameters are applied to recompute likelihoods for
subsequent training. This period update ensures that the latent
density remains aligned with the evolving representation
space.

2) NUMERICALLY STABLE LIKELIHOOD COMPUTATION
While the log-likelihood in Equation (1) provides a principled
formulation of the GMM loss, its direct computation can
suffer from numerical instability. This stems from the dual
role of the covariance matrix 6k , which simultaneously
appears in the normalization andMahalanobis distance terms:
maximizing the log-likelihood causes the normalization term
to favor smaller 6k values, while the Mahalanobis distance
term favors larger ones. When 6k becomes extremely
small, the distance term can attain excessively negative
values, leading to exponential underflow after the exp(·)
operation. To address this issue, we reformulate the likelihood
computation by applying the logarithm to each Gaussian
component’s probability density before aggregation, thereby
eliminating the inner exponential term analytically. The
summation in Equation (1) is then computed using the log-
sum-exp operator (i.e., log(

∑
(exp(·)))), which preserves the

original mixture structure. This yields the following log-form
expression:

log p(hi | 2)= log

(
K∑
k=1

exp
(
logπk+logN (hi | µk , 6k )

))
,

(4)

where logN (hi | µk , 6k ) can be written in closed form as:

logN (hi | µk , 6k )

=−
1
2

(
log |6k | + (hi − µk )⊤6−1k (hi − µk ) +d log(2π)

)
.

(5)

This reformulation analytically cancels the inner exponential
term in the Gaussian density, thereby improving numerical

stability while remaining faithful to the original GMM
formulation.

3) OPTIMIZING THE NEURAL NETWORKS
To avoid degenerate solutions, such as all representations
collapsing to a single mode or the loss of temporal semantics,
we continue to apply the representation loss Lrep,i during
fine-tuning. Given fixed GMM parameters, this objective
exclusively updates the neural network modules (i.e., the
encoder and projection head). The final optimization problem
is defined as:

minimize
θ,φ

1
Ntr

Ntr∑
i=1

(
Lrep,i − λLGMM,i

)
, (6)

where λ > 0 is aweighting factor that balances representation
preservation with cluster-aware density modeling. We fix to
λ = 1 in all experiments. This joint objective promotes a
latent structure that is both semantically meaningful andwell-
suited for clustering and anomaly detection.

B. BATCH-WISE UPDATE OF GMM PARAMETERS
The global re-estimation approach updates GMM parameters
through periodic EM steps over the entire training set
(Sec IV-A1). While effective, this procedure can introduce
instability in large-scale datasets, as it often causes abrupt
shifts in cluster structures and delayed responsiveness to local
distributional changes.

To overcome these limitations, we introduce a batch-wise
update scheme – a lightweight online variant of the standard
GMM update – that incrementally adjusts parameters at each
mini-batch iteration. This approach replaces the periodic
EM step with an update compatible with stochastic gradient
descent, thereby improving stability and responsiveness.
Given the soft assignment γik (i.e., posterior probability)
defined in Equation (2), we compute the cluster assignment
vector si ∈ {0, 1}K by assigning 1 to the component with the
highest posterior probability:

sik =

 1, if k = argmax
j∈{1,...,K }

γij,

0, otherwise.
(7)

Using the sik , the parameters of the k-th cluster are updated
online for each incoming sample hi in the mini-batch.
If sik = 1, the count is incremented as ck ← ck + 1 (with
ck initialized to a constant, e.g., ck = 100), and the update
rate is set as ηk = 1/ck . The GMM parameters are then
updated as:

µk ← µk − ηk
(
µk − hi

)
sik ,

6k ← 6k − ηk
(
6k − (hi − µk )2

)
sik . (8)

The mixture weight πk is updated as πk =
nk

nbatch
, where

nk =
∑nbatch

i=1 sik is the number of samples assigned to the
k-th cluster, and nbatch is the mini-batch size. This online
strategy allows the latent density to adapt gradually to local
distribution dynamics, without requiring full-dataset scans.
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TABLE 1. Detailed statistical information about datasets. For each
dataset, we report the sequence length, number of training and test
samples, dimensionality, and number of class labels. The anomaly
ratio (%) is defined as the proportion of anomalous samples relative to
the total number of test samples. For the manufacturing datasets
(window_15 and window_30), additional clustering subsets are specified
for evaluation.

TABLE 2. AUC performance (%) on ‘one-vs.-rest’ and ‘n-vs.-rest’ anomaly
detection experiments across five UCR time-series datasets. We report
the mean and standard deviation over five random runs. The best
performance in each setting is highlighted in bold. For baseline methods,
the reported values are taken either from their original papers or from
reproductions using the official source code with optimal hyperparameter
settings.

In our experiments, the batch-wise update outperforms the
periodic EM-based re-estimation on a large-scale manufac-
turing dataset. The overall training procedure is summarized
in Algorithm 2.

C. INFERENCE PROCEDURES FOR DUAL TASKS
1) ANOMALY DETECTION
We compute the total anomaly score as the product of two
complementary measures derived from distinct representa-
tion spaces, as described below:

(i) Nearest neighbor-based scoring in z-space. After
passing the training set Dtr = {xi}

Ntr
i=1 through the

encoder fθ , we store the resulting representations {zi}
Ntr
i=1

in a memory bank M. For a test sample x∗, we obtain
z∗ = fθ (x∗) and retrieve its m nearest neighbors
Mm(z∗) from the memory bank using a similarity metric ρ

TABLE 3. AUC performance (%) on the real-world manufacturing datasets
under two temporal granularities (window_15 and window_30).
We report the mean and standard deviation over five random runs. The
best performance in each setting is highlighted in bold.

(e.g., Euclidean distance). The anomaly score is then defined
as S(1)(x∗) = 1

m

∑
zj∈Mm(z∗) ρ(z

∗, zj).
(ii) Likelihood-based scoring in h-space. Using the

likelihood formulation in Equation (4), we compute the log-
likelihood of the projected representation h∗ = gφ(z∗) under
the fixed GMM parameters 2. The likelihood-based score is
given by S(2)(x∗) = 1 − exp

(
log p(h∗ | 2)

)
, where lower

densities correspond to higher anomaly scores.
Finally, the total anomaly score is obtained as Stotal(x∗) =

σ
(
S(1)(x∗) · S(2)(x∗)

)
, where σ (·) denotes the sigmoid func-

tion that maps the combined score to [0, 1].

2) CLUSTERING
After training, the GMM parameters {µk , 6k , πk}

K
k=1 are

fixed. Given a projected representation h∗i of a test sample x∗i ,
we compute the soft assignment γ ∗ik using Equation (2) and
apply argmaxj∈{1,...,K } to obtain the index of the highest
posterior probability. This index is then used to form the
cluster assignment, defining the clustering function P(x∗i ) =
argmaxk∈{1,...,K } γ

∗
ik .

V. EXPERIMENTS
We evaluate the proposed framework on two primary
tasks in unsupervised manufacturing analysis: (i) anomaly
detection and (ii) clustering. For each task, we compare
against strong baselines tailored to its objective, as detailed
in Sec V-A and V-B.
Implementation Details: We consider two self-supervised

representation learning objectives (Lrep), each paired with
its corresponding encoder backbone (fθ ). When Lrep is
TS2Vec [15], the encoder fθ adopts a temporal convolutional
network architecture [39]; whenLrep is CDCC [12], fθ adopts
a bi-directional LSTM architecture. In both cases, we fol-
low the default settings of the original implementations.
Dataset-specific hyperparameters – including the number of
layers {2, 3, 4}, hidden dimension {32, 64, 128}, and output
dimension {32, 64, 128} – are selected via grid search.
A lightweight projection head gφ : RZ

→ RH is then atta-
ched to map the latent representation z into a lower-
dimensional space h. The projection head is implemented as a
single linear layer, with output dimension fixed to H = Z/2.
The projected representations are modeled with a Gaussian
mixture model (GMM). The mixture parameters 2 =

{µk , 6k , πk}
K
k=1 are initialized using k-means clustering

in the h-space, with K determined via grid search for
anomaly detection and fixed to the number of classes C
for clustering. We evaluate two update strategies for 2
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TABLE 4. Clustering performance on five UCR time-series datasets, reported in terms of NMI and RI. We present the mean and standard deviation over
five random runs. For each metric, the best performance is highlighted in bold.

FIGURE 2. Illustration of the real-world manufacturing dataset. (a) shows
the vibration welding equipment from which electricity signals are
collected, and (b) depicts the sliding-window process used to generate
fixed-length time-series samples for model training and evaluation.

(See Sec IV for details): (global) global re-estimation,
which applies the EM algorithm over the full training set
at fixed intervals; and (batch) batch-wise update, which
incrementally refines mixture parameters through online
updates using cluster-aware moving averages within each
mini-batch. All neural network parameters are optimized
using Adam [40] with a fixed learning rate of 1 × 10−3,
a batch size of 128, 150 pretraining epochs, and 50 fine-
tuning epochs. Early stopping is applied based on a validation
split, or on the training set when no validation split is
available (e.g., classification datasets). Each experimental
configuration is repeated five times with different random
seeds, and the average performance (with standard deviation
where applicable) is reported.
Dataset Descriptions: We evaluate our framework on

six datasets: five multivariate time-series datasets from
the UCR classification archive [41] (Natops1 [42], UMD,2

1https://www.timeseriesclassification.com/description.php?Dataset=
NATOPS

2https://www.timeseriesclassification.com/description.php?Dataset=
UMD

Epilepsy3 [43], BasicMotion,4 and RacketSports5) and one
real-world manufacturing dataset collected from vibration
welding machine. The UCR datasets with predefined
train/test splits and class labels are evaluated using TS2Vec
for multivariate time-series modeling. In contrast, the
manufacturing dataset consists of univariate signals and is
evaluated using CDCC, which is specialized for univariate
time series. Table 1 summarizes dataset statistics, and detailed
descriptions are provided below:
• Natops: A multivariate motion-capture dataset contain-
ing 3D positional coordinates (x, y, z) from sensors
placed on the hands, elbows, wrists, and thumbs.
It includes six gesture classes corresponding to aircraft
handling signals. The relatively large number of classes
in this dataset facilitates evaluation of the proposed
model’s robustness under normal heterogeneity, analo-
gous to the diverse operational modes encountered in
manufacturing processes.

• UMD: A synthetic dataset with three classes, each
defined by the presence or absence of small bell-
shaped patterns occurring at the beginning or the
end of the time series. It is designed to evaluate
recognition of subtle localized temporal features. The
small training size of this dataset enables evaluation
of the model’s effectiveness in data-limited settings,
thereby demonstrating robustness when only a limited
number of samples are available.

• Epilepsy: Tri-axial accelerometer recordings collected
while participants performed four activities: walking,
running, sawing, and seizure-mimicking motions. The
dataset targets activity recognition across both normal
and seizure-like patterns.

• BasicMotion: Accelerometer and gyroscope signals
collected via smartwatch while participants performed
four activities: walking, resting, running, and playing
badminton. Each participant recorded five trials sampled
at 10 Hz over a 10-second period. Similar to UMD,
it provides a small-scale training environment, allowing
for the assessment of how the proposed framework
performs with limited data availability.

3https://www.timeseriesclassification.com/description.php?Dataset=
Epilepsy

4https://timeseriesclassification.com/description.php?Dataset=Basic
Motions

5https://www.timeseriesclassification.com/description.php?Dataset=
RacketSports
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FIGURE 3. AUC performance on the Natops (left) and Epilepsy (right)
datasets under varying levels of normal diversity, defined by the number
of normal classes used during training. The results show the impact of
increasing normal variability on anomaly detection performance.

FIGURE 4. Average AUC results of the CLAD-GMM (global) across five
classification datasets under (left) one-vs.-rest and (right) n-vs.-rest
settings. Each curve illustrates the variation in performance as the
number of Gaussian components, K , changes, and the shaded regions
denote the standard deviation across repeated experiments.

• RacketSports: Accelerometer and gyroscope signals
collected from a smartwatch during badminton and
squash gameplay. Each sample is labeled with both the
sport type and stroke category (e.g., forehand, backhand,
clear, smash).

• Real-world manufacturing dataset: Collected from
a vibration welding6 machine during the production
of water nozzles. Figure 2(a) shows the equipment
used for data collection. The dataset consists of
electrical waveforms recorded at one-second intervals,
segmented into fixed-length sequences using a sliding-
window approach with lengths 15 and 30, denoted as
window_15 and window_30. Each segment captures
operational states and production activity within its
interval. Window sizes are chosen to reflect pro-
cess characteristics: a production event typically lasts
13–15 seconds, so window_15 corresponds to a single
semantic pattern, while window_30 can capture up to
two events without diluting discriminative information.
Longer windows would obscure these patterns by
making samples overly similar. Figure 2(b) illustrates
the segmentation procedure with a window size of
30, where three consecutive peaks correspond to a
single production event. As no class labels are provided
to distinguish process states or semantic patterns,
clustering is evaluated using expert-recorded production

6Vibration welding is a widely used technique for joining thermoplastic
parts, producing strong and pressure-tight joints through frictional heat.

FIGURE 5. Comparison of KPI prediction performance across four
clustering models (CLAD-GMM, TS2Vec, TSTCC, and DCN) on two dataset
settings: window_15 and window_30. The red dashed line indicates the
ground-truth total production value (558) estimated by domain experts.
Bars represent the predicted values obtained from each model, enabling
direct comparison of prediction accuracy against the expert reference.

counts as reference. Since the dataset reflects only
normal operations with no defective cases, anomaly
detection is assessed by injecting synthetic outliers into
the test set, generated by perturbing original sequence
patterns following [44].

A. EXPERIMENTS ON ANOMALY DETECTION
1) EXPERIMENTAL SETUPS
Weevaluate anomaly detection performance under two exper-
imental settings: ‘one-vs.-rest’ and ‘n-vs.-rest’. Both proto-
cols leverage ground-truth labels (i.e., yclsi ∈ {0, . . . ,C − 1})
from classification datasets to construct controlled anomaly
detection tasks. In the one-vs.-rest setting, each of the C
classes is sequentially treated as the sole normal class, while
the remaining classes are considered anomalies, resulting
in C distinct one-class classification tasks. In the more
challenging n-vs.-rest setting (1 < n < C), n classes are
grouped as normal and the remaining classes are treated as
anomalies, thereby introducing greater distributional variabil-
ity. This setting more closely reflects realistic manufacturing
conditions, where multiple operational states (e.g., idle,
running, standby) coexist within the normal regime. In our
quantitative evaluation under this protocol, one class is
designated as abnormal while the remaining C − 1 classes
constitute the normal training set, yielding C separate multi-
class anomaly detection tasks.

The manufacturing dataset does not strictly conform to
either protocol due to the absence of class labels. Nonethe-
less, it inherently exhibits substantial normal diversity,
which challenges benchmark methods that assume a single,
homogeneous normal distribution and thus fail to generalize
across diverse normal states.

2) BENCHMARKS
Throughout the anomaly detection experiments, we com-
pare our method against seven state-of-the-art baselines:
three shallow approaches, OC-SVM [45], iForest [46],
and LOF [47], and four deep learning-based meth-
ods, DeepSVDD [33], DAGMM [34], PLAD [36], and
GOAD [37]. For all baselines, if experimental results under
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identical conditions (i.e., data preprocessing and evaluation
protocol) are available in the original publications, we report
them directly; otherwise, we run the official implementations
using the optimal hyperparameter settings provided in the
respective papers.

3) RESULTS
We compare anomaly detection performance across all
methods under the one-vs.-rest and n-vs.-rest settings,
as well as on the real-world manufacturing dataset, using
the area under the ROC curve (AUC) as the evaluation
metric. As shown in Table 2, deep learning-based base-
lines (excluding DAGMM) perform moderately better than
shallow methods in the one-vs.-rest setting, with average
scores ranging from 72.3% to 77.7%. By contrast, both
variants of the proposed method – CLAD-GMM (global) and
CLAD-GMM (batch) – achieve the highest average scores of
81.4% and 81.6%, respectively, consistently outperforming
all baselines. These results highlight the advantage of inte-
grating self-supervised temporal encoders with probabilistic
density modeling, leading to more discriminative anomaly
detection in the classical single-class normal setting. In the
more challenging n-vs.-rest setting, where multiple classes
introduce substantial normal diversity, the performance of
baseline methods – both shallow and deep – drops by 8–16
percentage points on average compared to the one-vs.-rest
results. This degradation shows the inherent difficulty of
generalizing beyond a single homogeneous normal class.
It is worthwhile to mention that CLAD-GMM maintains top
performance with minimal degradation, and even achieves
improvements in some cases (e.g., Epilepsy with the global
version and BasicMotion with the batch version). These
findings demonstrate the robustness of our approach under
realistic conditions with diverse normal states.

Finally, on the real-world manufacturing dataset, we eval-
uate models at two temporal granularities (15 and 30).
As shown in Table 3, baseline models achieve limited
performance, with accuracy ranging from as low as 37%
to mostly below 89%. In contrast, CLAD-GMM achieves
the best results under both window sizes, with the batch
variant outperforming the global variant in each case
(91.2% vs. 90.0% on window_15, and 90.1% vs. 87.7%
on window_30). Because this dataset also exhibits normal
heterogeneity where multiple operational states coexist
within the normal regime, the strong performance further
corroborates the model’s robustness in handling normal
diversity, confirming its practical applicability and reliability
in industrial anomaly detection.

4) IMPACT OF NORMAL DIVERSITY ON ANOMALY
DETECTION
Figure 3 reports AUC scores on the Natops (6 classes) and
Epilepsy (4 classes) datasets under varying levels of normal
diversity. For Natops, the normal classes are configured as
{1}, {1, 2, 3}, and {1, 2, 3, 4, 5}. Similarly, for Epilepsy, they
are configured as {1}, {1, 2}, and {1, 2, 3}. To limit the number

of experimental configurations, we select consecutive class
labels rather than exhaustively testing all possible combi-
nations. As the number of normal classes increases, the
training distribution’s variability also grows,making anomaly
detection increasingly challenging. Across both datasets,
most baseline methods (DSVDD, DAGMM, PLAD, GOAD)
show noticeable performance degradation with increasing
diversity, with only minor exceptions (e.g., DAGMM on
Natops). In contrast, our method consistently maintains
high AUC with minimal performance drop, demonstrating
robustness to normal heterogeneity.

5) SENSITIVITY ANALYSIS ON THE NUMBER OF GAUSSIAN
COMPONENTS (K)
We further investigate the sensitivity of the proposed method
to the number of Gaussian components, K , using five
classification datasets under both one-vs.-rest and n-vs.-
rest settings. As illustrated in Figure 4, performance drops
noticeably when K = 1, indicating that a unimodal Gaussian
assumption is insufficient to capture the diverse normal
patterns observed in manufacturing-like data. AsK increases,
the model benefits from a more expressive multi-modal
latent structure, but the performance does not grow linearly
with larger K . Beyond a moderate range (K ≈ 3–5), the
trend becomes less consistent across datasets – some show
marginal gains, while others exhibit slight declines or plateau
behavior – suggesting that the impact of K is dataset-
dependent rather than following a single monotonic pattern.
These results demonstrate that CLAD-GMM remains robust
to the selection of K , maintaining comparable performance
across a practical range of mixture complexities.

B. EXPERIMENTS ON CLUSTERING
1) EXPERIMENTAL SETUPS
We evaluate clustering performance under two settings:
‘UCR classification archive’ and ‘real-world manufacturing
dataset’. (i) For the UCR datasets, ground-truth class labels
enable direct clustering evaluation. The number of clusters K
is fixed to the number of classes C , and models are trained
in an unsupervised manner using raw time-series inputs.
Cluster assignments are then compared against labels using
standard evaluation metrics, including Normalized Mutual
Information (NMI) [48] and Rand Index (RI) [49].

(ii) For the manufacturing dataset, ground-truth is pro-
vided in the form of production counts recorded by
domain experts over fixed operating intervals (See Sec V
dataset descriptions). Clustering performance is thus eval-
uated indirectly through production throughput estimation
(i.e., KPI prediction), thereby validating both model accuracy
and practical applicability. After cluster learning on the
training set, we apply a lightweight post-hoc mapping:
representative samples from each cluster are inspected by
domain experts, who annotate clusters with production-level
attributes (e.g., execution count, production event) based on
temporal patterns (e.g., pulse counts). For comparability,
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FIGURE 6. t-SNE visualizations of latent representations obtained with CLAD-GMM (global) across four datasets (columns). The top row shows
embeddings after pretraining, while subsequent rows depict their evolution during GMM fine-tuning. Colors correspond to ground-truth class
labels, and yellow stars denote Gaussian centroids.

the number of clusters is fixed at K = 5, and each cluster
is annotated with one of the discrete values {0, 0.5, 1, 1.5,
2, 2.5}. Production throughput is then estimated as the
product of each cluster’s size and its assigned value,
applied uniformly across all clusters. During inference and
evaluation, the procedure is as follows:
1) Unseen test samples are assigned to one of the learned

clusters.
2) The production count of each sample is inferred from

its assigned cluster’s annotation value, reflecting the
production-level attribute associated with that cluster.

3) Predicted values are compared against ground-truth
production counts.

This setup aligns clusters with operational states using
minimal human feedback and evaluates their effectiveness
through KPI prediction accuracy, underscoring the model’s
applicability in industrial settings.

2) BENCHMARKS
For clustering evaluation, we compare our method against
three representative baselines.DCN [29] follows the standard
deep clustering framework; in our implementation for time-
series data, its original fully connected autoencoder is
replaced with an LSTM-based architecture to better capture
temporal dependencies. TS2Vec [15] and TSTCC [16] both
perform k-means clustering on embeddings obtained from
their respective representation learning modules. Together,
these baselines provide competitive references for assessing
the clustering capability of our probabilistic mixture model-
ing framework.

3) RESULTS
Table 4 reports clustering performance on five datasets
in terms of NMI and RI. CLAD-GMM achieves the best
overall performance: in NMI, the global (0.6008) and batch
(0.5664) variants rank first and second, respectively, while
in RI, the global variant leads (0.7950), followed closely
by TS2Vec (0.7874). By contrast, DCN yields the lowest
averages (0.3624 in NMI and 0.1756 in RI), reflecting
the limitations of generic reconstruction-based objectives.
Its reliance on input reconstruction prevents it from cap-
turing discriminative temporal features, underscoring the
importance of principled self-supervised learning tailored
to time series. In this regard, methods such as TS2Vec
and TSTCC employ contrastive objectives to learn temporal
representations. However, both rely on k-means applied
directly to embeddings, without cluster-aware adaptation.
Lacking explicit optimization for clustering, their deci-
sion boundaries remain suboptimal, resulting in weaker
performance compared to CLAD-GMM. By combining
representation learning with probabilistic mixture modeling,
CLAD-GMM not only captures discriminative data features
but also enforces cluster-aware density structures, thereby
enabling well-separated cluster learning across diverse
datasets.

Figure 5 compares predicted KPI values against the
expert-defined ground truth (558) under two settings. For
window_15, TSTCC (554) is closest to the ground truth,
followed by CLAD-GMM (549), while TS2Vec (487)
and DCN (510) show larger deviations. For window_30,
CLAD-GMM (562) provides the most accurate prediction,
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FIGURE 7. Clustering results obtained with CLAD-GMM (batch) on two
manufacturing datasets: (a) window_30 and (b) window_15. The left
column shows t-SNE visualizations of latent representations, with the top
row displaying pretrained embeddings (cluster assignment unavailable)
and the bottom row showing results after GMM training. Colors denote
cluster assignments, and yellow stars indicate Gaussian centroids. The
right column presents representative samples (five per cluster) selected
from each learned cluster, with colors matching the assigned cluster
labels.

outperforming DCN (549) and TSTCC (544), with TS2Vec
(510) again lagging behind. These results highlight the
CLAD-GMM’s robustness across different temporal gran-
ularities and demonstrate its applicability to critical man-
ufacturing tasks such as KPI estimation and production
monitoring.

4) QUALITATIVE ANALYSIS
To qualitatively evaluate the learned representations, we visu-
alize the latent embeddings using t-SNE projection. Figure 6
presents results on four datasets – BasicMotion, Epilepsy,
Natops, and UMD – where ground-truth class labels are
color-coded for clarity. The first row shows the embedding
space after self-supervised pretraining, which reveals partial
class separability but lacks clear cluster structure. The second
and third rows illustrate the effect of clustering iterations:
centroids (yellow stars) are progressively updated through
GMM learning, and samples gradually concentrate around
them. As iteration proceeds, embeddings become well-
aligned with the underlying prototypes (i.e., 2 = {πk , µk ,

6k}
K
k=1), demonstrating themodel’s ability to enhance cluster

separability.

Figure 7 presents visual analyses on the real-world
manufacturing dataset under two segmentation settings:
(a) window_30 and (b) window_15. For each case, the top-
left panel illustrates the latent representations immediately
after pretraining, where embeddings capture sample-level
similarity but remain unstructured and cluster assignments
are not yet available. The bottom-left panel depicts the
representations after GMM training, where clear cluster
separability emerges and the learned centroids (yellow stars)
reflect the estimated GMM parameters. The right panels
visualize representative samples from each cluster: for every
cluster, we extract the top five sequences with the highest
posterior probability γik (Equation (2)). These sequences
reveal clear differences in temporal dynamics across clusters,
including signal amplitudes, fluctuation patterns, and pulse
counts. Overall, these visualizations confirm that the clusters
formed by GMM are well-separated and capture semantically
meaningful structures in the time series.

VI. CONCLUSION
In this study, we introduce CLAD-GMM, a modular and
encoder-agnostic framework that unifies clustering and
anomaly detection for industrial time-series data. Our method
integrates seamlessly with off-the-shelf temporal encoders
and leverages Gaussian mixture modeling to construct a
cluster-friendly latent space that supports density-based
anomaly scoring. To further enhance robustness, we employ
numerically stable likelihood computation and efficient
parameter update schemes, ensuring consistent performance
across diverse self-supervised paradigms. Extensive exper-
iments on public benchmarks and a real-world industrial
dataset demonstrate that CLAD-GMM consistently outper-
forms strong baselines, including under the more challenging
multi-class anomaly detection setting. Qualitative analyses
further show that our approach captures meaningful temporal
structures and yields well-separated latent clusters. For future
work, researchers may extend validation across broader man-
ufacturing domains and incorporate advanced self-supervised
paradigms, further improving the model’s generalizability
and applicability in real-world industrial environments.
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