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Abstract

We propose an end-to-end neural coreference resolution for the Korean lan-

guage that uses an attention mechanism to point to the same entity. Because

Korean is a head-final language, we focused on a method that uses a pointer net-

work based on the head. The key idea is to consider all nouns in the document

as candidates based on the head-final characteristics of the Korean language and

learn distributions over the referenced entity positions for each noun. Given the

recent success of applications using bidirectional encoder representation from

transformer (BERT) in natural language-processing tasks, we employed BERT

in the proposed model to create word representations based on contextual infor-

mation. The experimental results indicated that the proposed model achieved

state-of-the-art performance in Korean language coreference resolution.

KEYWORD S

coreference resolution, head-final language, Korean, pretrained language model, recurrent neural

network

1 | INTRODUCTION

Coreference resolution [1–3] links words that point to
the same entity to a single cluster in a given context.
When an entity is represented by another word, there
exist aliases, abbreviations, pronouns, deterministic
phrases, and other languages. By correctly defining the
reference relationship among them, information about
the referred entity in the discourse or document can be
consistently maintained and accurately conveyed. To
perform coreference resolution, each noun in a context
is defined as a mention that includes modifiers, where
the noun represents a head word. Because Korean is a
head-final language [4]; the final word of a mention is
always the head; therefore, we can (a) easily obtain the
head in Korean, (b) perform coreference resolution

based on the head of the mention, and (c) solve mention
detection simultaneously by obtaining the start bound-
ary of mentions. In this study, we performed coreference
resolution using an end-to-end neural model and an
attention mechanism [5,6]. The method using the atten-
tion mechanism models mentions in the document to
point to the entity position containing the mentions. In
this case, the number of solved entities for a coreference
resolution is defined as the position of the first mention
of each entity. For the example in Figure 1, we present
an Entity that is referred with the Heads that point to
the same entity. Heads are extracted from the input
document (Doc) and referred words among the Heads
with Entity point to the first mention, “" (Sejong)”,
of the entity and words that do not refer to the dummy
symbol, ϵ.
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Here, we propose a simple and effective neural cor-
eference resolution suitable for Korean. (1) In Korean,
the head always appears at the end of a mention; there-
fore, nouns given in a sentence represent mentions and
candidates. We propose a head-based model that extracts
a list of heads from an input sequence and performs cor-
eference resolution. (2) In the proposed model, when the
extracted head finds the referred word, the position of the
entity containing the head is output, with the output
entity being the position of the first antecedent of the
entity containing the given head as input. (3) We perform
multitask learning to share the hidden state of mention
detection and coreference resolution in bidirectional
encoder representation from transformer (BERT) [7]
based on the places of hierarchical global attention and
the recurrent neural network (RNN) [8] layer that under-
stands the global context. (4) We train a BERT model that
creates word representations based on contextual infor-
mation with a bidirectional transformer in a large-sized
Korean corpus and perform fine-tuning to the cor-
eference resolution model. (5) Coreference resolution
data are primarily generated at the document level, and
to train the model robustly, we perform data augmenta-
tion by dividing a given document into sentences.

2 | RELATED WORK

Existing traditional coreference resolution studies are
divided into rule-based and statistical-based methods, as
well as joint rule- and statistical-based methods. In the
rule-based method, Stanford’s multipass sieve model [1]

applies multipass rules using pronouns, entity attributes,
and named-entity information. In Park et al. [9],
multipass sieves suitable for Korean were defined to per-
form Korean coreference resolution. The statistical-based
mention pair model [2] is a method that makes reference
to another reference using machine learning and by cre-
ating a pair comprising the current mention and an arbi-
trary precedent. Park et al. [10] is a joint model that
combines rule-based and statistical-based methods and
performs coreference resolution using feed-forward neu-
ral networks (FFNNs).

In a recent coreference resolution study, a case was
described in which although the heads were the same,
the meanings were inconsistent depending on the modi-
fier that describes the head. Hence, Lee et al. [11] defined
mentions as span representations and proposed a
mention-ranking model based on long short-term mem-
ory (LSTM) [12] that considers all spans in the document.
Because span representations reflect contextual informa-
tion, the two mentions are of different entities but are
interpreted as similar or related words. This phenomenon
results in local consistency errors that yield erroneous
coreference resolutions. Therefore, a higher-order
method was developed [13] to perform an attention
mechanism for mentions and antecedents using a high-
order function; this was used in conjunction with a
model that weighs antecedents and is related to the cur-
rent mention. The end-to-end model [11,13] showed
superior performance in English coreference resolution;
however, the complexity of O(n4) derives from consider-
ing all spans and span pairs in the document. The
method proposed by Zhang et al. [14] is based on that of
Lee et al. [11] and replaces the concatenated attention
score with the biaffine attention score to calculate the
conference score. Additionally, it performed the multi-
task learning process that calculates the loss for the men-
tion score. Moreover, RNN is a type of neural network
that can model sequence data. RNNs experience
vanishing-gradient problems when the input sequence is
long, which makes training difficult. To address this
problem and improve performance, models using a gate
have been studied. First, LSTM [12] determines the pres-
ence or absence of information transmission for each gate
using input, output, and forget gates. Gated recurrent
units (GRUs) [5] are models that use update and reset
gates, thereby reducing computational complexity using
only two gates (one less than LSTM). A simple recurrent
unit (SRU) [15] is a model that uses three gates (input,
forget, and reset), each of which comprises an FFNN
with recurrence removed in order to significantly reduce
the computation time required and increase the abstrac-
tion of the information when stacking layers using a
highway network [16] for the output layer. Because SRUs

F I GURE 1 Example of a Korean coreference resolution.

Mentions are shown in brackets, and ϵ is a dummy symbol in the

document (Doc). In mentions containing the modifiers, head is

underlined (all heads are nouns). (Sejong, linguist, king, He) are
coreference resolution words
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use FFNN-based gates, they exhibit the fastest speeds
among RNN types.

BERT has demonstrated excellent performance in
various natural language-processing tasks and represents
a model trained using a large-sized corpus. To allow
applications to other natural language-processing tasks,
fine-tuning is performed after adding the output layer to
the pretrained BERT model. A BERT-based on a bidirec-
tional transformer [7] trains the language model by veri-
fying the global contextual information at all layers of the
network. The model uses masked language modeling
(LM) and the next-sentence prediction method for train-
ing. Masked LM is a method of masking an arbitrary
word in a given sentence based on the contextual infor-
mation of all networks to allow prediction of the
corresponding masked word. A BERT model trained
using masked LM creates word representations based on
contextual information, and the representation of each
word is expressed differently according to the given con-
text. BERT solves the problem of an unknown word by
applying byte pair encoding (BPE) [17] to train the lan-
guage model.

The main contributions of our work are as follows:

• To solve coreference resolution for Korean, which is a
head-final language, we propose a simple and effective
head-based pointing method accompanied by data
augmentation using sentence separation.

• The proposed approach performs multitask learning to
share the hidden state of mention detection and cor-
eference resolution using pointer network and biaffine
attention.

• We train a BERT model in a large-sized Korean corpus
and perform fine-tuning to the coreference resolution
model.

• We report a state-of-the-art Korean coreference resolu-
tion performance.

3 | TASK FORMULATION

The training data comprised a document input sequence,
X ¼fϵ,x1,x2,…, xNg, feature sequence for the input
sentence, F¼ff 0, f 1, f 2,…, f Ng (where f0 is padding
because of the dummy symbol), head-input se-
quence, Yi ¼fyi1,yi2,…,yiMg, mention-detection result,
Ym ¼fym1 ,ym2 ,…,ymMg, and coreference resolution result,
Yc ¼fyc1,yc2,…,ycMg. We insert ϵ into the document input
sequence to resolve the case where coreference resolution
does not occur. In the case of Korean coreference resolu-
tion, the nouns of the input sequence are extracted as the
head of the mentions, given that the head appears at
the end of the noun phrase according to the head-final

language. We define the position of the extracted nouns
as Yi, and Ym, as the result of mention detection is a list
of mention-start boundaries and defines the start bound-
ary of the mention corresponding to the given noun in
the input sequence. The coreference resolution result, Yc,
is the position in a given input sequence. Because we
derive the output result from the attention weight calcu-
lation between the input document sequence (length: N)
and the input head sequence (length: M), the time com-
plexity for the proposed coreference resolution model is
O(NM).

3.1 | Data preprocessing for Korean

Creation of a dictionary in the unit of a word would
result in countless vocabularies because Korean is an
agglutinative language; therefore, the token of the mor-
pheme unit is mainly used to address this issue. How-
ever, out-of-vocabulary (OOV) issues also occur in
morpheme units; therefore, we applied BPE to address
the OOV problem.

Table 1 shows that input sentences are processed in
the input format of the model in a two-step process.
Given an input text, morphological analysis is performed
using the ETRI language analyzer, and BPE is applied to
the analyzed text by morphology. For this method, we
use the POS tag together with the results of morphologi-
cal analysis to specify the POS information of each mor-
pheme. Because Korean is an agglutinative language, a
word is divided into morphemes, such as a noun and
Josa, which is similar to the postposition. We can explic-
itly use the meaning of each word according to the
morpheme level. To input the text into the model, we
apply BPE to the morphemes. Applying BPE, ‘"세종대

왕/NNP’ (Sejongdaewang/NNP) and ‘언어h자/NNG’
(eon-eohagja/NNG) were divided into ‘"세종’ (Sejong),
‘대왕/NNP_’ (daewang/NNP_) and ‘언’ (eon), ‘어’ (eo),
‘학자/NNG_’ (ja/NNG_) according to BPE dictionary
matching.

The proposed model is a pointer network-based
model comprising an encoder and a decoder. Table 2
shows the training data structure for the input and out-
put sequences of the proposed model. Because the
encoder of our model is based on BERT, the input
sequence of the encoder uses the result of applying BPE
as shown in Table 1, and the [CLS] token is added at the
beginning of the sequence, and the [SEP] token is added
at the end of the sequence. Table 2A shows an example
of ’BPE token [index]’ for the input sequence given to the
encoder. The decoder is divided into an input sequence
and an output sequence. We use nouns extracted from
the input document as the input sequence to the decoder.

1040 PARK ET AL.
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Because BPE is applied to the input sequence, we define
the first subtoken of the morpheme corresponding to the
noun as decoder input. For example, the morpheme ‘세
종대왕/NNP’ (sejong daewang) is divided into ‘"세종’
(sejong) and ‘대왕/NNP_’ (daewang) by applying BPE,
and the index of each token is 1 and 2. We use the first
subtoken ‘"세종’ (sejong) as input to the decoder. Inter-
nally, the decoder extracts hidden states of the position
corresponding to the noun from hidden states of the
input sequence and uses the extracted hidden state as
input. Table 2B shows the output of the decoder as a posi-
tion where each input of the decoder corresponds to the
encoder sequence. For example, when we assume that ‘-’
(eon) corresponding to index 6 in the encoder represents
input to the decoder, we define ‘" ’ (sejong), which is a
word with a resolved coreference with ‘-’ (eon), as an out-
put target. The model uses index 1 in the encoder as the
output of the decoder. We define words that cannot be
coreferent, such as ‘조선/NNP_’ (joseon), and ‘시대/

NNG_’ (sidae), to an output target as index 0, which is
used as the token [CLS].

3.2 | Features

In this study, we used five features for Korean cor-
eference resolution: word boundary (word), morpheme
boundary (morp), dependency parsing (dep), named-
entity recognition (NER), and head distance (dst). We
create feature representations by including all of the
features in one dictionary. Additionally, we use an ETRI
language analyzer for dependency parsing and NER. The
description of each feature is as follows:

• Word boundary: This is used to study the boundary
feature of the coreference resolution in word units.
The starting token of the word is divided into B, and
the following token is divided into I tags.

TAB L E 1 Example of the proposed model’s input format

Input sentences

Korean

English The Great King Sejong is Chosun Dynasty linguist and 4 generations king. He created the Hunmminjeongeum, which is
widely used in today the Korean peninsula.

pronunciation sejongdaewang-eun joseonsidae eon-eohagjaimyeo 4 dae wang-ida. geuneun oneulnal hanbando-eseo neol li sseu-igo
issneun hunminjeong-eum-eul changjehayeossda.

Step 1: morphological analysis with POS tagging

Korean

pronunciation sejongdaewang/NNP eun/JX joseon/NNP sidae/NNG eon-eohagja/NNG i/VCP myeo/EC 4/SN dae/NNB wang/NNG
i/VCP da/EF./SF geu/NP neun/JX oneulnal/NNG hanbando/NNP eseo/JKB neol-li/MAG sseu-i/VV go/EC iss/VV
neun/ETM hunminjeong-eum/NNP eul/JKO changje/NNG ha/XSV ass/EP da/EF./SF

Step 2: applying BPE

Korean

pronunciation sejong daewang/NNP_ eun/JX_ joseon/NNP_ sidae/NNG_ eon eo hagja/NNG_ i/VCP_ myeo/EC_ 4/SN_ dae/NNB_
wang/NNG_ i/VCP_ da/EF_./SF_ geu/NP_ neun/JX_ o neul nal/NNG_ hanbando/NNP_ eseo/JKB_ neol-li/MAG_
sseu-i/VV_ go/EC_ iss/VV_ neun/ETM_ hun min jeong eum/NNP_ eul/JKO_ chang je/NNG_ ha/XSV+ ass/EP_
da/EF_./SF_

Note: The Korean BERT we use uses a large-capacity corpus that is morphologically analyzed to reflect the characteristics of Korean. Table 1 shows an example
changing the given raw text to the input format of the BERT. In the first row, we show the raw text of the Korean input sentences and represent the English

translation and pronunciation for the Korean sentences. Step 1 is a result of analyzing morpheme and POS tag for the input sentence, and we use
concatenating each morpheme and POS tag. In Step 2, we apply BPE to the morphologically analyzed results to match the input format of the BERT.
Abbreviations: BERT, bidirectional encoder representation from transformer; BPE, byte pair encoding.

PARK ET AL. 1041
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• Morpheme boundary: This is used to reflect the
morpheme-boundary characteristics of the morpheme-
analysis results. Morp-B is the beginning token, and
morp-I is the inside token of the morpheme.

• Dependency parsing: We use the dependency parsing
label as a feature to reflect the structural and semantic
information of the sentences.

• NER: This uses type information for each entity appe-
aring in the document as a feature.

• Head distance: This represents distance information
between extracted candidate nouns, with the distance

measured from the immediately preceding noun using
the following buckets [1, 2, 3, 4, 5–7, 8–15, 16–31, 32–63,
64+] [18].

4 | PROPOSED MODEL

To solve coreference resolution, the proposed model
employs a pretrained BERT, as shown in Figure 2. The
input sequence, which is analyzed for a morpheme, is
tokenized for BPE, and [CLS] and [SEP] are added as the

TAB L E 2 Input and output examples

Encoder: BERT input sequence

Korean:

Pronunciation:

[CLS][0] sejong[1] daewang[2] eun[3] joseon[4] sidae[5] eon[6] eo[7] hagja[8] i[9] myeo[10] 4[11] dae[12] wang[13] i[14]

da[15].[16] geu[17] neun[18] o[19] neul[20] nal[21] hanbando[22] eseo[23] neol-li[24] sseu-i[25] go[26] iss[27] neun[28] hun[29] min[30]

jeong[31] eum[32] eul[33] chang[34] je[35] ha[36] yeoss[37] da[38].[39] [SEP][40]

(A) Example of BERT input sequence for encoder

Decoder

input noun input position output token output position

1 1

4 [CLS] 0

5 [CLS] 0

6 1

4/SN_ 4 11 [CLS] 0

13 1

17 1

19 [CLS] 0

22 [CLS] 0

29 [CLS] 0

(B) Example of input and output for decoder

Note: Each token and its index for the input document of encoder (A) are shown. In decoder (B), we show the BPE subtoken of the morpheme corresponding
to the noun and the location information for each token in the encoder. The input noun column shows nouns with BPE applied. The input position column
describes the position of each token in the encoder, we use this index as the input of the decoder. The output token and position columns show the output

result corresponding to each input of the decoder.
Abbreviations: BERT, bidirectional encoder representation from transformer; BPE, byte pair encoding.

1042 PARK ET AL.
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first and last tokens, respectively, according to the input
format of the pretrained BERT data. The output of
Figure 2 represents the start boundary position of the
mention and a position of the antecedent referenced with
the mention. If a mention boundary or a reference posi-
tion needs to be solved in the input sequence, the
corresponding position is noted and subsequently output.
Otherwise, the position of the first token [CLS] of the
input sequence is output. To identify the mention-start
boundary and the coreference resolution target, we
define the first token among the tokens, which are
divided by applying BPE to the morphemes, as a pointing
reference (for example, “" (Sejong)," "o/NNG_ (king)”
in Figure 2).

4.1 | Encoder with BERT

After morpheme analysis, the input sequence tokenized
by BPE is transformed into the input representation, Ei,
for BERT by adding token embedding, segment embed-
ding, and position embedding. Subsequently, token
representation, Ti, is obtained from pretrained BERT
data through the transformer and concatenated with
the feature representation for coreference resolution.
Based on this, a bidirectional RNN (BiRNN) [8,19]
is applied to create the hidden state, ri, as shown
in (1).

f i ¼ ½f wordi ; fmorp
i ; f depi ; f NERi ; f dsti �

xi ¼ ½Ti; f i�
ri ¼ BiRNNðri�1,xiÞ:

ð1Þ

4.2 | Head encoder with a self-
matching layer

We extract the hidden state corresponding to the position
of the head-input sequence, yij, from the encoded hidden
state, ri, in order to create the hidden state for the head.
To encode the contextual information between heads, the
BiRNN is applied for the head hidden state (that is,
ryij ¼BiRNNðryij�1,ryijÞ). Subsequently, the hidden state,
ryij , is concatenated with the context vector, cj, of the self-
matching layer to allow deeper abstraction and encoded
as a gated attention-based recurrent network [20]. In (2),
the gated attention-based recurrent network generates a
vector by determining the element-wise sum between the
input of the network and the sigmoid-applied nonlinear
gate layer. This allows for a more significant vector value
to be increased.

rhj ¼ BiRNN rhj�1, ryij ;cj
h i ∗� �

,

gj ¼ sigmoid Wg ryij ;cj
h i� �

,

ryij ;cj
h i ∗

¼ gj& ryij ;cj
h i

:

ð2Þ

The self-matching layer enables the application of an
attention mechanism to a given input, such as itself. The
attention weight is adjusted by increasing the score
between words of similar meaning in the input sequence.
The formulas for the self-matching layer are as follows:

cj ¼
Xm

k¼1

αj,krhj ,

αj,k ¼ expðsj,kÞ=
Xm
t¼1

expðsj,tÞ,

sj,t ¼ rhj Whrht :

ð3Þ

F I GURE 2 Korean coreference resolution model using

bidirectional encoder representation from transformer (BERT)-

based deep attention. The proposed model uses an simple recurrent

unit (SRU) to obtain hidden states, which are encoded by

concatenating BERT embeddings for the input sequence using five-

feature embeddings in the encoder. To generate more abstracted

hidden states, the decoder performs SRU modeling and self-

attention to determine the hidden states of nouns extracted from

encoder hidden states. Decoder outputs are computed to predict the

(1) mention-start boundary and (2) coreference resolution with

hidden states of the encoder

PARK ET AL. 1043
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4.3 | Deep Biaffine and Bilinear
Attention for the Output

According to (4), we apply a nonlinear operation to each
jth hidden state of the head-input sequence (similar to
[21]) in order to output the solved coreference position.
The activation function used here is "elu" [22].

hðmen srcÞ
i ¼ eluðFFNNðmen srcÞðriÞÞ

hðmen tgtÞ
i ¼ eluðFFNNðmen tgtÞðriÞÞ

hðcoref srcÞ
i ¼ eluðFFNNðcoref srcÞðriÞÞ

hðcoref tgtÞ
i ¼ eluðFFNNðcoref tgtÞðriÞÞ:

ð4Þ

We use biaffine and bilinear attentions to perform the
attention mechanism and output the mention-start
boundary and coreference resolution results according to
the following formulas:

sðmenÞ
j,i ¼ hTðmen tgtÞ

i Uhðmen srcÞ
j þwThðmen srcÞ

j

sðcoref Þj,i ¼ hTðcoref tgtÞ
i Uhðcoref srcÞ

j þwThðcoref srcÞ
j

: ð5Þ

In this equation, the biaffine model calculates the
attention score using matrix multiplication for the src
and tgt hidden states with the bias term. To output the
mention boundary, we calculate the biaffine for hðmen tgtÞ

i

in hðmen srcÞ
j , as shown in (5). We calculate biaffine for

hðcoref tgtÞ
i in hðcoref srcÞ

j in order to output the coreference
resolution result. Removing the bias term from biaffine
attention is a bilinear attention operation. The computed
attention score, sj, i, applies softmax to output the proba-
bility of the mention-start boundary or the antecedent
position of the coreference resolution. When performing
multitask learning, the training for mention detection
and coreference resolution uses a cross-entropy loss, as
shown in (6).

Lloss ¼�
Xn
i

ymi log ŷ
m
i �

Xn
i

yci log ŷ
c
i , ð6Þ

where ymi is the cross-entropy loss for start boundary
output of a mention and yci is the cross-entropy loss for
output of a coreference resolution.

5 | EXPERIMENTS

5.1 | BERT: Korean pretraining

BERT comprises a bidirectional transformer encoder with
several layers. In this study, we used a pretrained model

with BERT-based hyperparameters, including L¼ 12,
H¼ 768, and A¼ 12; a hidden layer and attention layer
dropout of 0.1; gelu as an activation function; and cased
for Latin alphabets. To pretrain the BERT model, we
used Google BERT [7] (refer to the open source1) and
news and Wikipedia data (a total of 23.5 GB) collected
from the internet. After performing morpheme analysis
on all input words, we concatenated the results as “mor-
pheme/POS tag”, and tokenization was performed with
subwords using BPE. The dictionary comprised 30 349
BPE tokens. BERT is an encoder of the transformer and
performs masked LM and next-sentence prediction to
understand the relationship between two sentences. We
applied a method of arbitrarily modifying 15% of all BPE
tokens to mask tokens according to [7]. Among the
modified tokens, 80% were changed to [MASK] tokens,
10% were changed to random tokens from the vocabu-
lary, and the remaining 10% were left unchanged. To
perform next-sentence prediction, we concatenated two
sentences in order and trained IsNext and NotNext
using the sequence. For this training, the second sen-
tence represented an actual next sentence with a 50%
probability and a random sentence from the corpus with
a 50% probability. The BERT model used the ETRI lan-
guage analyzer, which is available in AIOpen2, for mor-
pheme analysis. The ETRI language analyzer is a tool
for natural language processing of Korean (such as
NLTK and SpaCy) and performs morphological analysis,
POS tagging, NER, dependency parsing, and semantic
role labeling (SRL). We performed morphological analy-
sis using this language analyzer to divide the input doc-
ument into morpheme units, as well as obtain POS
tagging, NER, and dependency parsing results, for use
as features.

5.2 | Dataset and evaluation

We used the ETRI quiz-domain coreference resolution
dataset used in Park et al. [23] to evaluate coreference
resolution. The ETRI dataset comprises 2819 training
sets, 645 development sets, and 571 test sets. We used
three standard metrics (MUC [24], B3 [25], and
CEAFϕ4

[26]) and reported the F1 for each metric and
the average precision, recall, and F1 as the final CoNLL
score using the official CoNLL-2012 evaluation scripts
[27]. Because Korean is a head-final language, we mea-
sured coreference resolution using only the head of the
mentions.
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5.3 | Implementation details

We set the dropout as 0.1 and optimized the number of
hidden layer dimensions and feature dimensions of the
RNN to 800 and 1600, respectively. We optimized
the RNN layer. The learning rate was set to 5e-5, and the
linear method was used for the learning rate schedule.
The training algorithm used Adam [28], with the
Adam weight decay set to 1e-02. The batch size was set to
6, and the epoch number was set to 70. The maximum
length of the input sequence was limited to 430, because
the most extended input sequence length in the test set
was 424.

5.4 | Overall performance

Table 3 shows a comparison of the proposed model
with state-of-the-art methods for Korean coreference
resolution. To compare the performance on the test
set, we present the performances of the rule-based
model [10], the end-to-end neural model [11], and the
higher-order model [13] together. For the proposed
model, the performance of removing mention-detection
attention (Our model�M.D.), data augmentation (+split
n sentences), and ensemble revealed the best results
according to all F1 metrics (the single model achieved
64.7% F1). Use of a multilingual pretrained model
of Google BERT returned an F1 of 63.6% with a
1.1% difference. For the single model, removal of
mention-detection attention and the corresponding loss
decreased the F1 by 0.8%, and multitask learning

facilitated solving the coreference resolution. To aug-
ment the data, the sentence-separation method divides
one sentence into two, three, four, and five sentences,
each of which is accumulated (refer chapter 5.5). The
proposed model improved the overall performance of
data augmentation in the single model. For increasing
the data divided into two sentences, the proposed model
showed an F1 of 67.7%, which exceeded the percentages
returned by data augmentation models. Additionally,
the ensemble model performing data augmentation
using a single model splits a single sentence into two to
five sentences and demonstrated the best performance
(F1 = 68.5%).

5.5 | Sentence-separation method for
data augmentation

The size of the training set used in this study was small.
To address this limitation, we augmented the data by
applying a sentence-separation method using a sliding
window. This method splits the given input document
into window sizes, n (2 ≤ i ≤ n), and strides (that is, 1
in this study). For the present study, we split the docu-
ment by applying a window size ranging from two to
n and returned the split documents to the original docu-
ment. Table 3 shows an example of data augmentation,
and Table 3 shows the original data as a single docu-
ment comprising four sentences. We set the window
size to three to divide the document repeatedly, with
the augmented dataset comprising both original and
split data.

TAB L E 3 Experimental results using a test set of Korean data from ETRI wiseQA

MUC B3 CEAFϕ4 CoNLL
Model Prec. Rec. F1 Prec. Rec. F1 Prec. Rec. F1 Avg. F1

Rule-based [10] 52.0 45.1 48.3 51.6 45.4 48.3 53.8 51.9 52.9 49.8

e2e-coref [11] 66.9 55.2 60.5 64.5 53.1 58.2 66.1 53.9 59.4 59.4

c2f-coref [13] (optimized) 68.3 56.4 61.8 59.0 53.4 59.0 66.4 54.4 59.8 60.2

Our model � M.D. 64.9 67.3 66.0 60.7 66.0 63.3 60.4 64.7 62.5 63.9

Our model (single) 66.4 65.5 65.9 63.3 64.6 64.0 63.8 64.6 64.2 64.7

+split 2 sentences 70.7 67.4 69.0 68.5 64.8 66.6 72.1 63.3 67.4 67.7

+split 3 sentences 70.7 64.7 67.5 68.5 62.1 65.1 72.4 61.1 66.3 66.3

+split 4 sentences 68.2 65.3 66.7 66.3 64.0 65.1 65.4 64.7 65.1 65.7

+split 5 sentences 69.7 65.3 67.4 66.9 63.8 65.3 67.7 63.9 65.8 66.2

Our model (ensemble) 72.6 66.9 69.6 70.3 65.5 67.8 70.4 66.1 68.2 68.5

Note: The final column (CoNLL Avg. F1) is the main evaluation metric averaged by the F1 of MUC, B3, and CEAFϕ4
. Based on the Korean head-final, the

coreference resolution score is calculated based on the head of the mentions. Bold text indicates the highest performance in the Avg. F1 score.
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6 | ANALYSIS

6.1 | Comparison of the attention-score
function

We then compared the performance of each attention-
score function. Table 4 shows that the biaffine attention-
score function of 0.43% was better than the bilinear
attention-score function in terms of average F1. The bias
term is beneficial for coreference resolution.

6.2 | Optimizing RNN types

The RNN types are LSTM, GRU, and SRU. In Dozat and
Manning [21], a deep biaffine was performed based on
LSTM. Table 5 shows that the RNN type was suitable for
coreference resolution; therefore, we optimized the num-
ber of layers for that type. The experimental results indi-
cated that the SRU performed better than LSTM or the
GRU. Because the SRU uses a highway network [16], a
skip connection is used to allow the gradient to directly
propagate to the previous layer, resulting in minimal
information loss, even if the stack deepens. The optimal
number of SRU layers was two, which resulted in an F2
of 68.44%.

6.3 | Optimizing the dimension size of
RNN hidden layers

The RNN representation differs depending on the num-
ber of dimensions, which affects coreference resolution;
therefore, we optimized the number of dimensions based
on the attention-score function and the RNN type
(Tables 4 and 5, respectively). The number of dimensions
used for optimization was 100, 200, 400, 800, and 1600.
We found that the optimal number of dimensions for the
RNN hidden layer was 800 F1 = 68.44%) (Table 6).

6.4 | Feature ablation study

To understand the effect of features on the proposed
model, we performed feature ablation using the develop-
ment set. As shown in Table 7, removing the distance fea-
ture showed a smaller decrease (0.06%) in coreference
resolution relative to that of the single model. We subse-
quently removed the features one at a time and found
that removing the NER resulted in a 0.7% reduction
resolution in the single model, and removal of the depen-
dency and word boundary features resulted in further
decreases of 0.04%. Removal of all features showed a
result 0.96% lower than that in the single model. These
results indicated that removing the NER feature signifi-
cantly affected the coreference resolution relative to other
features.TAB L E 4 Comparison of the optimized hyperparameter of the

attention mechanism using a one-layer bi-LSTM on the

development set

Attention MUC B3 CEAFϕ4
Avg. F1

Biaffine 70.34 67.42 65.77 67.84

Bilinear 69.64 67.13 65.70 67.49

Note: Bold text indicates the highest performance in the Avg. F1 score.
Abbreviation: LSTM, long short-term memory.

TAB L E 5 Optimizing the RNN type and stack number using

the development set

RNN type Layer Avg. F1

LSTM 1 67.84

LSTM 2 67.91

GRU 1 67.71

GRU 2 67.12

SRU 1 67.92

SRU 2 68.44

Note: Bold text indicates the highest performance in the Avg. F1 score.
Abbreviations: GRU, gated recurrent unit; LSTM, long short-term memory;
RNN, recurrent neural network; SRU, simple recurrent unit.

TABL E 6 Optimizing the dimension size of RNN hidden

layers using the development set

Dimension size of the RNN hidden layer Avg. F1

100 67.49

200 68.08

400 67.97

800 68.44

1600 67.36

Note: Bold text indicates the highest performance in the Avg. F1 score.
Abbreviation: RNN, recurrent neural network.

TABL E 7 Evaluation of the effects of feature ablation using

the development set

Feature Avg. F1 Δ

Our model (single) 68.44 -

�head distance 68.38 �0.06

�NER 67.74 �0.70

�dependency 67.70 �0.74

�word boundary 67.66 �0.78

�morp boundary 67.48 �0.96
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7 | CONCLUSION

In summary, we described a head-based end-to-end
model using head-final Korean attributes and used to
perform neural coreference resolution for Korean. We
applied BERT, which was pretrained using a large-sized
Korean corpus, to the proposed model to solve the
unknown word problem and use context-based word rep-
resentations. The results returned an average F1 of 64.7%
for the test set and a performance difference of 12.1% rel-
ative to the proposed model (single). These findings
suggested the utility of using a fine-tuned BERT for
Korean coreference resolution. One of the contributions
of this study is demonstration of the efficacy of using a
pretrained 23.5-GB Korean corpus and fine-tuned BERT
for coreference resolution for Korean. To address the lim-
itation of small amount of data, we added sentences via
data augmentation. The proposed model achieved state-
of-the-art performance on Korean coreference resolution
and exhibited a time complexity of O(n2) based on perfor-
mance of an attention operation for a given input
sequence and head noun sequence. In future work, we
will include a method to reduce the number of output
classes by using a target sequence as a head-input
sequence for coreference resolution and apply a mask
that allows only antecedents to be calculated when an
attention score is computed.
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