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ABSTRACT

With increasing size of transformer-based neural networks, a light-weight algorithm and efficient Al
accelerator has been developed to train these huge networks in practical design time. In this article, we
present a survey of state-of-the-art research on the low-precision computational algorithms especially for
floating-point formats and their hardware accelerator. We describe the trends by focusing on the work of two
leading research groups-IBM and Seoul National University-which have deep knowledge in both Al algorithm
and hardware architecture. For the low-precision algorithm, we summarize two efficient floating-point formats
(hybrid FP8 and radix-4 FP4) with accuracy-preserving algorithms for training on the main research stream.
Moreover, we describe the Al processor architecture supporting the low-bit mixed precision computing unit

including the integer engine.
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(1-8-23) Single-Precision Floating-Point Format

’ S | Exponent | Mantissa |
1 bit 8 bit 23 bit

(1-4-3) 8-Bit Floating-Point Format

‘ S | Exponent | Mantissa |
1bit 4 bit 3 bit

Value = (—1)5(1. M)ZE-(szerl_l)

L ololE EfY 7HE S 55

. MU C|ojE] EfY J|=
1. Hybrid FP8

M HA-71-2- 2018 NeurlPS &3] of| 4| 8—bit -
dlole] etz g BA S eEs
3 AQ ofZ el Aol Aol 4T
O S5 4 9 HYTHI0], Tet 4
27k o} gl vjole] ke

& YaLe]ES ARSIl AF Q1 3]
4k sl dlolE Bl o] F= 3 10 AP E] o
e,
L. CllojE EfYY
N B2 YRl BEBOR W)
&= 3K (Forward—pass) 1AM} 804 ¢
HZ0 2 A== IRF(Backward—pass) HAFS.

= Ut} B35 oub QLS 7]97] Gradiend 2

E 1 HFP8 QA+ T A |o|E] EF)
=R cllol& Ef
Q124(1)Activation(1—4-3)
Forward—pass Q124(2)-Weight(1—-4-3)
Z3—Activation(1-6—9)
124(1)—Error(1-5-2)
Backward—pass Q124(2-Weight(1—4-3)

==
Z=3—Error(1-6-9)

Error(1-5-2)
)—Activation(1—4—3)

Wgrad Calculation | 2=
Z3—Gradient(1-6—9)

124(1)-Weight(1—4-3)
Weight Update 2124(2)—Gradient(1-6—9)
Z£3-Weight(1-4-3)

&% Reproduced from [11].



56 HXIEAMSEEM 373 15 20224 2€

A Los) S QIAHS] Q120 ARk 1L ZE 0
o =& 717} olefE B4l 7]Qlske] 8-bic
R ag EYoA 50| 7

7Hpe] FUES R (1-5-0) ERE AF§5HL

& A =T it HlolE o] 28 Hot Al
oA eEnt, = dak2 7R (W)2E =
BRA) SR FAE, o] g2 AT Aol
PS5 4-bic A= H flofl S0l mA Al
olf o] #EE Holz (1-4-3) 2o 295},
ASo] dojds Ko 00 77k HE = 74
w0} (1-5-2) ZHE AR-sfiof FAf=fe] ofeh &
d \eH11]. ohet, AlS-2) Zlojof| wat
AAE 2Hle 2-skE Jl2 FeaQl daElES

73 Elo] A A BAES S7pAI, 2

;:O

i
02
el
[
rk

z

=
"
c
=
J
i)
NS 2o
0%

0%

ot
3
rooh
flo
E
ol
of
o rf
o
=

~
bE
o

ox.
ﬂ ol—N

T AT
Y X o>

re

2

1

2 ;|m

pacs

i)

o > W
oM,
ol
1

ko=l
H
N
J
0%2
e
Al
o)
1o
ot
4
2

5

(o]
3
X

E
£l
rlo
\u o
&
fu
e
1-4 1l
N
o
st
1o dE ol :

4 r
f
B
=
I VA
30
s
2
ol
=
1
o,
o
N
o
o
ol
T

il
flo
:

r 4
£

g2 Hdo
AT

rlo

o

=}

Hi

2,

N

-0,

o

o,

v

e b
re
-
rlr
o2
g
B[y o
2o
2
S~
AT
flo
o
=)
K1
2
1o
)

e
Ol
-

o
X
o
lo
N
u

based Accumulation)¥} A7 gjo|g] H3Loj ulA|
FHHLE 245k= 7| (Exponent Bias Shifting)=
Attt

1) Chunk-based Accumulation
A AR (1-6-9) EWS ALGEITH T3
% (FP32):= 23—bit®] 7}45 &-8-dh= A}

Bl e e AU ER Hlo]ES At

=

o
=

_>|i F;l oL,
ol
-

1
4
ok

g L
i
f
>
>,
o
wa
x
o o
9k
>
PO-
1o
N
3 e
oot

o ot B oX

oX
)
o
>
N
4
[Z0)

oo
i
inj

ol
ok
rr

jus)
[0}
>

re
2
ot
oo
©
X
o}
=]
B
re
2
X
Lo
N
P
=
o
o

A 0= Sk oA QA A5
T e TPOIA] 7 HRE ARG R
Qoo A fick, HFA 0T wAH ghe

8} ox12 7k, o] g WAL “swamping o]}

FErH12].

N
r o

o

2) Exponent Bias Shifting

A7 Sk AAke] 2] dlojel:
2 (1-4-3) 23 ARERI:, o] 39413842 A
2 4bir A4 AR BE O] 2 Zh
d5t7]o] FEst), & AT
oA 2 A5 HlolE
dEER A
T Aot AR}l ot
SRIF, wEkA] Al4of L
71ERc 2 o 2R

o
BN
2
i)

ol
e e

T2 0] 717}
o

2 K
o

N
mn =
fu
44 Tlo

m\l

al

Mo m o of
2
JL: r
riu
P
t
o &

)
)
Hl
rek
gh
us

1o o
B o o
s
T
m

i

)
flo
w2 rlo

o
1)
5s)
ot
W
fn
i
N
X
ofr
o,
2



=22
ZolEelon), o
FEEEESE R
otet,

e S )
L (S ()
(AN
o &
5 %
s 'l)’
ot
=
D
g =
o
o T
I
52
K

[\ ]
RS
o
o
i)
2
x0
T

I 2 Radix-4 FP4 1)t T A K|0|E{ E}Q!

dallx| 2| / NPU HI=HIE fI8 MELUE H0|E EIY i S& 57

glolei Ahe gt 9152 ¢

4
BB Aio] 2 o]

]
ot
4 o
oflt
o
o
T,
I3
)
N
=
[

g
RF
[
4>
iy

cllolE Efe

Forward—pass

=
52

(1)—Activation(INT4)
(2-Weight(INT4)
—Activation(1-6—9)

Backward—pass
o

JE

1)~Error(1-3—0)—even
2)-Weight(INT4)
—Error(1-6—9)

==

MY E

Wgrad Calculation
o

=

(1)~Error(1-3—0)—odd
(2)Activation(INT4)
—Gradient(1—6—9)

Weight Update

24
=
=5
=
=k

=

M 10 1o

(1)-Weight(INT4)
(2)-Gradient(1—6—9)
—Weight(INT4)

Z&X*| Reproduced from [16].

7. Hloled ey

P1EA (W)Sk BAHZHA)E 4-bit §4-8 0= o
As¥stu, 71 2ol 712 AT M3}
gstol PApst £4S Hastsgict thal B4
g g0 Ju3p| ofeifE YT At 7]
27] k2 4-bic A= 2L dlo]d ehle
AorAeY,

o ol CNN AGe] ojul4] £7 YES=
(ResNer18) S15H 5, 7127] ke 270l
2Ato]e] BEE LehiieH16], i E dlolel 0
o 77 ghell e owAE AfH oz
WS g9 it ofejd REE Peh
B4y EHO R FASYI0] AL ek, 34
R 7127) e ASHOR Y Wgle] BE
bo s 2143 dlole] Bl A7k Ao] An
AE M4 4 et wepd £ e
45 7| EO R (1-3-0) TRS GBI 7}
Aul AAST A4S Bl e B
oful, % e W9l £-8 HHSP] 913 291 n
58 mEA 91 49] nd 2
2 oI5t o e Radi—2it, 1]
T 7F R EASRE AR 956 e 5
-

52 oln] By AR (FP3) B At 7

o

Ol

1o oft rp-

5 dalg|Fo] FRtE oo At & k= o]

Blo] BAYE AFY] At Hwe) 2
AY B2 YR 7] H(GradSaale) 3 -2



58 HxSHSEEN

/\]—g]-s}»: 7] (Two—phase
Rounding)-&- A|?ts P EP.

1) GradScale
2AAY L P wlolelE AU TR 7}
SRS = o] Fsh= 7|Holt). 53] tlofE ZH
bit 527} Zfobd 2 HAMI ALLFS] A3l
D2 A3t dloje AAAY HEE AHofsh= A

< i

-{o
olN
E.ﬂ%
o

>
n U
2~
|
U
|
2
o,
ol
iy
ol
2
(o]
U
o,
i

1o
P>
)
e
o

e,
o

>~
%
L]
[‘ll‘

X
ol
Ol
ok
S
5
SO i
(¢}
3

lOlEioﬂ 1’410H

£ AL oﬁm 4

0.

73]]%4

W
i
(1T
[>
)
ne
ot
i)
oo
[e]

Py
ofi
i
O
=)
N
o
iy
-9,
fr
:?‘:
(b
ol
N
()
i)

|>
é
oXLJ

N
=

14
oy J

aruleﬁ Z7¥ste], 417
]0]E1 = 4—bit H=

of T

ol
1o
o -
o>
r_R i)

)
J

4 o2 18 o ol
i)

ok
A
5 o
rl—rrll‘
r*ﬂ
- 12
OEL;E
=)
© >
Ollj—u"f
T;HJEZ
_t:,oﬂ F.|~
gj
w
o, ot
ol
>,
2
iy
~
>,

o
e
o
filo
o
ot
ol
ol
2
N g
N
2
rO
o
ox
i
Bl
o
N
O
[N

)

ok
QL
2
o

2) Two-phase Rounding
Radix—4= 49 n5 02 -5 ¥
4579) 24 29) il A

= 1wk 26 o 74 dlols maY

i
>

Agity, 7
o] 1]} 42] wj<:
= WA,

A7) 26 Srobzieh, AT radi—4 4

/‘\_]__
g z»#ﬁgﬂ R Lol A2 e 4
o=

=c|>1=
2
et
£
;O

= u} o%m Aon gr £
3 21919] 45 radix—4 A7} &
e, 7] AR SR 2 1k, ol o
A AUES 2 ol A L VG Ak

M37H M1= 20224 2

o}, 2Akte] 71288 HlolE] 1k29] E1kke] of
W 49] 0% AA0] A 0] 1.6 BAOR 2
& el s,

r
o,
g
Lo
>
xow
o,
=
2,
b
it
N
o
N
rlr
N
o
R
N

A
N
N
N,

N

i

N

it

-
of
Ir
m
2
(]

v
i
Wi
;{é
g 1o o
H.I .
b 3
e
>l
o pot
oll
ol
Q9
N
X
i

oo
(o]
%
ot
b
i
©
u\i
bor
H
L
i3
i)
~|
il
ne
o

V. MY UE AL AI ISR O|=

AU Aikel g=2A7 Fxe AEYe 5
2 9 o5 AR Eolal ke AR oy
Al ANEES Ak o ek AA| 54 270
A ATt A o] 55 7] sl A &
AL A BEo] AlNEEA 7]E A7) EHE
wojoR gk, AU A=Al WS B0
AA71E RH AAsE =2 RS o8l
23 dribgE =ieishe 2ol 540l o1& 4l
stof S dlolE AE7le, Hxe|et A
o] mEARl 2 7], 2Bal AE dike 9
T Aof7leol A=Al ek

1.1BM RaPiD

IBM2- 2021 ISSCC[17]2} ISCA[18] 3F8] o] A]
8—bit F-E-A4=2 7]dlo] o]& glo|g Efglo = Al
S S 4-bie o]310) A4 Hlo]e] Efl
02 FEMNE ke AlTHEA|(RaPID)E &
7ieksict. HolE ebqle] epe/d i A7 Bl
o] sk darElE2 Al AH11E 2= AlSt
=30



dallx| 2| / NPU HI=HIE fI8 MELUE H0|E EIY i S& 59

7t Al BHER| X

RaPiD= g 47012 A Ak o7 F
F(Bi—directional) °]F- HH AR AE O] QU ©]
2 o] e 39 S gHdsto] it
do= 2dsk= bl Aottt = 7ol et
Al F0]= H]%E7] (Asynchronous) 2 Er| Q1]
| s2tsh 247 Eeo) 9E 719 =(PLLE 7}
HH A FE ARIEY 12880 EQ] H|o]

Agsto] Ao & 25 AlERI.

roro

b

(o
T

Se
f

d

™
T

i)
N

1) Core

Core= A7 U HlolE| BFQl2 A ¥sh= 270
9] Corelet?} H= 14HRE0] F-7-5k= 2MB L1 H|
L2 (Scratchpad), H|ELe] 7+ gofE] o] F} B2
2 glolE AFZ Alofsh= IEHo]2(MNI), 21
2]aL FHRF olF FH Lol HEY] Erdles o
AE|o] FH2ete HlofE AEE Alofsh= UH
Hlo]2 FH(RIV) .2 HAETHLH 4), FH 20

Ofet HE A AARE okE 918l L1 Hli 2= ol
K

2) Corelet

Corelet2 8x8 %2 A|AEY 7]HF B3l o] g
EFQ] 14t o] o] (MPE Array), B]A1% gF= A4t
YW(SFU), 18]31 8KB L0 W K& (Scratchpad) & -4
wof ITHZH 4). Al&F3 7|9 MPE ofg|ol=
S 715k b E-8HH, SFU= A3
Sg ARLS 014 TS BIsl] Ak
=9 T TS o Altell ARSHT 7 14
ol AUk A= TlofEl B 3 30

8x8 MPE of&o]i= MPER}T} 16u}o] =.0] 3y}
o w5 dlo|El S 77} Log} L wmelol A B3
MKt} whebA] MPE 0] 4417] = 8-bic 5
257 ATl BAlo] 167) HlolelS Helaict,
SFURE-S % MPE ofglo]o] Z2l3} 215 A2

CW CCcw
Ring Ring
(C { . . . )
g g Corelet1 w e Mixed Precision Engine
- (Corelet0 V
Ring R — From North Neighbor
Interface Unit
(RIV) FP8/IFP16
Engine
ASYNC SFU-16 ||[&
' —l | ey [
( - D 64-way FP16 SIMD From West To East
Memory/Neighbor way Neighbor Neighbor
Interface (MNI) 8-way FP16
| J
LVL SHIFT To South Neighbor
SFU-32 |’§4‘l’sz

k.

P32 SIMD

N\ N
Odd 32-way
Banks |[*

64-way FP16 /

From West To East
512KB Neighbor Neighbor
=
2MB 1KB K
L1 Scratchpad \  8KB Scratchpad ) To South Neighbor
. J - J

From North Neighbor

INT4/INT2
Engine

—»( | 64-way INT4 |{—>»

Z£%| Reproduced with permission from [17].

TIZ! 4 RaPiD Z2AMIM2| Z0{(Core) XL



60 HXIEAMSEEM 373 15 20224 2€

E 3 Corelet 247|0flA] X|5H= ClIOJE] EFY

Hbr|

2= ClloJE] Ef

HA3Y(INT4, INT2)

MPE BEE=ALKSY(DLFloat16, HFPS8)
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EEAHS(FP32, DLFloat16)
SFU *FP32: (1-8-23)
*DLFloat16: (1-6—9)
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